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Realm Platform

What is Realm Platform?

This documentation is for a legacy product. The latest Realm Sync is now part 
of MongoDB Realm. See the current documentation at 
https://docs.mongodb.com/realm/.

The Realm Platform is made up of two major components. The Realm Database and the 
Realm Object Server. These two components work in conjunction to automatically 
synchronize data enabling a great deal of use cases ranging from offline apps to complex 
backend integrations.

Want to take a deeper look? Read the Realm Overview White Paper, a comprehensive 
overview that covers core concepts, key use cases, and implementation examples.

Where do I start?

 

https://docs.mongodb.com/realm/
https://www2.realm.io/whitepaper/realm-overview-registration


The best way to get started is to try Realm Platform out for yourself!  The platform is 
offered as both a hosted cloud or a self-hosted plan.  Take a look below to learn how to try 
either option depending on your own requirements.  After you have decided, we 
recommend heading over to our Getting Started section for a comprehensive 
walkthrough of all of the basics.  

Sign-up for a free cloud account

Head over to our cloud page and sign up for a free cloud account which provides a 30-day 
trial experience.  

Sign-Up for Self-Hosted Standard Plan trial

For various reason, you may need to host your own server.  To learn about how to install, 
configure, and operate the self-hosted version see this section in the documentation.  

https://cloud.realm.io/
https://realm.io/trial/self-hosted-standard-plan


Getting Started

Cloud

Overview

This walkthrough will take you through all of the basics of using the Realm Platform 
whether you are using our cloud or self-hosting. During the course, you will learn how to 
sign up and connect to a Realm Platform instance. You will learn basic terminology and 
how to navigate our documentation. You will make a basic mobile app and see how web 
and API integrations are possible.

What is Realm Platform?

 

The Realm Platform is made up of two major components. The Realm Database and the 
Realm Object Server. These two components work in conjunction to automatically 
synchronize data enabling a great number of use cases ranging from offline apps to 
complex backend integrations.

Want to take a deeper look? Read the Realm Overview White Paper, a comprehensive 
overview that covers core concepts, key use cases, and implementation examples.

Starting off: Get an instance of Realm Platform

 

Getting a hosted instance of the Realm Object Server is as easy as heading over to 
our cloud landing page and signing up.

Once you've signed up, you'll create a new instance from our instances management 
page.

https://www2.realm.io/whitepaper/realm-overview-registration
https://cloud.realm.io/login/sign-up
https://cloud.realm.io/instances


Self-hosting

To get an instance of the self-hosted Realm Object Server, you'll need to sign up for 
a trial here. You'll receive an email with your trial token and some installation 
instructions. You can also find those instructions here.

Connect with Realm Studio

 

https://realm.io/trial/self-hosted-standard-plan


Cloud

Example Cloud URL

Connecting to your cloud instance is easy with Realm Studio. Just click the "Connect 
to Realm Cloud" button and select your desired instance.

If you are sharing access to your cloud instance with another user, they can connect 
manually by clicking "Connect to Server".

You can get your instance URL by copying it from your cloud instances dashboard.

https://cloud.realm.io/instances


Self-hosting

Studio Landing Page

Connecting to your self-hosted instance is easy with Realm Studio. Just click the 
"Connect to Server" button.

In the corresponding popup, you will need to input your server information.

URL: your URL should match the following format: http://<ip_address>:port 

For example, a local installation will look like: http://127.0.0.1:9080 

If using HTTPS, your format will match: https://<ip_address>:443 

Username / Password: You will need to login with an admin user.  After a fresh 
installation, a default admin user is created with the username: realm-admin 

and a blank password.  We recommend changing this password as soon as 
possible for security concerns.  



Admin User Details in Studio

Create an admin user from Studio

For some of our server examples, we'll need an admin user. Luckily, it is very easy to create 
one from Realm Studio.

1. Simply click the Users  tab

2. In the lower right hand corner, select Create a new user 

3. Provide a username and password
4. Once you're created the user, it should appear on the list.  Single click the user and a 

details pane will appear on the right side of studio. 
5. Change your user type from Regular  to Administrator 

Learn how to pre-populate data with our server SDKs

 

Many of our users have existing data sets that they'd like to import into the Realm Platform.
One of the most common ways to do this is via our server-side SDKs. We'll show you how 
to build a basic import script using our Node.js SDK.

Looking for the quickest way to get started? Check out the code for the 
walkthrough here and follow the README  

You can find all of our Realm sync code samples here.

Prerequisites

https://github.com/realm/realm-server-side-samples/tree/master/17-RMP-walkthrough
https://github.com/realm/realm-server-side-samples


To run through our loader example, you'll need to have a few things installed

Node v7.6.x or higher (we typically recommended the latest LTS) 
A package manager like NPM
An IDE to work in (we typically recommend Visual Studio Code)
A cloud or self-hosted instance of the Realm Object Server 

Install the required packages

To start, you'll want to download or copy our package.json which lists all of the required 

dependencies for this entire walkthrough.

After copying this to your working directory, simply perform an npm install from the 

command line of your working directory. You'll find that a number of these dependencies 
are not required, but we use them to generate some mock data. In practice, you should just 
need Realm.

Create a constants file with your server information

Since we'll be using our server information a few times during this walkthrough, we can 
store it in a constants file to save some time. Simply create a constants.js  Then make 

sure to fill in your instance and user info. If you aren't sure of your URL, refer to the Realm 
Studio section:

constants.js

module.exports = {1
    username: "ADMIN_USERNAME",2
    password: "PASSWORD",3
    serverUrl: "INSTANCE_URL"4
};5

Declare your required libraries and server information

Create a new javascript file within your working directory. Within this file, we'll start by 
declaring a number of variables and libraries that we'll use in our script.

https://code.visualstudio.com/
https://github.com/realm/realm-server-side-samples/blob/master/17-RMP-walkthrough/package.json
https://www.npmjs.com/package/realm


loader.js

const faker = require('faker')1
const Realm = require('realm')2
const fs = require('fs')3
const uuidv1 = require('uuid/v1');4
var randomWords = require('random-words');5
const constants = require('./constants')6

7
//change this to generate more or less items 8
var totalitems = 109
//provide a name to your specific Task List if desired 10
const myProjectName = 'Task List'11

Define your Schemas

When opening a Realm, you'll need to pass in the schema configuration which you'll be 
working with. The application data that we're working with today is for a simple to-do app. 
In our app, we'll have projects that contain a list of individual items. You can find the syntax 
for model declarations within the database docs. Here are the details for javascript.

const Item = {1
    name: 'Item',2
    primaryKey: 'itemId',3
    properties: {4
      itemId: 'string',5
      body: 'string',6
      isDone: 'bool',7
      timestamp: 'date'8
    }9
  }10

11
const Project = {12
    name: 'Project',13
    primaryKey: 'projectId',14
    properties: {15
      projectId: 'string',16
      owner: 'string',17
      name: 'string',18
      timestamp: 'date',19
      items: 'Item[]'20
    }21
  }22

https://realm.io/docs/javascript/latest/#models


Login to Realm Platform and Open a Realm

Next we'll authenticate against our instance of the Realm Object Server and open up the 
default realm. We'll also add a basic error handler to catch errors in case of a failure. You 
can find more details on authentication here (in case you'd like to use an alternate 
provider). You can find some of the specifics of opening a realm here.

const errorCallback = function errorCallback(message, isFatal, category, c1
    console.log(`Message: ${message} - isFatal: ${isFatal} - category: ${c2
}3

4
5

Realm.Sync.User.login(`${URL}`, username, password)6
.then((user) => {7
      let config = user.createConfiguration();8
      config.schema = [Item, Project];9
      Realm.open(config)10
        .then((realm) => {11
            let itemResults = realm.objects('Item');12
        }13
}14

Write Sample Data to the Realm

Next we'll populate the realm with some sample data. For the sake of brevity, we're just 
seeing random string data, but our goal is to show you the process. It is up to you to adapt 
this to your own meaningful dataset.

Realm.Sync.User.login(`${URL}`, username, password)1
.then((user) => {2
      let config = user.createConfiguration();3
      config.schema = [Item, Project];4
      Realm.open(config)5
        .then((realm) => {6
            let itemResults = realm.objects('Item');7
            if (itemResults.length < totalitems) {8
                //write to the realm9
                realm.write(() => {10
                    //create a project 11

https://docs.realm.io/platform/using-synced-realms/troubleshoot/errors#error-reporting


                    var project = realm.create('Project', {          12
                    projectId: uuidv1(),13
                    owner: user.identity,14
                    name: myProjectName,15
                    timestamp: new Date(),16
                    items: []17
                        }, true)18
                    //create the tasks19
                    for (let index = 0; index < totalitems; index++) {20
                        var newItem = realm.create('Item', {21
                            itemId: uuidv1(),22
                            body: randomWords(),23
                            isDone: false,24
                            timestamp: new Date()25
                        }, true)26
                        project.items.push(newItem)27
                    }28
                })29
            }30
            //good practice when writing data from a server script31
            realm.close()32
        })33
});34

Run your loader and view the results via Realm Studio

Now that we've completed our basic script, let's run it via the terminal:

node src/loader

Once it has completed, we can view the resulting data from Realm Studio. You'll find it 
within the /default  realm.

Learn how to sync this data with your Mobile App

 

To demonstrate Realm Platform's synchronization capabilities, we will display the data we 
just loaded into our instance via a mobile app. If you decided to skip the previous section, it 
is not a problem as you can simply create new data from the mobile side.



Currently, we have updated sample applications for both native iOS and Android which are 
compatible with this walkthrough.

iOS: Swift Example App 
Android: Java Example App

You're welcome to follow all three steps of these tutorials. However, feel free to skip to 
step two of either tutorial if you want to start viewing the data which we just pre-
populated. You should see the data which we loaded as soon as you authenticate.

The apps mentioned above utilize nickname authentication which is meant only 
for quick-starting development purposes

Change data within Realm Studio to demonstrate sync

We've already learned a little about Realm Studio (how to connect, creating users, etc). It is 
also used as a simple read/write client.

1. After connecting your Realm Object Server instance, open the /default realm by 

double clicking 
2. Select the Item  class.  Double click on an object property (like the body  of an Item 

)
3. Change its value and see it instantly reflected in your mobile app

Alternatively, change and add some data from the app and see it reflected in 
Realm Studio!

Developing Mobile Apps with a Cross-Platform SDK

If you are looking to use our cross-platform SDKs (Xamarin or React Native), we are still in 
the process of updating our sample applications for this walkthrough. In the meantime, feel 
free to take a look at some of our older examples which can be adapted to this data model.



Xamarin: Dotnet Example App
React Native: Javascript Example App

Learn how to integrate with a Web Application

 

Looking for the quickest way to get started? Check out the code for the 
walkthrough here and follow the README.  

Since the Realm database is an embedded database, it cannot be embedded directly into a 
user's browser. However, we recognize that our developers have product offerings that span 
both mobile and web applications. To solve this, Realm Platform offers a GraphQL API 
which enables retrieving Realm data in a web browser or in other backend language 
environments unsupported with Realm SDKs currently. The API supports retrieving data or 
applying changes via HTTP requests and realtime subscription events via a Websocket 
connection.

We're going to show you how to call the GraphQL API from a basic Javascript client using a 
few helpers and convenience APIs for the Apollo Client, a popular Javascript client that 
supports a variety of web frameworks as well as Node.js

If you are working with the self-hosted version of Realm Platform, you will need 
to enable the GraphQL API on your Realm Object Server. More details here.

Prerequisites

You'll need to have everything that was required for the previous server SDK example.

Install the required packages

https://github.com/realm/realm-tasks/tree/master/RealmTasks%20Xamarin
https://github.com/realm/realm-tasks/tree/master/RealmTasks%20React
https://github.com/realm/realm-server-side-samples/tree/master/17-RMP-walkthrough
https://github.com/facebook/graphql/blob/master/rfcs/Subscriptions.md
https://www.apollographql.com/client


If you haven't already, make sure to download the package.json which we used in our 

loader example. This example uses typescript, so you'll also need to download our 
tsconfig.json 

After copying this to your working directory, simply perform an npm install from the 

command line of your working directory.

Import your required libraries

We'll start by creating our typescript file. Mine is called index.ts We'll then import the 

various libraries which we will use.

index.ts

import * as Realm from "realm";1
import { Credentials, User, GraphQLConfig } from "realm-graphql-client";2
import { concat, split } from "apollo-link";3
import { fetch } from "cross-fetch";4
import { HttpLink } from "apollo-link-http";5
import { SubscriptionClient } from 'subscriptions-transport-ws';6
import { WebSocketLink } from 'apollo-link-ws';7
import * as ws from "ws";8
import { getMainDefinition } from 'apollo-utilities';9
import { InMemoryCache } from 'apollo-cache-inmemory'10
import { ApolloClient } from 'apollo-client';11
import gql from 'graphql-tag';12
import * as constants from './constants';13

Login to Realm Platform

Make sure that you've properly filled out the constants file which was created during our 
loader exercise.

index.ts

async function testGraphQL() {1
    const credentials = Credentials.usernamePassword(constants.username, c2
    const user = await User.authenticate(credentials, `https://${constants3

4

https://github.com/realm/realm-server-side-samples/blob/master/17-RMP-walkthrough/package.json
https://github.com/realm/realm-server-side-samples/blob/master/17-RMP-walkthrough/tsconfig.json


    const config = await GraphQLConfig.create( 5
        user,6
        '/default'7
    );8
}9

Setup your GraphQL Configuration

Next we'll setup our GraphQL Configuration using the Apollo Client

index.ts

function setupGraphQL(config: GraphQLConfig) {1
    const httpLink = concat(2
        config.authLink,3
        // Note: if using node.js, you'll need to provide fetch as well.4
        new HttpLink({ uri: config.httpEndpoint, fetch })5
    );6

7
    const webSocketLink = new WebSocketLink({8
        uri: config.webSocketEndpoint,9
        options: {10
            connectionParams: config.connectionParams,11
        },12
        webSocketImpl: ws13
    });14

15
    const link = split(({ query }) => {16
            const definition = getMainDefinition(query);17
            return definition.kind === 'OperationDefinition' && definition18
        },19
        webSocketLink,20
        httpLink);21

22
    return new ApolloClient({23
        link: link,24
        cache: new InMemoryCache()25
    });26
}27

Make a GraphQL Query



You can learn more about the various queries and mutations that you can make with 
GraphQL here.

We'll perform a simple query that will print all of our tasks to the console. Our finished script
should look like the following:

index.ts

import * as Realm from "realm";1
import { Credentials, User, GraphQLConfig } from "realm-graphql-client";2
import { concat, split } from "apollo-link";3
import { fetch } from "cross-fetch";4
import { HttpLink } from "apollo-link-http";5
import { SubscriptionClient } from 'subscriptions-transport-ws';6
import { WebSocketLink } from 'apollo-link-ws';7
import * as ws from "ws";8
import { getMainDefinition } from 'apollo-utilities';9
import { InMemoryCache } from 'apollo-cache-inmemory'10
import { ApolloClient } from 'apollo-client';11
import gql from 'graphql-tag';12
import * as constants from './constants';13

14
async function testGraphQL() {15
    const credentials = Credentials.usernamePassword(constants.username, c16
    const user = await User.authenticate(credentials, `https://${constants17

18
    const config = await GraphQLConfig.create( 19
        user,20
        '/default'21
    );22

23
    const client = setupGraphQL(config);24

25
   const response = await client.query({26
    query: gql`27
      query {28
        items {29
          itemId30
          body31
        }32
      }33
    `34
  });35
  console.log(response.data);36

37
38

    while (true) {39



        await new Promise(resolve => setTimeout(resolve, 500));40
    }41
}42

43
function setupGraphQL(config: GraphQLConfig) {44
    const httpLink = concat(45
        config.authLink,46
        // Note: if using node.js, you'll need to provide fetch as well.47
        new HttpLink({ uri: config.httpEndpoint, fetch })48
    );49

50
    const webSocketLink = new WebSocketLink({51
        uri: config.webSocketEndpoint,52
        options: {53
            connectionParams: config.connectionParams,54
        },55
        webSocketImpl: ws56
    });57

58
    const link = split(({ query }) => {59
            const definition = getMainDefinition(query);60
            return definition.kind === 'OperationDefinition' && definition61
        },62
        webSocketLink,63
        httpLink);64

65
    return new ApolloClient({66
        link: link,67
        cache: new InMemoryCache()68
    });69
}70

71
testGraphQL();72

Navigating our Documentation

 

The Realm Platform is comprised of both mobile SDKs and server components. As a result, 
different users will have different informational needs. In this section, we'll try to highlight 
the areas that you'll find most helpful.

Mobile Development



General Documentation for our Client SDKs can be found here. From this landing page, 
you'll want to select your language of choice (i.e. Swift, Java, etc) From within each Client 
SDK, you'll be able to learn syntax, find code snippets, and learn about best practices.

Working with Realm Platform

Our platform documentation contains all of the ins and outs of working with synced 
realms. This section of our documentation is relevant for both cloud and self-hosting users. 
You'll find basic code snippets and all of the details regarding working with your instance of
the Realm Object Server. You will often find that this section of our documentation points 
back to the client SDK docs. You will need to use the two domains in conjunction.

Self-Hosting Realm Platform

Users who have chosen to self-host the Realm Platform will need to delve into one 
additional section of our documentation. Within the self-hosting section of our platform 
docs, you'll find information on installations, customizing your deployment, moving into 
production with our cluster-based enterprise architecture, and more.

Getting Help

Having an issue with Realm Platform that you don't feel you can solve from the 
documentation? There are a number of avenues for you:

Check our support FAQs 
Check our Forums 
Check StackOverflow
Submit a support ticket 
File an issue on our Github if you believe you've found an issue

Want to learn more? 

Read the white paper or Watch the webinar

https://realm.io/docs/
https://docs.realm.io/platform/
https://docs.realm.io/platform/self-hosted
https://support.realm.io/solution/categories/36000068636
https://forums.realm.io/
https://stackoverflow.com/questions/tagged/realm
https://support.realm.io/helpdesk
https://github.com/realm
https://www2.realm.io/whitepaper/realm-overview-registration?_ga=2.266659790.1140662478.1513013122-2031688623.1501706764
https://www2.realm.io/webinar/realm-platform-2-overview-registration?_ga=2.97855199.1140662478.1513013122-2031688623.1501706764


Not what you were looking for? Leave Feedback

https://realm3.typeform.com/to/A4guM3


iOS Quick Start

To get started with Realm Platform, we created 3 tutorials to guide you to learning the key 
functionality. Each tutorial is self-contained, but builds off the previous tutorial, to 
incorporate more advanced functionality.

In step 1, you will create your first Realm app, a simple ToDo list that automatically 
synchronizes across devices:

Step 1 - My First Realm App
/getting-started-1/ios-quick-start/step-1-
my-first-realm-app

Next, in step 2, you will adapt the ToDo list app to use the new query-based sync provided in
Realm Platform 3.0:

Step 2- Adding Query-based sync
/getting-started-1/ios-quick-start/step-2-
adding-query-based-sync

Finally, in step 3, you will add class and object-level permissions to the ToDo list app to 
learn about Realm Platform 3.0's access control functionality:

Step 3 - Adding Permissions
/getting-started-1/ios-quick-start/step-3-
adding-permissions

Not what you were looking for? Leave Feedback 

https://realm3.typeform.com/to/A4guM3


Step 1 - My First Realm App

Prerequisites

Before we get started we need a few things setup; the prerequisites for this project are:

 Xcode 9.0 or later
You will need your Realm Cloud instance URL that was generated when you created 
your instance (it can be found by logging in to the cloud portal, and clicking the 
Copy Instance URL  link)

This tutorial should take around 20-30 minutes

Want to get started right away with the complete source code? Check out our 
Github with ready-to-compile source code  then follow the instructions in 
README.md  to get started. Don't forget to update the Constants.swift  file 

with your Realm Cloud  or self-hosted instance URL before running the app.

Step 1: Create a New iOS Project

 

1. Open Xcode, create a new iOS Project (we recommend the "Single View" application). 
Let's name it "iOSToDoApp." When prompted, save it to a convenient place such as your 
desktop.

Step 2: Initial Run Test

 

https://itunes.apple.com/us/app/xcode/id497799835?mt=12
https://cloud.realm.io/
https://github.com/realm/my-first-realm-app/tree/master/ios/SyncIntro


Before we dive into adding code, it's a good idea to make sure that Xcode is configured 
correctly and that we can successfully compile the app template we just created. In order to 
do this, select a simulator (for example the iPhoneX) from the build menu, then press the 
build/run icon. The app should build and launch and show the basic empty app shown 
here: 

Step 3: Install the Realm Frameworks

 

To use Realm Cloud in your iOS app, you'll need to add the Realm  and RealmSwift  

frameworks to your project. This is most easily accomplished using using either of the 
major iOS dependency managers: Cocoapods or Carthage. Alternatively, you can install the 
framework by downloading it directly from Realm and dragging it into your Xcode project. 
The tabs below give detailed instructions on how to install the Realm framework for each 
of these options.

https://cocoapods.org/
https://github.com/Carthage/Carthage/blob/master/README.md


.Cocoapods

Make sure you have Cocoapods version 1.2.x or higher. 

If you run into any errors or if you need to install Cocoapods, please 
follow the installation instructions at Cocoapods.org.

If you choose to use Cocopods, you will need to close your Xcode project for the next 
steps; we will re-open it once Cocopods is set up.

Cocoapods uses a Podfile  to track, load, and manage your project's external 

dependencies; to create the Podfile , open a new terminal window, change the 

directory to your newly created Xcode project. Type in:

pod init

This will create a new Podfile  - open this file with an editor of your choice and 

look for the section that starts with # Pods for iOSToDoApp , then add the 

following line:

pod 'RealmSwift'

Save your changes, and then run the following command from the terminal window:

pod install --repo-update

https://guides.cocoapods.org/using/getting-started.html
https://cocoapods.org/


This will download all the required packages and create a new Xcode workspace for 
your project. Once the Cocoapods installation process completes open the new 
iOSToDoApp.xcworkspace  to continue to work on your project.



Carthage

Make sure you have Carthage version 0.17.x or higher.

If you prefer Carthage, you can add the following to your Cartfile . You will need 

to create the Cartfile  in your Xcode project directory, then add the following line:

github "realm/realm-cocoa"

Save your changes and then download and build the packages with this command 
in the terminal window:

carthage bootstrap

This process can take 10 minutes to complete and depending on your 
installed version of Xcode, you may see warning about compiler 
incompatibilities; these can be ignored.

After Carthage builds the Realm frameworks, drag RealmSwift.framework  and 

Realm.framework  files from the Carthage/Build/iOS directory to the “Linked 

Frameworks and Libraries” section of your Xcode project’s “General” settings tab. 
Click OK when prompted to copy the framework files.

In your application target’s “Build Phases” settings tab, click the + icon and choose 
“New Run Script Phase”. Create a Run Script with the following contents:

https://github.com/Carthage/Carthage#installing-carthage


Direct Download

/usr/local/bin/carthage copy-frameworks

and add the paths to the frameworks under “Input Files”

$(SRCROOT)/Carthage/Build/iOS/Realm.framework$(SRCROOT)/Carthage/Build

In order to load the framework directly, you will need to download the latest version 
of the Realm framework from this link. Once the download has completed there will 
be a new folder in your Downloads directory named Realm-swift-x.y.z  (where 

x.y.z is a version number). Open this folder, navigate to the latest swift version (at 
the time of this writing 4.02) and drag the Realm.Framework  and 

RealmSwift.Framework  file into the Frameworks and Libraries tab as shown here. 

Test the Framework Build

Reminder: If you are using Cocoapods, you will need to close the Xcode 
iOSToDoApp.xcproj  (which is the default project made when you created your 

app) and reopen the newly-created iOSToDoApp.xcworkspace  to be able to 

successfully compile with the Realm framework.

At this point you will want to re-run the template project to ensure that the addition of the 
Realm Frameworks was successful. You won't see any changes in the app display in the 

https://static.realm.io/downloads/swift/realm-swift-3.1.0.zip?_ga=2.186413289.1750353362.1516990351-225787661.1516643938


simulator, but the app should compile without error.

Step 4: Remove Unnecessary Files

 

The default app template contains a few files we won't need in this example, so we'll 
remove them to reduce any possible confusion.

1. Open the Info.plist  for your target (this will be in the iOSToDoApp group in the file 

navigator)
2. Find the Main storyboard file base name  entry and remove it by pressing on the -  

icon next to it in the property editor
3. Find the Main.storyboard  file in Xcode's file navigator and delete it by selecting it and 

then pressing the Delete  key

Edit the AppDelegate.swift file and replace the 
func application(_ application: UIApplication, didFinishLaunchingWithOptions 
launchOptions: [UIApplicationLaunchOptionsKey: Any]?) 

method to match the following code below. This sets up UINavigationController  with a 

WelcomeViewController  which we will create in an upcoming step.

func application(_ application: UIApplication, didFinishLaunchingWithOptio1
    // Override point for customization after application launch.2
    3
    window = UIWindow(frame: UIScreen.main.bounds)4
    window?.makeKeyAndVisible()5
    window?.rootViewController = UINavigationController(rootViewController6
    7
    return true8
}9

Step 5: Create a Constants file and Set the Realm Cloud 
Instance URL

 



Next we will create a new Swift file to contain our app's constants. This is done by selecting 
File > New > File.. . in Xcode and then selecting "Swift File" from the file type selector 

panel. Press next  then enter Constants  for the file name (the .swift  extension will be 

added automatically) and navigate, if needed, to your Xcode project directory and save the 
file.

Paste the code snippet here into the newly created Constants.swift ; replace the string  

MY_INSTANCE_ADDRESS  with the hostname portion of the Realm Cloud instance you copied 

from the Realm Cloud Portal (e.g., mycoolapp.us1.cloud.realm.io ). We will use these 

constants (e.g. Constants.AUTH_URL  and Constants.REALM_URL ) wherever we need to 

reference our Realm instance.

NOTE: The Realm Cloud Portal presents fully specified URLs (e.g., 
https://appname.cloud.realm.io); be sure to paste in only the host name part 
(e.g., appname.cloud.realm.io) into your copy of the Constants.swift  file.

Self-Hosted: The code snippet below is optimized for cloud. When using a self-
hosted version of Realm Object Server, directly set the AUTH_URL  and 

REALM_URL  variables. It is likely you won't initially have SSL/TLS setup, so be 

careful with http[s]  and realm[s] .

constants.swift

import Foundation1
struct Constants {2
    // **** Realm Cloud Users:3
    // **** Replace MY_INSTANCE_ADDRESS with the hostname of your cloud in4
    // **** e.g., "mycoolapp.us1.cloud.realm.io"5
    // ****6
    // ****7
    // **** ROS On-Premises Users8
    // **** Replace the AUTH_URL and REALM_URL strings with the fully qual9
    // **** address of your ROS server, e.g.: "http://127.0.0.1:9080" and 10
    11
    static let MY_INSTANCE_ADDRESS = "MY_INSTANCE_ADDRESS" // <- update th12



    13
    static let AUTH_URL  = URL(string: "https://\(MY_INSTANCE_ADDRESS)")!14
    static let REALM_URL = URL(string: "realms://\(MY_INSTANCE_ADDRESS)/To15
}16

Step 6: Add WelcomeViewController and Authentication 
Dialog

 

Create a new view controller called WelcomeViewController.swift . This will be the 

controller you see when the app starts up and will be used to log in to the app and connect 
your application to the Realm Cloud.

To create the view controller, select File > New > File.. . in Xcode. Select "Cocoa Touch 

Class" from the file type selector panel. Press next  , then enter WelcomeViewController  

for the class name and UIViewController  for the subclass name. Press next  again,  

navigate to your Xcode project directory if necessary, and save the file.

Near the top of the new view controller file, below the existing import statement, import the 
Realm framework by adding this line:

import RealmSwift

Xcode may show errors next to the new import line or other lines; this is normal 
and these will disappear as we add code and the app is compiled.

Next, we will add a viewDidAppear  method to the view controller with the  snippet . below. 

The main function of this new method is to log a user in to your Realm Cloud instance. We 
are just going to login using a "nickname" you provide from a dialog that will be presented 
when the app launches.



How the WelcomeViewController Authenticates with Realm Cloud

Realm supports a number of authentication methods. The Nickname  method, which 

we're using in this short introduction, does not require a login password, making it 
convenient for prototyping and extremely low-security applications.   Nickname 
credentials are constructed with: 
let creds = SyncCredentials.nickname("sally", isAdmin: true) 

You’ll notice that isAdmin  is set to true; this allows this user full control over the Realm. 

We will revisit this later, but for the purposes of getting started quickly we recommend 
that you keep this set to true to encounter less friction when learning more about Realm.

Note: In a production setting you would want to turn this provider off so that random 
strangers could not log into the Realm Object Server admin interfaces.

The viewDidAppear  method does not appear in the initial version of our 

WelcomeViewController: Add this new method after the closing brace of the stub 
viewDidLoad()  method near the top of the file:

override func viewDidAppear(_ animated: Bool) {1
    super.viewDidAppear(animated)2
    title = "Welcome"3
        4
    if let _ = SyncUser.current {5
        // We have already logged in here!6
        self.navigationController?.pushViewController(ItemsViewController(7
     } else {8
          let alertController = UIAlertController(title: "Login to Realm C9
            10
         alertController.addAction(UIAlertAction(title: "Login", style: .d11
          alert -> Void in12
          let textField = alertController.textFields![0] as UITextField13
          let creds = SyncCredentials.nickname(textField.text!, isAdmin: t14
                15
           SyncUser.logIn(with: creds, server: Constants.AUTH_URL, onCompl16
            if let _ = user {17
                    self?.navigationController?.pushViewController(ItemsVi18
              } else if let error = err {19
                     fatalError(error.localizedDescription)20
                    }21
                })22
            }))23



            alertController.addAction(UIAlertAction(title: "Cancel", style24
            alertController.addTextField(configurationHandler: {(textField 25
                textField.placeholder = "A Name for your user"26
            })27
            self.present(alertController, animated: true, completion: nil)28
        }29
    }30

The bulk of this code sets up your user's credential and connects to the Realm Cloud. If the 
login is successful, it then transitions to an ItemsViewController , which we will build in 

the next several steps. In the event that a login attempt fails, this method will post a Realm 
error message dialog detailing what went wrong.

Step 7: Add the ToDo List Item Realm Model

 

Before we get to the creation of the ToDo list in ItemsViewController  we need to define 

the Realm model that will describe our ToDo list items. Create a new file called 
Item.swift  and add in the model definition below.

As you did with the WelcomeViewController  , create a new view controller by selecting 

File > New > File.. . This time, select "Swift File" from the file type selector panel. Press 

next , then enter Item  for the file name (the .swift  extension will be added 

automatically) and navigate to your Xcode project directory (if necessary) and save the file.

import RealmSwift1
2

class Item: Object {3
    4
    @objc dynamic var itemId: String = UUID().uuidString5
    @objc dynamic var body: String = ""6
    @objc dynamic var isDone: Bool = false7
    @objc dynamic var timestamp: Date = Date()8
    9
    override static func primaryKey() -> String? {10
        return "itemId"11
    }12
    13
}14



This Realm Model definition will hold each task of the ToDo list. All properties are required 
and have default values. We will use the timestamp  property to sort the collection of 

Items.

Step 8: Add an ItemsViewController 

 

Create a new ViewController called ItemsViewController.swift  and import RealmSwift 

As before, create the view controller by selecting File > New > File..  and then selecting 

"Cocoa Touch Class" from the file type selector panel. Press next , then enter 

ItemsViewController  for the class name and UIViewController  for the subclass name. 

Press next  again, navigate to your Xcode project directory if necessary, and save the file. 

Add code snippet below:

import UIKit // <- Insert this1
import RealmSwift // <- Insert this 2

3
class ItemsViewController: UIViewController {4
// ... template code here ... 5
}6

Add Instance Variables for the Realm and Items

Create two instance variables just after the line declaring the ItemsViewController  class:

class ItemsViewController: UIViewController {1
    let realm: Realm            // <- Insert this2
    let items: Results<Item>    // <- Insert this3



Initialize the instance variables in the class's constructor; copy this code snippet in place 
just after the instance variable declaration:

override init(nibName nibNameOrNil: String?, bundle nibBundleOrNil: Bundle1
    let syncConfig = SyncConfiguration(user: SyncUser.current!, realmURL: 2
    self.realm = try! Realm(configuration: Realm.Configuration(syncConfigu3
    self.items = realm.objects(Item.self).sorted(byKeyPath: "timestamp", a4
    super.init(nibName: nil, bundle: nil)5
}6

7
required init?(coder aDecoder: NSCoder) {8
    fatalError("init(coder:) has not been implemented")9
}10

Notice that we have created a synced Realm pointing to your Realm Cloud instance. In 
addition we've created a query to return a list of Items.

Testing Authentication

We've added a lot to this application, but so far haven't had an opportunity to test and and 
see if the work we've done so far works. Let's add just a few more lines of code so that we 
can build and run and ensure we're still on track.

In our class file, right after the end of the init method you just added we will add to the 
existing viewDidLoad  method. This method sets up the view controller just after it is 

initialized. We will add more setup instructions shortly, but for now, let's just create a button 
handler that will add a logout button. This will allow us to test authentication and ensure 
that we can connect and log in to our Realm Cloud instance. Once this is ready we can add 
the rest of the support for adding and managing ToDo items.

override func viewDidLoad() {1
super.viewDidLoad()2

3
navigationItem.rightBarButtonItem = UIBarButtonItem(title: "Logout", style4

5



Once this is in place we need to add a method that actually performs the logout function. 
This is done with a button handler. Add the method below to your view controller class -- it 
can be anywhere in the file; we'd suggest adding it right after the closing brace of the 
viewDidLoad  method:

@objc func rightBarButtonDidClick() {1
    let alertController = UIAlertController(title: "Logout", message: "", 2
    alertController.addAction(UIAlertAction(title: "Yes, Logout", style: .3
        alert -> Void in4
        SyncUser.current?.logOut()5
        self.navigationController?.setViewControllers([WelcomeViewControll6
    }))7
    alertController.addAction(UIAlertAction(title: "Cancel", style: .cance8
    self.present(alertController, animated: true, completion: nil)9
    }10

Now we can fire up the application and see if we can log in. In the Xcode toolbar press build 
and run the app in the simulator again. You'll see the app start up and you will be presented 
with an login dialog much like the the one shown below: 

From here you can log in, and account will be created on the server. Press the logout  

button to log out. You can repeat this and create as many accounts on your Realm Cloud 
instance as you like.

With the login/logout capability ready we can move on to the main event in our application: 
creation and management of our ToDo list.

Add a UITableView

First we'll add an instance variable to the class to hold our table view; add this just below 
the other variables you created earlier near the top of the file after the class declaration:

let tableView = UITableView()



Next, we'll initialize the the rest of the view, adding in our UITableView  and setting the 

view's title as well; to do this modify the viewDidLoad method you added earlier:

override func viewDidLoad() {1
    super.viewDidLoad()2
    navigationItem.rightBarButtonItem = UIBarButtonItem(title: "Logout", s3
    title = "To Do Item"4
    tableView.dataSource = self5
    tableView.delegate = self    6
    view.addSubview(tableView)7
    tableView.frame = self.view.frame8
}9

In order to actually process changes to the table view we will need to subscribe to the 
UITableViewDelegate  and UITableViewDataSource  protocols. We will add these to our 

ItemsViewController just after the UIViewController  subclass definition; the resulting 

declaration should look like this:

class ItemsViewController: UIViewController, UITableViewDelegate, UITableVie

By declaring these protocols, we must now make sure the ItemsViewController  

conforms to them.

Implementing UITableViewDataSource

Realm naturally works with UITableViewDataSource  . With an ordered collection of 

Results<Item>  we can always see the items in the order they were created. We will begin 

by implementing what each cell in the UITableView  will look like in the cellForRowAt  

method.

Place this method after the end of the ViewDidLoad  method:

func tableView(_ tableView: UITableView, cellForRowAt indexPath: IndexPath1
    let cell = tableView.dequeueReusableCell(withIdentifier: "Cell") ?? UI2



    cell.selectionStyle = .none3
    let item = items[indexPath.row]4
    cell.textLabel?.text = item.body5
    cell.accessoryType = item.isDone ? UITableViewCellAccessoryType.checkm6
    return cell7
}8

We've set the textLabel  to equal the item  body. When the isDone  is marked true  

we'll change the view to a UITableViewCellAccessoryType.checkmark  and when false a 

UITableViewCellAccessoryType.none 

Next, we need to tell UITableViewDataSource  how many items to render; add this method 

after the previous one:

func tableView(_ tableView: UITableView, numberOfRowsInSection section: In1
    return items.count2
}3

Implementing UITableViewDelegate

When a user clicks on a row of the UITableView  the didSelectRow  method is called and 

we mark the item as "done" in the model which updates the database. Here too, place this 
method after the previous ones:

func tableView(_ tableView: UITableView, didSelectRowAt indexPath: IndexPa1
    let item = items[indexPath.row]2
    try! realm.write {3
        item.isDone = !item.isDone4
    }5
}6

Implementing the Add Item Functionality 

We'll create a new button to allow the user to to add new items to the ToDo list. In the 
viewDidLoad  method, just after the first button handler declaration for the logout button, 



add the following:

navigationItem.leftBarButtonItem = UIBarButtonItem(barButtonSystemItem: .add

Now we will implement the logic this button executes to create and insert new ToDo items 
into our database. Just like the Nickname auth in the WelcomeViewController , we will 

present a UIAlertController  with a textField  that will prompt for the name of the 

ToDo Item. 

Add the code below after the closing brace of the viewDidLoad  method:

@objc func addButtonDidClick() {1
    let alertController = UIAlertController(title: "Add Item", message: ""2
    3
    alertController.addAction(UIAlertAction(title: "Save", style: .default4
        alert -> Void in5
        let textField = alertController.textFields![0] as UITextField6
        let item = Item()7
        item.body = textField.text ?? ""8
        try! self.realm.write {9
            self.realm.add(item)10
        }11
        // do something with textField12
    }))13
    alertController.addAction(UIAlertAction(title: "Cancel", style: .cance14
    alertController.addTextField(configurationHandler: {(textField : UITex15
        textField.placeholder = "New Item Text"16
    })17
    self.present(alertController, animated: true, completion: nil)18
}19

How ToDo Items are Added to the Synced Realm

Creating a Realm Object is quite simple in Swift. First instantiate the object: In this case 
it's our Item  class that we declared earlier. We can then replace our values just like any 

other object and use our Realm instance to create a write transaction where we then add 
the Item  to the Realm:



let item = Item()1
item.body = textField.text ?? ""2
try! self.realm.write {3
    self.realm.add(item)4
}5

Implementing the Swipe to Delete Functionality

Let's add another method from the UITableViewDataSource  protocol that will allow us to 

respond to swipes and allow deletion of ToDo Items:

func tableView(_ tableView: UITableView, commit editingStyle: UITableViewC1
    guard editingStyle == .delete else { return }2
    let item = items[indexPath.row]3
    try! realm.write {4
        realm.delete(item)5
    }6
}7

Here too, a Realm write transaction is used to tell our Realm of our intent to make a 
modification to the database - this time the deletion of a specific item.

Step 9: Adding Reactive Functionality

 

You probably noticed that the add and delete functionality above only writes to a Realm. To 
make sure the UITableView  updates in response to these changes, we will use Realm's 

change notification listener. Whenever an Item  is added or deleted, we can observe these 

changes from the Realm and then react to update the UI.

To implement this, add an optional instance variable of type NotificationToken?  to 

ItemsViewController right below the variable declarations you entered previously :



var notificationToken: NotificationToken?

And at the end of the viewDidLoad  method you can add an notification handler:

notificationToken = items.observe { [weak self] (changes) in1
    guard let tableView = self?.tableView else { return }2
    switch changes {3
    case .initial:4
        // Results are now populated and can be accessed without blocking 5
        tableView.reloadData()6
    case .update(_, let deletions, let insertions, let modifications):7
        // Query results have changed, so apply them to the UITableView8
        tableView.beginUpdates()9
        tableView.insertRows(at: insertions.map({ IndexPath(row: $0, secti10
                             with: .automatic)11
        tableView.deleteRows(at: deletions.map({ IndexPath(row: $0, sectio12
                             with: .automatic)13
        tableView.reloadRows(at: modifications.map({ IndexPath(row: $0, se14
                             with: .automatic)15
        tableView.endUpdates()16
    case .error(let error):17
        // An error occurred while opening the Realm file on the backgroun18
        fatalError("\(error)")19
    }20
}21

In this method the changes  object is filled with fine-grained notifications about which 

Items were changed, including the indexes of insertions, deletions, modifications, etc.

We can use this fine-grained change information to tell our UITableView  instance which 

rows to change with the beginUpdates  and endUpdates  methods. Now any 

modifications to the Item  objects will trigger animations appropriately.

We've stored the return value of observe  into the notificationToken  . So long as the 

notificationToken  exists -- which will be whenever the ItemsViewController is on-screen --

then the observe handler will consistently be called.



If our view controller ever goes off screen (for example if we had other views in our 
application), we would want to deallocate this notification handler. The deinit  for the 

UIViewController is a convenient place to add notificationToken?.invalidate()  method 

which cleans up this observer for us. Add the following deinit  method following after the 

init methods near the top of the file:

deinit {1
    notificationToken?.invalidate()2
}3

Step 10: Collaborate! 

 

With Xcode 9, select another simulator or attach another device and run two or more apps 
together. For each app choose a new new nickname for each user and observe two users 
simultaneously editing the same ToDo List at the same time!

Not what you were looking for? Leave Feedback 

https://realm3.typeform.com/to/A4guM3


Step 2- Adding Query-based sync

Want to get started right away with the complete source code? Check out our 
Github with ready-to-compile source code then follow the instructions in 
README.md  to get started. Don't forget to update the Constants.swift  file 

with your Realm Cloud or self-hosted instance URL before running the app.

Prerequisites

 

Before we get started we need a few things setup; the prerequisites for this project are:

 Xcode 9.0 or later
CocoaPods v1.2.x+
The Realm Cloud instance URL that was generated when you created your instance (it 
can be found by logging in to https://cloud.realm.io, and clicking the 
Copy Instance URL  link).

This tutorial uses CocoaPods to install the required Realm frameworks. You can install 
CocoaPods by following the installation instructions at cocoapods.org.

Step 1: Download the completed iOS ToDo Basic Tutorial

 

Rather than start from a clean slate, we will build on top of the iOS ToDo app we presented 
in Step 1- My First Realm App. This repository contains both iOS and Android source code; 
we will be working with only the iOS code for this tutorial.

1. Open a new Terminal window
2. Change directory to a convenient location to keep this source code (e.g., 

cd ~/Desktop )

3. Download the iOS App Tutorial source code with the git command:

https://github.com/realm/my-first-realm-app/tree/master/ios/PartialSync
https://itunes.apple.com/us/app/xcode/id497799835?mt=12
https://cloud.realm.io/
https://guides.cocoapods.org/using/getting-started.html


git clone https://github.com/realm/my-first-realm-app.git

1. Change into the downloaded directory with cd my-first-realm-app 

2. Remove the Android source code and git control files with rm -rf android .git 

3. Change directory into the ios directory with cd ios 

4. Change directory into the SyncIntro directory with cd SyncIntro 

Note: there is a PartialSync folder here as well - in this tutorial we will be adding to the 
basic sync tutorial to bring it up to the level of the completed Query-based sync version.

Step 2: Install the Realm SDK with CocoaPods

 

In order to be ready to add our new functionality, we need to install the Realm framework; 
this is done using CocoaPods.

The SyncIntro code has a Podfile  that contains the following:

Podfile

# Uncomment the next line to define a global platform for your project1
platform :ios, '11.0'2

3
target 'ToDo' do4
  # Comment the next line if you're not using Swift and don't want to use 5
  use_frameworks!6
  pod 'RealmSwift'7
  # Pods for ToDo8

9
end10

In your terminal window, in the SyncIntro  folder execute the command:

pod update --repo-update 



This will download the Realm frameworks and update the Xcode workspace file. Once this 
process completes you can then open the iOS Project workspace file with Xcode, it is 
named ToDo.xcworkspace .

Step 3: Setting the Realm Cloud Instance URL

 

Locate and open the Constants.swift  file in the Xcode file navigator, then update the 

value of MY_INSTANCE_ADDRESS  with the hostname portion of the Realm Cloud instance 

you copied from the Realm Cloud Portal (e.g., mycoolapp.us1.cloud.realm.io).

Self-Hosted: The code snippet below is optimized for cloud. When using a self-
hosted version of Realm Object Server, directly set the AUTH_URL  and 

REALM_URL  variables. It is likely you won't initially have SSL/TLS setup, so be 

careful with http[s]  and realm[s] .

Constants.swift

import Foundation1
struct Constants {2
    // **** Realm Cloud Users:3
    // **** Replace MY_INSTANCE_ADDRESS with the hostname of your cloud in4
    // **** e.g., "mycoolapp.us1.cloud.realm.io"5
    // ****6
    // ****7
    // **** ROS On-Premises Users8
    // **** Replace the AUTH_URL string with the fully qualified versions 9
    // **** address of your ROS server, e.g.: "http://127.0.0.1:9080"10

11
    static let MY_INSTANCE_ADDRESS = "MY_INSTANCE_ADDRESS" // <- update th12

13
    static let AUTH_URL  = URL(string: "https://\(MY_INSTANCE_ADDRESS)")!14
}15

 



Step 4: Adding the Project Model

Now that we have told the project what server to connect to, we can proceed with adding 
new models and functionality to the application. Let's start by creating a new Swift file 
called Project.swift  . This will be the model that represents a grouped collection of 

ToDo items.

Creating a new Model file is done by selecting File > New > File.. . and selecting 

"Swift File" from the file type selector panel. Press next  then enter Project  for the file 

name (the .swift  extension will be added automatically) and navigate, if needed, to the

Xcode project directory for SyncIntro  and save the file.

Add the following code into the new file to complete the creation of the Project model.

Project.swift

import RealmSwift1
2

class Project: Object {3
    @objc dynamic var projectId: String = UUID().uuidString4
    @objc dynamic var owner: String = ""5
    @objc dynamic var name: String = ""6
    @objc dynamic var timestamp: Date = Date()7

8
    let items = List<Item>()9

10
    override static func primaryKey() -> String? {11
        return "projectId"12
    }   13
}14

Step 5: Adding a Project Lists View Controller

 

Now that we have a model to work with, we can create a view controller in which we can 
both create new projects or view/select existing ones.



As you did with the Project  model , creating a new view controller is done by selecting 

File > New > File.. . and this time selecting "Cocoa Touch Class" from the file type 

selector panel. Press next  then enter ProjectsViewController for the file name (the 

.swift  extension will be added automatically) and navigate, if needed, to your Xcode 

project directory and save the file...

Before we add the entire contents needed for this file we will look at the relevant code 
fragments that make this different from the previous simple full-synced version of the ToDo
list app:

Opening the Realm with Query-based sync:

realm = try! Realm(configuration: SyncConfiguration.automatic())

We've changed from constructing a sync configuration manually, to using Realm's 
automatic sync configuration. The automatic sync configuration determines which sync 
server to contact based on the user that is currently logged in, and opts into the query-based
Query-based synchronization mode. This mode tells the server not to download all of the 
Realm's data, but rather to only download the portion of the object graph that matches 
queries that the client has explicitly subscribed to.

Setting up the Sync Query:

projects = realm.objects(Project.self).filter("owner = %@", SyncUser.current

Here the syntax we used with a fully-synced Realm and a partially-synced Realm is the 
same - the difference is with a with a fully synced Realm the data is already synchronized 
(or may be in the process of being downloaded). The query is selecting Project  model 

records where the owner  property matches the ID of the currently logged in user (

SyncUser.current!.identity! ), and these will be sorted in date order, newest first.

It's important to note that with Query-based sync, no data is synchronized from the server to 
the client until a subscription is created. In our application the subscription is created as we 



are preparing to display the data in the controller's viewDidLoad  method as follows:

subscription = projects.subscribe(named: "my-projects")1
// here you might show an activity spinner to indicate you 2
// are waiting for the subscription to be processed3
subscriptionToken = subscription.observe(\.state, options: .initial) { sta4
    if state == .complete {5
       // here you might remove any activity spinner6
       }7
}8

The first line creates the subscription itself. You can have any number of subscriptions for 
different kinds of data depending on your application's requirements.

The second line observes changes to the state of the subscription, similar to how you may 
observe changes to the state of a Realm collection or object. This observer lets your 
application react to changes in the status of the subscription.

The rest of this class is more or less the same as the fully-synced ItemsViewController  

in the intro version of this application where the goal was just to build a simple list of ToDo 
items, except it allows the user to create and persist new Project  records.

Passing the Project to the ItemsViewController:

Whether we have 1 or more existing Projects or are just creating one, we will want to be able 
to add items to that project by selecting it in this view. This is done by passing a project 
record to the ItemsViewController so it can find any items (if any) associated with our 
Project.

In the didSelectRow:indexPath  method we set up the next view controller as follows:

func tableView(_ tableView: UITableView, didSelectRowAt indexPath: IndexPa1
   let project = projects[indexPath.row]2
   let itemsVC = ItemsViewController()3
   itemsVC.project = project4
   self.navigationController?.pushViewController(itemsVC, animated: true)5
}6



This gets the project we selected from the list of projects we own that were returned as part 
of the subscription. It then creates an instance of the ItemsViewController  and passes a 

copy of the Project  record into the new controller; we then push the new view controller 

onto the navigation controller stack which causes it to be displayed.

Now that we have the important concepts covered, add the following code to your new view 
controller file:

Be sure to copy to use the 'copy to clipboard' button (on the top right) instead of 
highlighting the code. This correctly copies the newlines.

ProjectViewController.swift

import UIKit1
import RealmSwift2

3
class ProjectsViewController: UIViewController, UITableViewDelegate, UITab4

5
    let realm: Realm6
    let projects: Results<Project>7
    var notificationToken: NotificationToken?8
    var subscriptionToken: NotificationToken?9
    var subscription: SyncSubscription<Project>!10

11
    var tableView = UITableView()12
    let activityIndicator = UIActivityIndicatorView()13

14
    override init(nibName nibNameOrNil: String?, bundle nibBundleOrNil: Bu15
        realm = try! Realm(configuration: SyncConfiguration.automatic())16

17
        projects = realm.objects(Project.self).filter("owner = %@", SyncUs18

19
        super.init(nibName: nil, bundle: nil)20
    }21

22
    required init?(coder aDecoder: NSCoder) {23
        fatalError("init(coder:) has not been implemented")24
    }25

26
    override func viewDidLoad() {27



        super.viewDidLoad()28
        title = "My Projects"29
        view.addSubview(tableView)30
        view.addSubview(activityIndicator)31
        activityIndicator.center = self.view.center32
        activityIndicator.color = .darkGray33
        activityIndicator.isHidden = false34
        activityIndicator.hidesWhenStopped = true35

36
        tableView.frame = self.view.frame37
        tableView.delegate = self38
        tableView.dataSource = self39

40
        navigationItem.leftBarButtonItem = UIBarButtonItem(barButtonSystem41
        navigationItem.rightBarButtonItem = UIBarButtonItem(title: "Logout42

43
        // In a Query-based sync use case this is where we tell the server 44
        // subscribe to a particular query.45
        subscription = projects.subscribe(named: "my-projects")46

47
        activityIndicator.startAnimating()48
        subscriptionToken = subscription.observe(\.state, options: .initia49
            if state == .complete {50
                self.activityIndicator.stopAnimating()51
            } else {52
                print("Subscription State: \(state)")53
            }54
        }55

56
57

        notificationToken = projects.observe { [weak self] (changes) in58
            guard let tableView = self?.tableView else { return }59
            switch changes {60
            case .initial:61
                // Results are now populated and can be accessed without b62
                tableView.reloadData()63
            case .update(_, let deletions, let insertions, let modificatio64
                // Query results have changed, so apply them to the UITabl65
                tableView.beginUpdates()66
                tableView.insertRows(at: insertions.map({ IndexPath(row: $67
                                     with: .automatic)68
                tableView.deleteRows(at: deletions.map({ IndexPath(row: $069
                                     with: .automatic)70
                tableView.reloadRows(at: modifications.map({ IndexPath(row71
                                     with: .automatic)72
                tableView.endUpdates()73
            case .error(let error):74
                // An error occurred while opening the Realm file on the b75
                fatalError("\(error)")76
            }77
        }78



    }79
80

    deinit {81
        notificationToken?.invalidate()82
        subscriptionToken?.invalidate()83
        activityIndicator.stopAnimating()84
    }85

86
    @objc func addItemButtonDidClick() {87
        let alertController = UIAlertController(title: "Add New Project", 88

89
        alertController.addAction(UIAlertAction(title: "Save", style: .def90
            alert -> Void in91
            let textField = alertController.textFields![0] as UITextField92
            let project = Project()93
            project.name = textField.text ?? ""94
            project.owner = SyncUser.current!.identity!95
            try! self.realm.write {96
                self.realm.add(project)97
            }98
            // do something with textField99
        }))100
        alertController.addAction(UIAlertAction(title: "Cancel", style: .c101
        alertController.addTextField(configurationHandler: {(textField : U102
            textField.placeholder = "New Item Text"103
        })104
        self.present(alertController, animated: true, completion: nil)105
    }106

107
    @objc func logoutButtonDidClick() {108
        let alertController = UIAlertController(title: "Logout", message: 109
        alertController.addAction(UIAlertAction(title: "Yes, Logout", styl110
            alert -> Void in111
            SyncUser.current?.logOut()112
            self.navigationController?.setViewControllers([WelcomeViewCont113
        }))114
        alertController.addAction(UIAlertAction(title: "Cancel", style: .c115
        self.present(alertController, animated: true, completion: nil)116
    }117

118
    func tableView(_ tableView: UITableView, numberOfRowsInSection section119
        return projects.count120
    }121

122
    func tableView(_ tableView: UITableView, cellForRowAt indexPath: Index123
        let cell = tableView.dequeueReusableCell(withIdentifier: "Cell") ?124
        cell.selectionStyle = .none125
        let project = projects[indexPath.row]126
        cell.textLabel?.text = project.name127
        cell.detailTextLabel?.text = project.items.count > 0 ? "\(project.128
        return cell129



    }130
131

    func tableView(_ tableView: UITableView, didSelectRowAt indexPath: Ind132
        let project = projects[indexPath.row]133
        let itemsVC = ItemsViewController()134
        itemsVC.project = project135
        self.navigationController?.pushViewController(itemsVC, animated: t136
    }137

138
    func tableView(_ tableView: UITableView, commit editingStyle: UITableV139
        guard editingStyle == .delete else { return }140
        let project = projects[indexPath.row]141
        if project.items.count > 0 {142
            confirmDeleteProjectAndTasks(project: project)143
        } else {144
            deleteProject(project)145
        }146
    }147

148
    @objc func confirmDeleteProjectAndTasks(project: Project) {149
        let alertController = UIAlertController(title: "Delete \(project.n150
        alertController.addAction(UIAlertAction(title: "Yes, Delete \(proj151
            alert -> Void in152
            self.deleteProject(project)153
        }))154
        alertController.addAction(UIAlertAction(title: "Cancel", style: .c155
        self.present(alertController, animated: true, completion: nil)156
    }157

158
    func deleteProject(_ project:Project) {159
        try! realm.write {160
            realm.delete(project.items)161
            realm.delete(project)162
        }163
    }   164
}165

Step 6: Updating the WelcomeViewController

 

There is one more change we have to make to allow this new ProjectsViewController  to 

be the focus of our enhanced ToDo App: make ProjectsViewController  the controller we 

present after logging in.



To do this, locate and open the WelcomeViewController  in the file navigator. First let's 

examine the original code:

SyncUser.logIn(with: creds, server: Constants.AUTH_URL, onCompletion: { [w1
    if let _ = user {2
        // We will update the line below to point to ProjectsViewControlle3
        self?.navigationController?.viewControllers = [ItemsViewController4
    } else if let error = err {5
        fatalError(error.localizedDescription)6
    }7
})8

At line 4, after successfully logging in we go to our list of ToDo items. We need to update 
this to reset the default view for the Navigation Controller to be our list of Projects. Here is 
the final code:

SyncUser.logIn(with: creds, server: Constants.AUTH_URL, onCompletion: { [w1
    if let _ = user {2
        // The line below we altered to point to ProjectsViewController3
        self?.navigationController?.viewControllers = [ProjectsViewControl4
    } else if let error = err {5
        fatalError(error.localizedDescription)6
    }7
})8

Recap: What We've Done So Far...

 

The big difference between the simple version of the application where we created a simple 
ToDo list and the version we are creating here is the idea of a project as a container for 
collections of ToDo items. We selectively subscribe to Project  records in order to get only 

the data we need, not all the possible data that may exist inside a Realm.

Let's recap what we have done so far; in our Query-based sync powered ToDo app, we...



1. Allow the user to log in with a nick name, but instead of jumping right to a list to the 
ToDo's in the ItemsViewController we present a ProjectsViewController.

2. Allow the user to see a list of their existing projects, or to create one or more new 
projects that act a grouping mechanism (via the ProjectsViewController ) for ToDo 

items. We know about (can find) these projects because of the ability to subscribe to 
Project  records that match a specific query we are interested in. In this case projects 

that were created by our own user - represented by the SyncUser.current.identity  

which is Realm's way of tracking the currently logged in user.
3. Have set up the ProjectsViewController  in such a way that when we tap on the row 

for a given project, that project record is passed over to the ItemsViewController which 
uses this information to show us any existing ToDo items and/or create new ones that 
will be added to the selected project.

Step 7: Connecting ToDo Items to a Project

 

The existing ItemsViewController created as part of the SyncIntro contains about 99% of 
the code we need in order to complete this project; the additions and changes we need to 
make are truly minimal.

Using the Project Record

In the previous section we passed in the project record for the row the user taps in the 
ProjectsViewController ; near the top of the file where the Realm and results variables 

are declared, change items  type to be List<Item>?  and add a new variable called 

optional project  variable as shown below:

var items: List<Item>?1
var project: Project?2

With the new declaration of Items we will need to adjust our reference to it in viewDidLoad 

:



notificationToken = items?.observe { [weak self] (changes) in

Next we are going to use the Project  object that was passed in to get the list (if any) of 

existing items for this project. In the viewDidLoad method, just after the 
super.viewDidLoad()  call, add the following line:

self.items = project?.items

The change in type for the items  variable is so that it matches the type declared in the 

Project model and we don't have to re-cast anything.

Adding new ToDo Items to the Project

Adding new to do Items works exactly as it did in the non-Query-based sync version; the 
difference becomes clear at the point where we save the new ToDo item. Rather than add 
the new item to the Realm directly, we append the new item to the list of items managed by 
the Project . This is accomplished by changing the addition code (in the method 

addItemButtonDidClick ) :

The non-Query-based sync version writes to the Realm using a local instance of the Realm 
which is created at the time the class was loaded (lines 7-8):

alertController.addAction(UIAlertAction(title: "Save", style: .default, ha1
    alert -> Void in2
    let textField = alertController.textFields![0] as UITextField3
    let item = Item()4
    item.body = textField.text ?? ""5

6
    try! self.realm.write {7
        self.realm.add(item)8
    }9
    // do something with textField10
}))11



Here's the updated version. Notice the difference? The Query-based sync version uses the 
Realm instance attached to the project record like this:

alertController.addAction(UIAlertAction(title: "Save", style: .default, ha1
    alert -> Void in2
    let textField = alertController.textFields![0] as UITextField3
    let item = Item()4
    item.body = textField.text ?? ""5

6
    try! self.project?.realm?.write {7
        self.project?.items.append(item)8
    }9
    // do something with textField10
}))11

Whenever we need to write or update a record we do the same thing - use the reference to 
the Realm that is held by the project the user selected and we passed into the 
ItemsViewController : self.project?.realm  Now that we have the basics down, we 

can replace the all of the references to the local Realm in the other table view methods that 
support editing or deleting ToDo Item rows:

func tableView(_ tableView: UITableView, numberOfRowsInSection section: In1
        return items?.count ?? 02
    }3
    4
func tableView(_ tableView: UITableView, cellForRowAt indexPath: IndexPath5
    let cell = tableView.dequeueReusableCell(withIdentifier: "Cell") ?? UI6
    cell.selectionStyle = .none7
    let item = items?[indexPath.row]8
    cell.textLabel?.text = item?.body9
    cell.accessoryType = item!.isDone ? UITableViewCellAccessoryType.check10
    return cell11
}12
    13
func tableView(_ tableView: UITableView, didSelectRowAt indexPath: IndexPa14
    let item = items?[indexPath.row]15
    try! self.project?.realm?.write {16
        item!.isDone = !(item!.isDone)17
    }18
}19
    20
func tableView(_ tableView: UITableView, commit editingStyle: UITableViewC21



    guard editingStyle == .delete else { return }22
    let item = items?[indexPath.row]23
    try! self.project?.realm?.write {24
        self.project?.realm?.delete(item!)25
    }26
}27

With that done, we can delete the declaration of the local Realm variable at the top of the 
file,

let realm: Realm

and the references to it in the class's init method:

let syncConfig = SyncConfiguration(user: SyncUser.current!, realmURL: Cons1
self.realm = try! Realm(configuration: Realm.Configuration(syncConfigurati2
self.items = realm.objects(Item.self).sorted(byKeyPath: "timestamp", ascen3

You should now be able to build and run the application, log in and create projects and 
ToDo Items:

Not what you were looking for? Leave Feedback

https://realm3.typeform.com/to/A4guM3


Step 3 - Adding Permissions

In the previous tutorial we used Query-based sync to synchronize only projects owned by 
the current user. However, nothing prevented a malicious user from seeing another user's 
projects by subscribing with a query that matches a broader set of Project  instances.

To address this issue we will instead use Realm's permission system to limit access to each 
Project  instance so only the user that created it can read, modify, or delete it.

Quick Start

 

This tutorial builds off the previous two steps. We recommend that you complete these first 
then continue with this. If not, you can follow the instructions below to clone the existing 
project:

Want to get started right away with the complete source code? Clone the demo 
app repository from GitHub, then follow the instructions in 
ios/ObjectPermissions/README.md  to get started. Don't forget to update the 

Constants.swift  file with your Realm Cloud or self-hosted instance URL 

before running the app.

Updating the ToDo application

 

A user's role

Permissions are assigned to a collection of zero or more users named a role. Since we want 
a given Project  to be accessible only to a single user, we need to use a separate role for 

each user. We can then grant the current user's role the appropriate permissions when we 

https://github.com/realm/my-first-realm-app
https://github.com/realm/my-first-realm-app/blob/master/ios/ObjectPermissions/README.md


create a new Project . This will have the effect of preventing all other users from seeing 

or modifying that Project  instance.

By default, every logged-in user has a private role created for them. This role can be 
accessed at PermissionUser.role . We'll use this role when creating new projects.

Control access to Project  instances

Next we add a permissions  attribute to the Project  model. This tells Realm that we 

wish to configure the permissions of each Project  instance independently, and serves as 

the means for doing so.

class Project: Object {1
    // ...2
    let permissions = List<Permission>()3
}4

Note that we no longer need the owner  attribute in our Project  class as we're 

relying on the permission system, rather than queries, to limit access.

The Permission  class represents the set of privileges we want to grant and the role to 

which they should be granted. Since we want to limit each Project  to being visible to only

a single user, we will grant the current user's role the appropriate permissions when we 
create a new Project . This will have the result of preventing all other users from seeing or 

modifying the new Project  instance.

Set the permissions of a new Project 

As we create a new Project  we now associate a new Permission  with it to restrict who 

has access to it.



let textField = alertController.textFields![0]1
let project = Project()2
project.name = textField.text ?? ""3

4
try! self.realm.write {5
    self.realm.add(project)6

7
    let user = self.realm.object(ofType: PermissionUser.self, forPrimaryKe8
    let permission = project.permissions.findOrCreate(forRole: user.role!)9
    permission.canRead = true10
    permission.canUpdate = true11
    permission.canDelete = true12
}13

By stating that the current user's role can read, update, and delete the Project , we prevent 

any other user from having access to the Project .

Lower the default permissions

By default Realm Cloud creates a set of permissive default permissions and roles. This 
allows getting started on developing your application without first having to worry about 
permissions and roles. However, these permissive default permissions should be tightened 
before deploying your application.

By default, all users are added to an everyone  role, and this role has access to all objects 

within the Realm. As part of lowering the default permissions, we will limit the access of 
this everyone  role.

In this demo, we lower the privileges programmatically the first time a user logs 
in to our ToDo application. In practice, you'll want to configure these privileges 
using Realm Studio or a script prior to your users running the application.

There are two levels of permissions that we will lower: class-level permissions, and Realm-
level permissions.

Class-level permissions



We use permissions to limit querying to only the Project  type. This means that the only 

Item  objects that can be synchronized are those associated with a Project  that we 

have permissions to access. Additionally, we remove the ability for everyone  to change 

the permisisons of each of our model classes.

// Ensure that class-level permissions cannot be modified by anyone but ad1
// The Project type can be queried, while Item cannot. This means that the 2
// objects that will be synchronized are those associated with our Project3
// Additionally, we prevent roles from being modified to avoid malicious u4
// from gaining access to other user's projects by adding themselves as me5
// of that user's private role.6
let queryable = [Project.className(): true, Item.className(): false, Permi7
let updateable = [Project.className(): true, Item.className(): true, Permi8

9
for cls in [Project.self, Item.self, PermissionRole.self] {10
    let everyonePermission = realm.permissions(forType: cls).findOrCreate(11
    everyonePermission.canQuery = queryable[cls.className()]!12
    everyonePermission.canUpdate = updateable[cls.className()]!13
    everyonePermission.canSetPermissions = false14
}15

Realm-level permissions

We use permissions to prevent the schema and permissions from being modified. Note that 
the order in which we perform these operations is significant, as removing the ability to 
modify permissions would cause subsequent permission changes to be rejected.

// Ensure that the schema and Realm-level permissions cannot be modified b1
let everyonePermission = realm.permissions.findOrCreate(forRoleNamed: "eve2
everyonePermission.canModifySchema = false3
// `canSetPermissions` must be disabled last, as it would otherwise preven4
// from taking effect.5
everyonePermission.canSetPermissions = false6

Conclusion

 



We've seen through this tutorial how easy it is to modify our earlier Query-based sync demo 
app to provide a level of security that prevents a user from accessing projects that don't 
belong to them.

We've discussed the default permissions created by Realm Cloud, and how to tighten these 
permissions before deploying your application.

We've covered changing permissions at a granularity of individual object instances, for an 
entire class, or the entire Realm.

This tutorial has focused on the high level concepts related to the new permission system. 
To see the entire source for the application, clone the demo app repository from GitHub.

The demo app is located under ios/ObjectPermissions . Don't forget to update 

the Constants.swift  file with your Realm Cloud instance URL before running 

the app.

Not what you were looking for? Leave Feedback

https://github.com/realm/my-first-realm-app
https://realm3.typeform.com/to/A4guM3


Android Quick Start

To get started with Realm Platform, we created 3 tutorials to guide you to learning the key 
functionality. Each tutorial is self-contained, but builds off the previous tutorial, to 
incorporate more advanced functionality.

In step 1, you will create your first Realm app, a simple ToDo list that automatically 
synchronizes across devices:

Step 1 - My First Realm App
/getting-started-1/android-quick-
start/step-1-my-first-realm-app

Next, in step 2, you will adapt the ToDo list app to use the new query-based sync provided in
Realm Platform 3.0:

Step 2 - Adding Query-based sync
/getting-started-1/android-quick-
start/step-2-adding-query-based-sync

Finally, in step 3, you will add class and object-level permissions to the ToDo list app to 
learn about Realm Platform 3.0's access control functionality:

Step 3 - Adding Permissions
/getting-started-1/android-quick-
start/step-3-adding-permissions

Not what you were looking for? Leave Feedback 

https://realm3.typeform.com/to/A4guM3


Step 1 - My First Realm App

Prerequisites

 Android Studio version 3.0 or higher
JDK version 7.0 or higher
A recent version of the Android SDK (typically included as part of the Android Studio 
installation)
Android API Level 21 or higher (Android 5.0 and above)
You will need your Realm Cloud instance URL that was generated when you created 
your instance (it can be found by logging in to the cloud portal, and clicking the 
Copy Instance URL  link)

Quick Start

 

Want to get started right away? Follow these quick steps.

Clone repository from GitHub

git clone https://github.com/realm/my-first-realm-app

Open in Android Studio

Use Android Studio version 3.0 or higher, to open the existing Android project under 
<root>/my-first-realm-app/android/SyncIntro 

Set the URL

https://developer.android.com/studio/index.html
https://cloud.realm.io/


Edit Constants.java  and set INSTANCE_ADDRESS  to the URL of your Cloud instance . Be 

sure to paste in only the host name part ("your-app-name.cloud.realm.io").

Build the application

Now build and run the application. Add tasks and observe how they sync on your Realm 
Cloud instance using Realm Studio :



Two devices syncing

Collaborate!

To see sync in practice, attach another device/emulator; start the app for each; choose a 
nickname for each user and observe the two simultaneously editing the same ToDo List at 
the same time!

Next step

Now that you have seen the ToDo app in action, the rest of this tutorial will walk you 
through how we took a basic ToDo app and added persistence and synchronization in just 
a few steps.

Alternatively you can continue to our advanced tutorial that will teach you about a new 
feature, called Query-based sync, included with Realm Cloud. This functionality will enable 
you to synchronize a subset of data from the server, via a query. As an example, we will use 
it such that the ToDo app will only sync the data specific for the user.

Step 2 - Adding Query-based sync
/getting-started-1/android-quick-
start/step-2-adding-query-based-sync

How the ToDo application was built

 

Step 1 Build starting point application

We will start off with a simple ToDo application without any Realm features in it and then 
gradually add to it. Initially you will have to clone the project from GitHub:

git clone https://github.com/realm/my-first-realm-app1
cd my-first-realm-app2



git checkout -b develop android-step-13

Open the Android Project with the name of SyncIntro  found under 

my-first-realm-app/android .

You should now be able to compile and run the application, the UI should look similar to:

Step 2 Add Realm Java Plugin

Locate and open the project level build.gradle  file in the project file navigator as 

shown here:

Add the class path dependency to the project level build.gradle  file. The default file 

may contain additional named repositories; you should edit the file to mirror the 
settings shown here:

buildscript {1
    repositories {2
        google() 3
        jcenter()4
    }5
    dependencies {6
        classpath 'com.android.tools.build:gradle:3.0.1'7
        classpath 'io.realm:realm-gradle-plugin:5.0.1'8
    }9
}10

Next we will change the app-level build.gradle  which is shown here:



Step 2a: Apply the realm-android  plugin under the Android one (

com.android.application ) int he build.gradle  file.

apply plugin: 'realm-android'

Step 2b: Add the following plugin configuration to enable the sync APIs:

realm {1
    syncEnabled = true2
}3

Step 2c:

We're going to use Realm Android Adapter to build the list of tasks, we need to add it's 
dependency.

implementation 'io.realm:android-adapters:3.0.0'

Step 2d:

Locate the Java class Constants  which will hold the URLs to your Realm Cloud instance, 

as follow

package io.realm.todo;1
2

final class Constants {3
    private static final String INSTANCE_ADDRESS = "YOUR_INSTANCE.cloud.re4
    static final String AUTH_URL = "https://" + INSTANCE_ADDRESS + "/auth"5
}6

https://github.com/realm/realm-android-adapters


Assign to INSTANCE_ADDRESS the actual instance address. It can be found on the 'Getting 

started' tab in Realm Studio.

Self-Hosted: The code snippet above is optimized for cloud. When using a self-
hosted version of Realm Object Server, directly set the AUTH_URL  variable. It is 

likely you won't initially have SSL/TLS setup, so be careful with http[s] .

Checkpoint: You can compare your changes so far with the tag
android_step_2 

git diff android-step-2

There will of course be a difference in the instance address.



We use Java 8 in this project

android {1
    //....other properties2
    compileOptions {3
        sourceCompatibility JavaVersion.VERSION_1_84
        targetCompatibility JavaVersion.VERSION_1_85
    }6
}7

Step 3: Logging in to the Cloud Server

Before we can use any Realm functionality, we have to initialize the Realm library. Locate 
the ToDoApplication  class and edit the onCreate()  method like this:

public void onCreate() {1
    super.onCreate();2
    Realm.init(this);3
}4

Update the import section to include (ALT+Enter on macOS)

import io.realm.Realm;

Now locate the WelcomeActivity  class. This activity is responsible of authenticating a 

user in order to access your Realm Cloud instance. This is done in the attemptLogin  

method by using the provided "nickname". Realm Cloud's "nickname" authentication 
provider is an excellent development credential for you to quickly get started with Realm 
Sync without the need to remember any credentials.



In production you will most likely be using a password based provider like 
usernamePassword  or OAuth based like facebook  or Google. 

Replace the goToItemsActivity();  line in attemptLogin()  function with this code 

snippet:

SyncCredentials credentials = SyncCredentials.nickname(nickname, false);1
SyncUser.logInAsync(credentials, AUTH_URL, new SyncUser.Callback<SyncUser>2
    @Override3
    public void onSuccess(SyncUser user) {4
        showProgress(false);5
        goToItemsActivity();6
    }7

8
    @Override9
    public void onError(ObjectServerError error) {10
        showProgress(false);11
        mNicknameTextView.setError("Uh oh something went wrong! (check you12
        mNicknameTextView.requestFocus();13
        Log.e("Login error", error.toString());14
    }15
});16

After a successful login, the SyncUser  is persisted internally, there's no need to login again 

on the next app startup. We do check in onCreate  if there's already a SyncUser . If we 

have one we do not attempt to login a user, instead we navigate directly to the next Activity. 
Add the following right before setting up the login form:

// onCreate1
if (SyncUser.current() != null) {2
   goToItemsActivity();3
}4

Update the import section to also include:



import io.realm.ObjectServerError;1
import io.realm.SyncCredentials;2
import io.realm.SyncUser;3
import static io.realm.todo.Constants.AUTH_URL;4

Try now to run the application and log in to the cloud using some random name, eg. 
"CoolJoe". You should now see the new user in the Realm Studio user list:

We can also implement the option to log out. Locate the ItemsActivity  class. Modify the 

onOptionsItemSelected  method to look like the following (remember also to update 

imports).

public boolean onOptionsItemSelected(MenuItem item) {1
    if (item.getItemId() == R.id.action_logout) {2
        SyncUser syncUser = SyncUser.current();3
        if (syncUser != null) {4
            syncUser.logOut();5
            Intent intent = new Intent(this, WelcomeActivity.class);6
            intent.setFlags(Intent.FLAG_ACTIVITY_NEW_TASK | Intent.FLAG_AC7
            startActivity(intent);8
        }9

10
        return true;11
    }12
    return super.onOptionsItemSelected(item);13
}14



As you can see we will logout the user before jumping back to the login screen. You may 
now try to log out and log in using another name.

Checkpoint: You can compare your changes with the tag android_step_3 

git diff android-step-3

Step 4 Adding the Item Realm Object

Locate the Java class Item  (under the model  package). This is a class that will hold 

each task of the ToDo list. We will now turn this into a Realm Object. This is basically done 
by inheriting from RealmObject :

public class Item extends RealmObject { 

All properties are required (meaning they will all be filled in when we create a new to do 
item) and have default values. We will use the itemId  property as primary key and the 

timestamp  property to sort the collection of Items. We are indicating this by annotations:

import io.realm.annotations.PrimaryKey;1
import io.realm.annotations.Required;2
public class Item extends RealmObject {3
    @PrimaryKey4
    @Required5
    private String itemId;6
    @Required7
    private String body;8
    @Required9
    private Boolean isDone;10
    @Required11
    private Date timestamp;12



We are now ready to create a Realm on the device and sync it to the cloud. This will only 
require a few modifications of ItemsActivity  class.

Add the following method:

private Realm realm;1
2

private void setUpRealm() {3
    Realm.setDefaultConfiguration(SyncUser.current().getDefaultConfigurati4
    realm = Realm.getDefaultInstance();5
}6

This will create a SyncConfiguration  which use the current logged in user, as well as the 

URI of the remote Realm, to connect us with a Realm named 'default' in the cloud.

Now we just need to add a call to this new method (add it just before we create the
itemsRecyclerAdapter inside the onCreate  callback).

setUpRealm();

We must also remember to close the Realm. Modify onDestroy  callback to add the close:

@Override1
protected void onDestroy() {2
    super.onDestroy();3
    realm.close();4
}5

If you run the program now, you will see that a realm called 'default' is created in the cloud. 
If you double-click the Realm, it will open and you can see that the appropriate number of 
properties are added:



Checkpoint: You can compare your changes against the commit 
android_step_4 

git diff android_step_4

Step 5 Using the Realm data

We will now query the Realm asynchronously (from a background thread) to fetch all 
Item  sorted by date. Add the following line after setUpRealm() 

RealmResults<Item> items = realm.where(Item.class).sort("timestamp", Sort.DE

To display the data inside a RecyclerView  we use an adapter based on the realm-android-

adapters library (included previously as a dependency). Our ItemsRecyclerAdapter  must 

be modified to inherit from RealmRecyclerViewAdapter  as follows :

public class ItemsRecyclerAdapter extends RealmRecyclerViewAdapter<Item, I1
2

    public ItemsRecyclerAdapter(OrderedRealmCollection<Item> data) {3
        super(data, true);4
    }5
...6

https://github.com/realm/realm-android-adapters


You can delete the getItem  and getItemCount  functions and we don't need the mData  

instance variable any more. The last thing we have to modify is the onClick  function. 

This is called every time we click the checkbox and should invert the 'done' property. As this 
is a modification to the database, this has to be done in a write transaction. Replace the for 
loop with this:

this.mItem.getRealm().executeTransactionAsync(realm -> {1
    Item item = realm.where(Item.class).equalTo("itemId", itemId).findFirs2
    if (item != null) {3
        item.setIsDone(!isDone);4
    }5
});6

Remember to update the import section along the way.

If you run you application now and create new items through the Realm Studio interface, 
you should see the changes reflected on the device. Also, if you click a checkbox, the 'done' 
property should be changed in the cloud.



If you create multiple items, be sure to use unique strings for the itemId .

Checkpoint: You can compare your changes against the commit 
android_step_5 

git diff android-step-5

Step 6 Adding and removing objects

The only thing missing at this point is the ability to add and delete items on the device. This 
is done in two write transactions in the ItemsActivity  class. The List<Item>  instance 

variable is not needed any more. Adding a new item is done by the AlertDialog  



component. We use an asynchronous write transaction inside the setPositiveButton  

callback to add the new Item 

realm.executeTransactionAsync(realm -> {1
    realm.insert(item);2
});3

Similarly swiping right will delete the item, this should also be performed inside a 
transaction: replace the for loop in onSwiped  with this piece of code

realm.executeTransactionAsync(realm -> {1
    Item item = realm.where(Item.class)2
            .equalTo("itemId", id)3
            .findFirst();4
    if (item != null) {5
         item.deleteFromRealm();6
    }7
});8

Run the application and see that the changes you make are reflected in the cloud.

This was the final step. You can compare your code with android_step_6 .

git diff android-step-6

Congrats on creating your first synchronized app with Realm Cloud!

Next step



Now that you have seen the ToDo app in action, you can continue to our advanced tutorial 
that will teach you about a new feature, called Query-based sync, included with Realm 
Cloud. This functionality will enable you to synchronize a subset of data from the server, 
via a query. As an example, we will use it such that the ToDo app will only sync the data 
specific for the user.

Step 2 - Adding Query-based sync
/getting-started-1/android-quick-
start/step-2-adding-query-based-sync

Not what you were looking for? Leave Feedback

https://realm3.typeform.com/to/A4guM3


Step 2 - Adding Query-based sync

Quick Start

This tutorial builds off the previous step. We recommend that you complete these first then 
continue with this. If not, you can follow the instructions below to clone the existing project:

Want to get started right away with the complete source code? Check it out here

Introduction

 

By default Realm's synchronization uses something called Query-based synchronization. 
This mode allows a client device to selectively choose which subset of data from the 
server-side Realm it wants. This allows the client Realm to act as a dynamic cache, where it 
can subscribe via a query to data, in addition to unsubscribing to evict the data from the 
client Realm.

To illustrate the concept, let's take our ToDo  App as an example:

Currently after you login you're presented with a list of all Item  or Tasks. It would be nice 

if we can:

1. Group tasks by project. A project is composed by a list of tasks.
2. Work with only our projects (i.e. projects created by our user).

Query-based sync will allow us to synchronize only our projects via a query, while avoiding 
pulling projects and tasks from other users. This is technically achieved by two steps:

Create a SyncConfiguration . 

String url = REALM_BASE_URL + "/default";1

https://github.com/realm/my-first-realm-app/tree/master/android/QueryBasedSync


SyncConfiguration configuration = SyncUser.current()2
                .createConfiguration(url)3
                .build();4

Alternatively we can use SyncUser.current().getDefaultConfiguration()  which achieve

the same thing.

Using async queries to subscribe to the data from the server:

RealmResults<Project> myProjects = realm1
                .where(Project.class)2
                .equalTo("owner", SyncUser.current().getIdentity())3
                .findAllAsync();4

The above query will run on the Cloud instance, then return only projects belonging to our 
user. These projects contains links to their corresponding tasks, so they will also be synced 
as well.

That's it! Following these two steps we enabled Query-based sync in our app.

In the following sections, we're going to walk you in detail through the modifications you 
need to perform, in order to transform our ToDo App.

If you want to jump into the final code directly, check it out from the repository. 
(don't forget to update the Constants.java file with the URL of your Cloud 
instance like we did in the first part).

Update build.gradle

 

Query-based sync feature is released as a snapshot for the time being. To be able to resolve 
the dependency, update your project's build.gradle  to include the snapshot repository 

https://github.com/realm/my-first-realm-app/tree/master/android/QueryBasedSync


and reference the correct version.

buildscript {1
2

    repositories {3
        google()4
        jcenter()5
    }6
    dependencies {7
        classpath 'com.android.tools.build:gradle:3.0.1'8
        classpath "io.realm:realm-gradle-plugin:5.0.1"9

10
    }11
}12

13
allprojects {14
    repositories {15
        google()16
        jcenter()17
    }18
}19

Updating the model

 

As mentioned, we want to group our tasks into projects. For this, we add a new Realm 
model class Project  which contains a name and a list of all related tasks.

Add the following class under model  package name

package io.realm.todo.model;1
2

import java.util.Date;3
4

import io.realm.RealmList;5
import io.realm.RealmObject;6
import io.realm.annotations.PrimaryKey;7
import io.realm.annotations.Required;8



9
public class Project extends RealmObject {10
    @PrimaryKey11
    @Required12
    private String id;13

14
    @Required15
    private String owner;16

17
    @Required18
    private String name;19

20
    @Required21
    private Date timestamp;22

23
    private RealmList<Item> items;24

25
    public String getId() {26
        return id;27
    }28

29
    public void setId(String id) {30
        this.id = id;31
    }32

33
    public String getOwner() {34
        return owner;35
    }36

37
    public void setOwner(String owner) {38
        this.owner = owner;39
    }40

41
    public String getName() {42
        return name;43
    }44

45
    public void setName(String name) {46
        this.name = name;47
    }48

49
    public Date getTimestamp() {50
        return timestamp;51
    }52

53
    public void setTimestamp(Date timestamp) {54
        this.timestamp = timestamp;55
    }56

57
    public RealmList<Item> getTasks() {58
        return items;59



    }60
61

    public void setTasks(RealmList<Item> items) {62
        this.items = items;63
    }64
}65

The owner  property represents the id of the currently connected user. This is a way to filter 

our projects compared to others.

Creating a Query-based sync configuration

 

As mentioned in the introduction, we need to specify the partialSync  option when 

building our SyncConfiguration  to chose Query-based sync of the Realm. For 

conveniency, we set this SyncConfiguration  as the default, so we can obtain easily a 

Realm instance in the app.

This is done by modifying the WelcomeActivity  . We replace the goToItemsActivity  

method by setUpRealmAndGoToListTaskActivity  as follow

private void setUpRealmAndGoToListTaskActivity(){1
        Realm.setDefaultConfiguration(SyncUser.current().getDefaultConfigu2
        Intent intent = new Intent(WelcomeActivity.this, ProjectsActivity.3
        startActivity(intent);4
}5

Furthermore there are some changes in the import section and you will have to replace 
goToItemsActivity with setUpRealmAndGoToListTaskActivity  a few places:

package io.realm.todo;1
2

import android.animation.Animator;3
import android.animation.AnimatorListenerAdapter;4
import android.annotation.TargetApi;5



import android.content.Intent;6
import android.os.Build;7
import android.os.Bundle;8
import android.support.v7.app.AppCompatActivity;9
import android.util.Log;10
import android.view.View;11
import android.widget.Button;12
import android.widget.EditText;13

14
import io.realm.ObjectServerError;15
import io.realm.Realm;16
import io.realm.SyncConfiguration;17
import io.realm.SyncCredentials;18
import io.realm.SyncUser;19

20
import static io.realm.todo.Constants.AUTH_URL;21
import static io.realm.todo.Constants.REALM_BASE_URL;22

23
public class WelcomeActivity extends AppCompatActivity {24

25
    private EditText mNicknameTextView;26
    private View mProgressView;27
    private View mLoginFormView;28

29
    @Override30
    protected void onCreate(Bundle savedInstanceState) {31
        super.onCreate(savedInstanceState);32
        setContentView(R.layout.activity_welcome);33

34
        if (SyncUser.currentUser() != null) {35
            setUpRealmAndGoToListTaskActivity();36
        }37

38
        // Set up the login form.39
        mNicknameTextView = findViewById(R.id.nickname);40
        Button loginButton = findViewById(R.id.login_button);41
        loginButton.setOnClickListener(view -> attemptLogin());42
        mLoginFormView = findViewById(R.id.login_form);43
        mProgressView = findViewById(R.id.login_progress);44
    }45

46
    private void attemptLogin() {47
        // Reset errors.48
        mNicknameTextView.setError(null);49
        // Store values at the time of the login attempt.50
        String nickname = mNicknameTextView.getText().toString();51
        showProgress(true);52

53
        SyncCredentials credentials = SyncCredentials.nickname(nickname, f54
        SyncUser.loginAsync(credentials, AUTH_URL, new SyncUser.Callback<S55
            @Override56



            public void onSuccess(SyncUser user) {57
                showProgress(false);58
                setUpRealmAndGoToListTaskActivity();59
            }60

61
            @Override62
            public void onError(ObjectServerError error) {63
                showProgress(false);64
                mNicknameTextView.setError("Uh oh something went wrong! (c65
                mNicknameTextView.requestFocus();66
                Log.e("Login error", error.toString());67
            }68
        });69
    }70

71
    /**72
     * Shows the progress UI and hides the login form.73
     */74
    @TargetApi(Build.VERSION_CODES.HONEYCOMB_MR2)75
    private void showProgress(final boolean show) {76
        int shortAnimTime = getResources().getInteger(android.R.integer.co77
        mLoginFormView.setVisibility(show ? View.GONE : View.VISIBLE);78
        mLoginFormView.animate().setDuration(shortAnimTime).alpha(79
                show ? 0 : 1).setListener(new AnimatorListenerAdapter() {80
            @Override81
            public void onAnimationEnd(Animator animation) {82
                mLoginFormView.setVisibility(show ? View.GONE : View.VISIB83
            }84
        });85
        mProgressView.setVisibility(show ? View.VISIBLE : View.GONE);86
        mProgressView.animate().setDuration(shortAnimTime).alpha(87
                show ? 1 : 0).setListener(new AnimatorListenerAdapter() {88
            @Override89
            public void onAnimationEnd(Animator animation) {90
                mProgressView.setVisibility(show ? View.VISIBLE : View.GON91
            }92
        });93
    }94

95
    private void setUpRealmAndGoToListTaskActivity(){96
        Realm.setDefaultConfiguration(SyncConfiguration.automatic());97
        Intent intent = new Intent(WelcomeActivity.this, ProjectsActivity.98
        startActivity(intent);99
    }100
}101

 



Adding ProjectsActivity

This activity is responsible of displaying the list of projects belonging to the current user. 
The UI part follows the same logic as in the existing ItemsActivity  . It uses a recycler 

view and a FAB with a dialog to create new projects.

When creating a new Project  we set the owner to the id of the current user. This is 

done using

String userId = SyncUser.currentUser().getIdentity();

The final version should look like:

package io.realm.todo;1
2

import android.content.Intent;3
import android.os.Bundle;4
import android.support.annotation.Nullable;5
import android.support.v7.app.AlertDialog;6
import android.support.v7.app.AppCompatActivity;7
import android.support.v7.widget.LinearLayoutManager;8
import android.support.v7.widget.RecyclerView;9
import android.view.LayoutInflater;10
import android.view.Menu;11
import android.view.MenuItem;12
import android.view.View;13
import android.widget.EditText;14

15
import java.util.Date;16
import java.util.UUID;17

18
import io.realm.Realm;19
import io.realm.RealmResults;20
import io.realm.Sort;21
import io.realm.SyncUser;22
import io.realm.todo.model.Project;23
import io.realm.todo.ui.ProjectsRecyclerAdapter;24

25
public class ProjectsActivity extends AppCompatActivity {26
    private Realm realm;27

28

https://developer.android.com/reference/android/support/design/widget/FloatingActionButton.html


    @Override29
    protected void onCreate(@Nullable Bundle savedInstanceState) {30
        super.onCreate(savedInstanceState);31
        setContentView(R.layout.activity_items);32

33
        setSupportActionBar(findViewById(R.id.toolbar));34

35
        findViewById(R.id.fab).setOnClickListener(view -> {36
            View dialogView = LayoutInflater.from(this).inflate(R.layout.d37
            EditText taskText = dialogView.findViewById(R.id.task);38
            new AlertDialog.Builder(ProjectsActivity.this)39
                    .setTitle("Add a new project")40
                    .setView(dialogView)41
                    .setPositiveButton("Add", (dialog, which) -> realm.exe42
                        Project project = new Project();43
                        String userId = SyncUser.currentUser().getIdentity44
                        String name = taskText.getText().toString();45

46
                        project.setId(UUID.randomUUID().toString());47
                        project.setOwner(userId);48
                        project.setName(name);49
                        project.setTimestamp(new Date());50

51
                        realm.insert(project);52
                    }))53
                    .setNegativeButton("Cancel", null)54
                    .create()55
                    .show();56
        });57

58
        // using the current SyncUser#id, perform a partial query to obtai59
        // only projects belonging to this SyncUser.60
        realm = Realm.getDefaultInstance();61
        RealmResults<Project> projects = realm62
                .where(Project.class)63
                .equalTo("owner", SyncUser.currentUser().getIdentity())64
                .sort("timestamp", Sort.DESCENDING)65
                .findAllAsync();66

67
        final ProjectsRecyclerAdapter itemsRecyclerAdapter = new ProjectsR68
        RecyclerView recyclerView = findViewById(R.id.recycler_view);69
        recyclerView.setLayoutManager(new LinearLayoutManager(this));70
        recyclerView.setAdapter(itemsRecyclerAdapter);71
    }72

73
    @Override74
    protected void onDestroy() {75
        super.onDestroy();76
        realm.close();77
    }78

79



    @Override80
    public boolean onCreateOptionsMenu(Menu menu) {81
        getMenuInflater().inflate(R.menu.menu_items, menu);82
        return true;83
    }84

85
    @Override86
    public boolean onOptionsItemSelected(MenuItem item) {87
        if (item.getItemId() == R.id.action_logout) {88
            SyncUser syncUser = SyncUser.currentUser();89
            if (syncUser != null) {90
                syncUser.logout();91
                Intent intent = new Intent(this, WelcomeActivity.class);92
                intent.setFlags(Intent.FLAG_ACTIVITY_NEW_TASK | Intent.FLA93
                startActivity(intent);94
            }95
            return true;96
        }97
        return super.onOptionsItemSelected(item);98
    }99
}100

You will also have to add this new activity to the manifest:

<activity1
            name=".ProjectsActivity"2 android:
            label="@string/title_select_projects"3 android:
            theme="@style/AppTheme.NoActionBar" />4 android:

And this in turn requires that you add the following to strings.xml :

<string name="title_select_projects">My Projects</string>

Add the RecyclerView Adapter

Add a new class ProjectsRecyclerAdapter  under the ui  package, this the the adaptor 

of the recycler view, used by the new ProjectActivity 



Note that for simplicity we attach an onClickListener  when binding the 

ViewHolder  . This will navigate to the ItemsAcivity  by passing in argument the 

project_id  This way the ItemsAcivity  knows which list of Item  it needs to 

display

holder.textView.setOnClickListener(v -> {1
    Intent intent = new Intent(context, ItemsActivity.class);2
    intent.putExtra("project_id", project.getId());3
    context.startActivity(intent);4
});5

The rest of the logic is similar to the ItemsRecyclerAdapter 

package io.realm.todo.ui;1
2

import android.content.Context;3
import android.content.Intent;4
import android.support.v7.widget.RecyclerView;5
import android.view.LayoutInflater;6
import android.view.View;7
import android.view.ViewGroup;8
import android.widget.TextView;9

10
import io.realm.OrderedRealmCollection;11
import io.realm.RealmRecyclerViewAdapter;12
import io.realm.todo.ItemsActivity;13
import io.realm.todo.model.Project;14

15
public class ProjectsRecyclerAdapter extends RealmRecyclerViewAdapter<Proj16
    private final Context context;17

18
    public ProjectsRecyclerAdapter(Context context, OrderedRealmCollection19
        super(data, true);20
        this.context = context;21
    }22

23
    @Override24
    public MyViewHolder onCreateViewHolder(ViewGroup parent, int viewType)25
        View itemView = LayoutInflater.from(parent.getContext())26
                .inflate(android.R.layout.simple_list_item_1, parent, fals27
        return new MyViewHolder(itemView);28
    }29

30



    @Override31
    public void onBindViewHolder(MyViewHolder holder, int position)  {32
        final Project project = getItem(position);33
        if (project != null) {34
            holder.textView.setText(project.getName());35
            holder.textView.setOnClickListener(v -> {36
                Intent intent = new Intent(context, ItemsActivity.class);37
                intent.putExtra("project_id", project.getId());38
                context.startActivity(intent);39
            });40
        }41
    }42

43
    class MyViewHolder extends RecyclerView.ViewHolder {44
        TextView textView;45

46
        MyViewHolder(View itemView) {47
            super(itemView);48
            textView = itemView.findViewById(android.R.id.text1);49
        }50
    }51
}52

Tweaking ItemsActivity

 

Since we're getting to this Activity from ProjectsActivity  we need to obtain the id of the 

project we want to display, this is done inside onCreate 

String projectId = getIntent().getStringExtra("project_id");

This will allow us to query for the corresponding project then display it's tasks

mRealm = Realm.getDefaultInstance();1
Project project = realm.where(Project.class).equalTo("id", projectId).find2



ItemsRecyclerAdapter itemsRecyclerAdapter = new ItemsRecyclerAdapter(1
project.getTasks().sort("timestamp", Sort.ASCENDING));2
...3

Complete version

package io.realm.todo;1
2

import android.content.Intent;3
import android.os.Bundle;4
import android.support.v7.app.AlertDialog;5
import android.support.v7.app.AppCompatActivity;6
import android.support.v7.widget.LinearLayoutManager;7
import android.support.v7.widget.RecyclerView;8
import android.support.v7.widget.helper.ItemTouchHelper;9
import android.view.LayoutInflater;10
import android.view.Menu;11
import android.view.MenuItem;12
import android.view.View;13
import android.widget.EditText;14

15
import io.realm.Realm;16
import io.realm.Sort;17
import io.realm.SyncUser;18
import io.realm.todo.model.Item;19
import io.realm.todo.model.Project;20
import io.realm.todo.ui.ItemsRecyclerAdapter;21

22
public class ItemsActivity extends AppCompatActivity {23

24
    private Realm realm;25

26
    @Override27
    protected void onCreate(Bundle savedInstanceState) {28
        super.onCreate(savedInstanceState);29
        setContentView(R.layout.activity_items);30

31
        setSupportActionBar(findViewById(R.id.toolbar));32

33
        String projectId = getIntent().getStringExtra("project_id");34

35
        findViewById(R.id.fab).setOnClickListener(view -> {36
            View dialogView = LayoutInflater.from(this).inflate(R.layout.d37
            EditText taskText = dialogView.findViewById(R.id.task);38
            new AlertDialog.Builder(ItemsActivity.this)39



                    .setTitle("Add a new task")40
                    .setMessage("What do you want to do next?")41
                    .setView(dialogView)42
                    .setPositiveButton("Add", (dialog, which) -> realm.exe43
                        Item item = new Item();44
                        item.setBody(taskText.getText().toString());45
                        realm.where(Project.class).equalTo("id", projectId46
                    }))47
                    .setNegativeButton("Cancel", null)48
                    .create()49
                    .show();50
        });51

52
        realm = Realm.getDefaultInstance();53
        Project project = realm.where(Project.class).equalTo("id", project54

55
        setTitle(project.getName());56
        final ItemsRecyclerAdapter itemsRecyclerAdapter = new ItemsRecycle57
        RecyclerView recyclerView = findViewById(R.id.recycler_view);58
        recyclerView.setLayoutManager(new LinearLayoutManager(this));59
        recyclerView.setAdapter(itemsRecyclerAdapter);60

61
        ItemTouchHelper.SimpleCallback simpleItemTouchCallback = new ItemT62

63
            @Override64
            public boolean onMove(RecyclerView recyclerView, RecyclerView.65
                return false;66
            }67

68
            @Override69
            public void onSwiped(RecyclerView.ViewHolder viewHolder, int s70
                int position = viewHolder.getAdapterPosition();71
                String id = itemsRecyclerAdapter.getItem(position).getItem72
                realm.executeTransactionAsync(realm -> {73
                    Item item = realm.where(Item.class).equalTo("itemId", 74
                            .findFirst();75
                    if (item != null) {76
                        item.deleteFromRealm();77
                    }78
                });79
            }80
        };81

82
        ItemTouchHelper itemTouchHelper = new ItemTouchHelper(simpleItemTo83
        itemTouchHelper.attachToRecyclerView(recyclerView);84
    }85

86
    @Override87
    protected void onDestroy() {88
        super.onDestroy();89
        realm.close();90



    }91
92

    @Override93
    public boolean onCreateOptionsMenu(Menu menu) {94
        getMenuInflater().inflate(R.menu.menu_items, menu);95
        return true;96
    }97

98
    @Override99
    public boolean onOptionsItemSelected(MenuItem item) {100
        if (item.getItemId() == R.id.action_logout) {101
            SyncUser syncUser = SyncUser.current();102
            if (syncUser != null) {103
                syncUser.logout();104
                Intent intent = new Intent(this, WelcomeActivity.class);105
                intent.setFlags(Intent.FLAG_ACTIVITY_NEW_TASK | Intent.FLA106
                startActivity(intent);107
            }108
            return true;109
        }110
        return super.onOptionsItemSelected(item);111
    }112
}113

Compile and Run!

 

Now you can use two different users on two different devices, you should only see each 
user's project/tasks.

You can also pull the Realm file from the device then open it using Realm Studio, 
you'll see effectively that your local Realm contains only Item  and Project  

related to your user.

Not what you were looking for? Leave Feedback

https://realm3.typeform.com/to/A4guM3


Step 3 - Adding Permissions

In the previous tutorial we used Query-based sync to synchronize only projects owned by 
the current user. However, nothing prevented a malicious user from seeing another user's 
projects by subscribing with a query that matches a broader set of Project  instances.

To address this issue we will instead use Realm's permission system to limit access to each 
Project  instance so only the user that created it can read, modify, or delete it.

Quick Start

 

Want to get started right away with the complete source code? Clone the demo 
app repository from GitHub, then follow the instructions in 
android/objectPermission  to get started. Don't forget to update the 

Constants.java  file with your Realm Cloud instance URL before running the 

app.

Updating the ToDo application

 

Control access to Project  instances

In the previous tutorial we used to perform Query-based sync by filtering the projects by 
their owners. However nothing prevents a malicious user to modify someone else's project 
by registering a query for all Project .

To alleviate this issue, we can choose to restrict the access to the Project  instance so 

only the user who created it, can read and modify it. Thanks to the new permission system, 
we can implement this restriction by adding an ACL to the Project  model.

https://github.com/realm/my-first-realm-app


public class Project extends RealmObject {1
// ...2
    private RealmList<Permission> permissions;3
}4

The Permission  class defines the privileges we want to grant and to whom (which Role). 

In our scenario we want to create a user specific Role, then grant all permissions to it. This 
has the consequence to prevent all other users from seeing and modifying our Project  

instance.

By default, every logged-in user has a private role created for them. This role can be 
accessed at PermissionUser.getPrivateRole() . We'll use this role when creating new 

projects.

Associate a Permission  object with the created Project 

As we create a new Project  we now associate with it a new Permission  instance to 

protect it.

String name = taskText.getText().toString();1
Project project = realm.createObject(Project.class, UUID.randomUUID().toSt2
project.setName(name);3
project.setTimestamp(new Date());4

5
// Create a restrictive permission to limit read/write access to the curre6
Role role = realm.where(PermissionUser.class)7
        .equalTo("id", SyncUser.current().getIdentity())8
        .findFirst()9
        .getPrivateRole();10
Permission permission = new Permission.Builder(role).allPrivileges().build11
project.getPermissions().add(permission);12

Note that we no longer need the owner  attribute in Project  model, it has 

been removed from the model.

 



Lower the default permissions

By default Realm Cloud creates a set of permissive default permissions and roles. This 
allows getting started on developing your application without first having to worry about 
permissions and roles. However, these permissive default permissions should be tightened 
before deploying your application.

By default, all users are added to an everyone  role, and this role has access to all objects 

within the Realm. As part of lowering the default permissions, we will limit the access of 
this everyone  role.

In this demo, we lower the privileges programmatically the first time a user logs 
in to our ToDo application. In practice, you'll want to configure these privileges 
using Realm Studio or a script prior to your users running the application.

There are two levels of permissions that we will lower: class-level permissions, and Realm-
level permissions.

Class-level permissions

We use permissions to limit querying to only the Project  type. This means that the only 

Item  objects that can be synchronized are those associated with a Project  that we 

have permissions to access. Additionally, we remove the ability for everyone  to change 

the permissions of each of our model classes.

// Lower "everyone" Role on Item & Project to restrict permission modifica1
Permission itemPermission = realm.where(ClassPermissions.class).equalTo("n2
Permission projectPermission = realm.where(ClassPermissions.class).equalTo3
itemPermission.setCanQuery(false);4
itemPermission.setCanSetPermissions(false);5
projectPermission.setCanSetPermissions(false);6

Realm-level permissions



We use permissions to prevent the schema and permissions from being modified. Note that 
the order in which we perform these operations is significant, as removing the ability to 
modify permissions would cause subsequent permission changes to be rejected.

// Lock the permission and schema1
RealmPermissions permission = realm.where(RealmPermissions.class).equalTo(2
Permission everyonePermission = permission.getPermissions().first();3
everyonePermission.setCanModifySchema(false);4
everyonePermission.setCanSetPermissions(false);5

Conclusion

 

We've seen through this tutorial how easy it is to modify our earlier Query-based sync demo 
app to provide a level of security that prevents a user from accessing projects that don't 
belong to them.

We've discussed the default permissions created by Realm Cloud, and how to tighten these 
permissions before deploying your application.

We've covered changing permissions at a granularity of individual object instances, for an 
entire class, or the entire Realm.

This tutorial has focused on the high level concepts related to the new permission system. 
To see the entire source for the application, Clone the demo app repository from GitHub.

https://github.com/realm/my-first-realm-app


Step 4 - Chat Room (Permission API)

Want to get started right away with the complete source code? Check it out here  

Goal

 

To highlight more advanced use cases with the permission API and partial sync, we want to 
design a chat app that enables the user to create public and private chat rooms.

Here's a video demonstrating the app in action 

Before starting this tutorial, it is recommended that you familiarise yourself with 
the new permission API introduced in 3.x.

The Model

 

Our model is simple, we use one class to represent a public chat room, and another for 
private rooms. Both contain a name and a list of messages represented with a RealmList  

as follow

public interface ChatRoom extends RealmModel {1
    String getName();2
    RealmList<Message> getMessages();3
}4

PublicChatRoom

https://github.com/realm/my-first-realm-app/tree/master/android/ObjectPermissionAdvanced
https://www.youtube.com/watch?v=0nildZkOKkw
https://docs.realm.io/platform/using-synced-realms/access-control#fine-grained-permissions-1


@RealmClass1
public class PublicChatRoom implements ChatRoom {2
    @Required3
    @PrimaryKey4
    private String name;5
    private RealmList<Message> messages;6

7
    @Override8
    public String getName() {9
        return name;10
    }11

12
    @Override13
    public RealmList<Message> getMessages() {14
        return messages;15
    }16

17
    public void setName(String name) {18
        this.name = name;19
    }20
}21

Note that we use @RealmClass  to define our Realm model instead on inheriting 

from RealmObject  which is an alternative, ( ChatRoom  interface extends 

RealmModel  interface) more details here.

PrivateChatRoom

@RealmClass1
public class PrivateChatRoom implements ChatRoom {2
    @PrimaryKey3
    @Required4
    private String name;5
    private RealmList<Message> messages;6
    private RealmList<Permission> permissions;7

8
    @Override9
    public String getName() {10
        return name;11
    }12

13

https://realm.io/docs/java/latest#realmmodel-interface


    @Override14
    public RealmList<Message> getMessages() {15
        return messages;16
    }17

18
    /**19
     * @return The list of {@link Permission} restricting access to this p20
     */21
    public RealmList<Permission> getACL() {22
        return permissions;23
    }24

25
    public void setName(String name) {26
        this.name = name;27
    }28
}29

The PrivateChatRoom  is similar to PublicChatRoom  (they share the same interface 

ChatRoom ).  The interesting difference lies in the permissions  attribute which defines an 

AccessControlList that controls who has access to which privileges ( read / write  etc.).

Message

public class Message extends RealmObject {1
    @Required2
    private String body;3
    @Required4
    private String author;5

6
    public String getBody() {7
        return body;8
    }9

10
    public void setBody(String body) {11
        this.body = body;12
    }13

14
    public String getAuthor() {15
        return author;16
    }17

18
    public void setAuthor(String author) {19
        this.author = author;20
    }21
}22

https://docs.realm.io/platform/using-synced-realms/access-control#fine-grained-permissions-1


Message  is just a container of a single message with the name of the author for UI 

purpose.

Querying for Chat Rooms

 

ChatRoomsActivity  is responsible for presenting the list of both public & private chat 

rooms.  To do this, the activity uses the result of these two queries

RealmResults<PublicChatRoom> publicChatRooms = realm1
                .where(PublicChatRoom.class)2
                .findAllAsync();3
RealmResults<PrivateChatRoom> privateChatRooms = realm4
                .where(PrivateChatRoom.class)5
                .findAllAsync();                6

The second query for private chat rooms will only returns the PrivateChatRoom  we're 

allowed to see (i.e we have read / query  privileges on them).

Creating a public chat room

 

Creating a PublicChatRoom  is straightforward since we just need to specify the name of it

realm.executeTransactionAsync(realm -> realm.createObject(PublicChatRoom.cla

Since the PublicChatRoom  model doesn't define any ACL property, this makes it world 

readable/writable by any user.

 

https://docs.realm.io/platform/using-synced-realms/access-control#fine-grained-permissions-1


Creating a private chat room

The idea of a private chat room is to allow the user to select particular users, then grant 
them read  and/or write  privileges. 

Only users who were granted read  privileges can see this private chat room 

appearing to them (as a result of the realm.where(PrivateChatRoom.class)  query). 

 
Similarly, only users who were granted canUpdate  can post messages to this private 

room.

The creation and modification of private chat room privileges is implemented inside 
GrantPermissionsActivity 

PrivateChatRoom privateChatRoom = realm.createObject(PrivateChatRoom.class, 

Granting read/write permission

We present the current user with a list of other users that he/she might wish to grant 
privileges to. 

RealmResults<PermissionUser> users = realm.where(PermissionUser.class)1
                    .notEqualTo("id", SyncUser.current().getIdentity())2
                    .findAllAsync();3

The selection of granted privileges with the associated user-id is captured inside this helper 
class (populated by the UI code)

public class GrantedPermission {1
    public String userId;2
    public boolean canRead;3
    public boolean canWrite;4
}5



We then iterate through the list of GrantedPermission  (when the user clicks on the save 

button) to create the Permission  for each selected user.

First we need to get the selected user private role.  This will avoid creating a new role to 
assign the permission to:

// create a permission using the built-in role of the user1
Role userRole = realm.where(PermissionUser.class)2
        .equalTo("id", grantedPermission.userId).findFirst().getPrivateRol3



Create a Permission  using the builder pattern.  We start by denying all privileges:

Permission userPermission = new Permission.Builder(userRole).noPrivileges().

We then grant the read  / write  privileges:

userPermission.setCanRead(grantedPermission.canRead);1
userPermission.setCanQuery(grantedPermission.canRead);2
userPermission.setCanCreate(grantedPermission.canWrite);3
userPermission.setCanUpdate(grantedPermission.canWrite);4

We add the permission to our ACL:

privateChatRoom.getACL().add(userPermission);

   Find the complete implementation in PermissionHelper#grantPermissions 

Granting admin privileges 

It is necessary for the user who created the private chat room to grant himself the privilege 
to modify the previously granted permission(s) in the future.  This is why a special 
permission with all privileges is added to the ACL of this PrivateChatRoom  :

Role privateRole = realm.where(PermissionUser.class)1
    .equalTo("id", SyncUser.current().getIdentity()).findFirst().getPrivat2
Permission adminPermission = new Permission.Builder(privateRole).allPrivil3
privateChatRoom.getACL().add(adminPermission);4



Editting a permission

If we want to edit the granted privileges of a particular user, we need only to find his 
Permission  in the RealmList<Permission> ACL, and then proceed to modify it. 

Find the user role:

Role userRole = realm.where(PermissionUser.class)1
    .equalTo("id", grantedPermission.userId).findFirst().getPrivateRole();2

Find the permission that has this particular role:

Permission userPermission = privateChatRoom.getACL()1
    .where().equalTo("role.name", userRole.getName()).findFirst();2

Now we can edit the permission: 

// update/set permission1
userPermission.setCanRead(grantedPermission.canRead);2
userPermission.setCanQuery(grantedPermission.canRead);3
userPermission.setCanCreate(grantedPermission.canWrite);4
userPermission.setCanUpdate(grantedPermission.canWrite);5
userPermission.setCanDelete(grantedPermission.canWrite);6
userPermission.setCanSetPermissions(false);7
userPermission.setCanModifySchema(false);8

This modification will succeed only if the current user performing it has the 
privilege to setPermissions  which is the case since we granted all privileges to 

the user who created the private chat room previously.



Find the complete implementation inside 
PermissionHelper#updateGrantedPermissions 

Permission correction

With the permission system in place, Realm Cloud can enforce these ACL policies.  For 
example, a user that was granted only read  to a private chat room can only read the 

messages posted, but not write (add Message ).  If the user tries to write without 

permissions, Realm Cloud will perform a permission correction (to remove this operation) to
prevent this illegal change from propagating into the Realm.

Permission cache

If the user doesn't know his privileges he/she can query the permission cache to find out if 
he/she has the privilege to perform the desired operation.

As an example, in the chat app we display a modification button along the private chat 
room only if the current user has the privilege to setPermission  

ObjectPrivileges privileges = realm.getPrivileges(chatRoom);1
if (privileges.canSetPermissions()) {2
    // display modify button 3
}4



Querying the permission cache will help design a better UX by reflecting a UI compatible 
with the set of privileges we can perform (and avoid permission correction). 

Find out more about permission cache here.

Locking permission schema

 

Finally, as we did in the previous permission tutorial, we need to lower the default 
permissions since every user by default is part also of the "everyone" role which can 
perform all operations.

In this demo, we lower the privileges programmatically the first time a user logs 
in to our application. In practice, you'll want to configure these privileges using 
Realm Studio or a script prior to your users running the application.

https://docs.realm.io/platform/using-synced-realms/access-control#user-privileges
https://docs.realm.io/platform/getting-started/android-quick-start/step-3-adding-permissions#lower-the-default-permissions


There are two levels of permissions that we will lower: class-level permissions, and Realm-
level permissions.

Class-level permissions

Message 

Message should not be queryable.  This means that only Message  objects that can be 

synchronized as part of their respective PublicChatRoom  or PrivateChatRoom  are visible,  

thus avoid adding an ACL for each message which is suboptimal. 

We also remove the ability for everyone  to change the permissions of our model

Permission messagePermission = realm.where(ClassPermissions.class)1
    .equalTo("name", "Message").findFirst().getPermissions().first();2
messagePermission.setCanQuery(false); // Message are not queryable since t3
messagePermission.setCanSetPermissions(false);4

PublicChatRoom  and PrivateChatRoom 

We remove the ability for everyone  to change the permissions of these model 

Permission publicChatPermission = realm.where(ClassPermissions.class)1
    .equalTo("name", "PrivateChatRoom").findFirst().getPermissions().first2
Permission privateChatPermission = realm.where(ClassPermissions.class)3
    .equalTo("name", "PublicChatRoom").findFirst().getPermissions().first(4
publicChatPermission.setCanSetPermissions(false);5
privateChatPermission.setCanSetPermissions(false);    6

Realm-level permissions

We prevent the creation of Role  since we rely on prebuilt/private user role for the 

entire application: 



Permission rolePermission = realm.where(ClassPermissions.class)1
    .equalTo("name", "__Role").findFirst().getPermissions().first();2
rolePermission.setCanCreate(false);    3

We also prevent the modification of Role  to prevent a malicious user from adding 

themselves to another user's private role:

rolePermission.setCanUpdate(false);

Finally, we prevent schema modification then "lock" the permission schema by 
removing the possibility to change permission at the Realm level (in case another user 
connecting with the everyone  role wants to revert our changes)

Note that the order in which we perform these operations is significant, as 
removing the ability to modify permissions would cause subsequent permission 
changes to be rejected.

// Lock the permission and schema1
RealmPermissions permission = realm.where(RealmPermissions.class)2
    .equalTo("id", 0).findFirst();3
Permission everyonePermission = permission.getPermissions().first();4
everyonePermission.setCanModifySchema(false);5
everyonePermission.setCanSetPermissions(false);6

Find complete implementation inside 
PermissionHelper#initializePermissions  



React-Native Quick Start

To get started with Realm Platform, we created 2 tutorials to guide you to learning the key 
functionality. Each tutorial is self-contained, but builds off the previous tutorial, to 
incorporate more advanced functionality.

In step 1 we will implement the process of query-based synchronization.

Step 1 - Query-based sync
/getting-started-1/react-native-quick-
start/step-1-query-based-sync

In Step 2 we will add class and object-level permissions to learn about Realm Platform 3.0's 
access control functionality:

Step 2 - Adding Permissions
/getting-started-1/react-native-quick-
start/step-2-adding-permissions



Step 1 - Query-based sync

Prerequisites:

Before we get started we need a few things setup; the prerequisites for this project are:

Xcode 9.0 or later.
An environment set up to run React Native applications. If you don't have that, please 
follow the React Native instructions to set up your environment before you do more 
here.
React Native CLI
TheURL of your Realm Cloud instance (you can get it by logging in to the cloud portal 
and clicking the Copy Instance URL  link).

Overview:

 

We will make a simple work management application called "ToDo", which will allow users 
to create "projects". Within each project  users will be able to create any number of 
associated "tasks". 

Realm works by defining a data model that configures the schema of a "realm". A realm is 
an instance of a Realm Mobile Database container. In this project, our client realm will 
connect and sync data with the centralized Realm Object Server through a process called 
query-based synchronization.

Step 1: Create a React Native Project

 

Navigate to your desktop or a directory your would like to save our project to. On the 
command line create a new React Native project. Let's name it "ToDo".

react-native init ToDo

https://itunes.apple.com/us/app/xcode/id497799835?mt=12
https://facebook.github.io/react-native/docs/getting-started.html
https://facebook.github.io/react-native/docs/getting-started.html#the-react-native-cli
https://cloud.realm.io/
https://realm.io/docs/data-model/#what-is-a-realm
https://docs.realm.io/platform/using-synced-realms/syncing-data#using-query-based-synchronization


This will create the basic application structure and a package.json  file for our 

dependencies.

Before we dive into adding code, it's a good idea to make sure that the environment is 
configured correctly and that we can successfully compile the app template we just 
created.

Navigate to the project directory > ios  and open ToDo.xcodeproj . Start the new 

application by selecting a simulator and clicking Build/Run icon. Your new app should look 
like the screen below.

 



Step 2: Install the Realm Framework

To use Realm Cloud in your React Native app, you'll need to add the Realm   framework to 

the project. This can most easily be accomplished using NPM.

Inside your project directory, add the realm  package with the command:

npm install --save realm

Next, link your project to the realm  native module:

react-native link realm

If you receive a node-pre-gyp install --fallback-to-build  error when 

running your app, it is possible your version of Node is incompatible with Realm. 
Either upgrade or downgrade your installation to the latest LTS.

Step 3: Realm Model and Application overview

 

From this point you can use a text editor of your choice to edit the JS files directly (we 
recommend VS code). In your project directory create a new folder called src . Open the 

folder and create a schemas.js  file.  Just like any other database system, we will need to 

give each property a type, and establish a primary key to reference specific objects. Copy 
the following models into our newly created schema.js  file:

It is important that you use the 'copy to clipboard' link in the top right of each 
snippet instead of highlighting and copying. This prevents formatting errors.

https://www.npmjs.com/
https://nodejs.org/en/download/
https://code.visualstudio.com/


schemas.js

export const Project = {1
  name: "Project",2
  primaryKey: "projectId",3
  properties: {4
    projectId: "string",5
    owner: "string",6
    name: "string",7
    timestamp: "date",8
    items: "Item[]"9
  }10
};11

12
export const Item = {13
  name: "Item",14
  primaryKey: "itemId",15
  properties: {16
    itemId: "string",17
    body: "string",18
    isDone: "bool",19
    timestamp: "date"20
  }21
};22

Step 4: Create a Constants File and Set the Realm Instance 
Address

 

Create a new javascript file  called constants.js  inside the src  directory.  Open 

constants.js  and paste in the code snippet below. Replace MY_INSTANCE_ADDRESS  with 

your own Realm Object Server address. We will access this file later when we configure our 
first realm.

constants.js

// **** Realm Cloud Users:1
// **** Replace MY_INSTANCE_ADDRESS with the hostname of your cloud instan2
// **** e.g., "mycoolapp.us1.cloud.realm.io"3



// ****4
// ****5
// **** ROS On-Premises Users6
// **** Replace the SERVER_URL string with the fully qualified versions of7
// **** address of your ROS server, e.g.: "http://127.0.0.1:9080".8
const MY_INSTANCE_ADDRESS = "YOUR-INSTANCE-ID.cloud.realm.io"; // <- updat9
export const SERVER_URL = `https://${MY_INSTANCE_ADDRESS}`;10

NOTE: The Realm Cloud Portal presents fully specified URLs (e.g., 
https://appname.cloud.realm.io); be sure to paste in only the host name part 
(e.g., appname.cloud.realm.io) into your copy of the constants.js  file.

Step 5: Adding a Login Form Dialogue

 

Next we are going to create a welcome page where we will authenticate the user. This will 
be the page you see when the app starts up and will be used to log in to the app and 
connect your application to the Realm Cloud. Inside our src  directory create a new folder 

called  components . This will contain all of our components and pages. 

Before we set out to complete our LoginForm  component, which will house our 

authentication logic, we need to create two other components which the LoginForm  will 

depend on--a custom ModalView  and a Button .

Creating the ModalView:

Create a new javascript file called ModalView.js  inside of our new components  folder. 

We will greet the user with a modal asking for a login nickname that we will use to connect 
to the Realm Object Server. To do this we will need to import modals from the React Native 
Community:

npm install --save react-native-modal



You can read more about the dependency here.

Import React  and Component  from the 'react' library for the basic building blocks of our 

class. Import the Modal  component from 'react-native-modal' for our render()  method. 

We will also import PropTypes  for our state, then Stylesheets  , View  , Text  , and 

TextInput  from the 'react-native' library.

ModalView.js

import PropTypes from "prop-types";1
import React, { Component } from "react";2
import { View, Text, TextInput } from "react-native";3
import Modal from "react-native-modal";4
import { StyleSheet } from "react-native";5

6
const white = "white";7

8
const styles = StyleSheet.create({9
  content: {10
    flexDirection: "column",11
    backgroundColor: white,12
    padding: 16,13
    justifyContent: "center",14
    alignItems: "center",15
    borderRadius: 416
  },17
  input: {18
    width: "100%",19
    textAlign: "center"20
  },21
  buttons: {22
    flexDirection: "row",23
    marginTop: 1024
  }25
});26

27
//component will be added later28
import { Button } from "./Button";29

30
export class ModalView extends Component {31
  render() {32
  }33
}34

https://github.com/react-native-community/react-native-modal
https://facebook.github.io/react-native/docs/state


When we create a ModalView  component in our LoginForm we will pass several props to 

it. The placeholder  and confirmLabel  will be text passed in to customize the prompt of 

the Modal. The error  prop will display the state error and isModalVisible  is a boolean 

that determines if the modal is active. Finally, handleSubmit  passes in the method to be 

called for submission.

We will add three methods to this class. First, componentDidUpdate  will reset the text  

state when the modal becomes visible. The onChangeText  will update the text  state 

when the input is changed by the user. And onConfirm  will fire the handleSubmit  prop.

ModalView.js

//...1
//import statements and stylesheet2
//...3

4
export class ModalView extends Component {5
  static propTypes = {6
    confirmLabel: PropTypes.string,7
    error: PropTypes.object,8
    handleSubmit: PropTypes.func,9
    isModalVisible: PropTypes.bool,10
    placeholder: PropTypes.string,11
    toggleModal: PropTypes.func12
  };13
  14
  state = {15
    text: ""16
  };17
  18
  componentDidUpdate(prevProps) {19
    // Reset the text state when the modal becomes visible20
    if (!prevProps.isModalVisible && this.props.isModalVisible) {21
      this.setState({ text: "" });22
    }23
  }24
  25
  render() {26
    const {27
      confirmLabel,28
      error,29
      isModalVisible,30
      placeholder,31
      toggleModal32
    } = this.props;33

https://facebook.github.io/react-native/docs/props


    34
    return (35
      <Modal isVisible={isModalVisible}>36
        <View style={styles.content}>37
          {error && <Text>{error.message}</Text>}38
          <TextInput39
            style={styles.input}40
            autoFocus={true}41
            placeholder={placeholder}42
            onChangeText={this.onChangeText}43
            value={this.state.text}44
            onSubmitEditing={this.onConfirm}45
          />46
          <View style={styles.buttons}>47
            <Button onPress={this.onConfirm}>48
              {confirmLabel || "Confirm"}49
            </Button>50
            {toggleModal ? <Button onPress={toggleModal}>Cancel</Button> :51
          </View>52
        </View>53
      </Modal>54
    );55
  }56
  57
  onChangeText = text => {58
    this.setState({ text });59
  };60
  61
  onConfirm = () => {62
    this.props.handleSubmit(this.state.text);63
  };64
}65

Creating the Button:

The Button  component that we imported earlier allows the parent to pass in variable 

confirm prompts. It builds off the React Native Elements toolkit, so you will need to install it 
with:

npm install --save react-native-elements1
npm install --save react-native-vector-icons2
react-native link react-native-vector-icons3

https://react-native-training.github.io/react-native-elements/


Button.js

import PropTypes from "prop-types";1
import React from "react";2
import { StyleSheet } from "react-native";3
import * as ReactNativeElements from "react-native-elements";4

5
const styles = StyleSheet.create({6
  container: {7
    marginLeft: 6,8
    marginRight: 6,9
    marginTop: 4,10
    marginBottom: 411
  }12
});13

14
export const Button = ({ onPress, children, style }) => (15
  <ReactNativeElements.Button16
    backgroundColor="lightblue"17
    buttonStyle={style}18
    containerViewStyle={styles.container}19
    color="black"20
    borderRadius={4}21
    onPress={onPress}22
    title={children}23
  />24
);25

26
Button.propTypes = {27
  onPress: PropTypes.func,28
  children: PropTypes.string,29
  style: PropTypes.object30
};31

Creating the LoginForm:

Now that we have the Button  and ModalView  components set up, we can create the 

LoginForm . The LoginForm  is where we will receive the input from the user and make our 

first authenticated connection to the Realm Object Server. The skeleton for this component 
looks like this:

LoginForm.js

import React, { Component } from "react";1



import { View, StyleSheet } from "react-native";2
//We will add "react-native-router-flux in the next step3
import { Actions } from "react-native-router-flux";4
import Realm from "realm";5

6
import { SERVER_URL } from "../constants";7
import { Project, Item } from "../schemas";8

9
import { Button } from "./Button";10
import { ModalView } from "./ModalView";11

12
const styles = StyleSheet.create({13
  container: {14
    flex: 1,15
    justifyContent: "center",16
    alignItems: "center"17
  },18
  buttons: {19
    flex: 1,20
    justifyContent: "center",21
    alignItems: "center"22
  }23
});24

25
export class LoginForm extends Component {26
  state = {};27
  28
  render() {29
  }30
}31

The first method that will fire within the class is componentWillMount . Here we will check 

to see if there is a user logged in, and if not we will start the login process.

LoginForm.js

componentDidMount() {1
  // Check if we're already authenticated2
  if (Realm.Sync.User.current) {3
    this.onAuthenticated(Realm.Sync.User.current);4
  } else {5
    this.setState({ isModalVisible: true });6
  }7
}8

https://reactjs.org/docs/state-and-lifecycle.html


Our render method draws upon the two components we created earlier:

LoginForm.js

render() {1
  // Show the modal if the user is not authenticated2
  const isAuthenticated = !!Realm.Sync.User.current;3
  4
  return (5
    <View style={styles.container}>6
      <ModalView7
        placeholder="Please Enter a Username"8
        confirmLabel="Login"9
        isModalVisible={!isAuthenticated}10
        handleSubmit={this.handleSubmit}11
        error={this.state.error}12
      />13
      {isAuthenticated && (14
        <View style={styles.buttons}>15
          <Button onPress={this.onLogout}>Logout</Button>16
          <Button onPress={this.onOpenProjects}>Go to projects</Button>17
        </View>18
      )}19
    </View>20
  );21
}22

When the modal is displayed to the user, the user has input a username, and has clicked 
confirm, the handleSubmit  method in our class will run. It should look like this:

LoginForm.js

handleSubmit = async nickname => {1
  try {2
    // Reset any previous errors that might have happened3
    this.setState({ error: undefined });4
    // Attempt to authenticate towards the server5
    const credentials = Realm.Sync.Credentials.nickname(nickname);6
    const user = await Realm.Sync.User.login(SERVER_URL, credentials);7
    // Hide the modal8
    this.setState({ isModalVisible: false });9
    this.onAuthenticated(user);10
  } catch (error) {11
    this.setState({ isModalVisible: true, error });12



  }13
}14

Realm supports a number of authentication methods: For prototyping (or low-security 
applications) We've chosen the  Nickname  provider for this tutorial because it is 

convenient in during prototyping, since it does not require a password. It should not be 
used in a production environment. You can read about the different authentication types 
Realm supports here. Nickname credentials are easily constructed with:

Realm.Sync.Credentials.nickname()

Where provider  is set to nickname .  This method registers and signs in a user to the 

Realm Object Server associated with the address that you added earlier. The last portion of 
the method then calls onAuthenticated() .

LoginForm.js

onAuthenticated(user) {1
  // Create a configuration to open the default Realm2
  const config = user.createConfiguration({3
    schema: [Project, Item]4
  });5
  // Open the Realm6
  const realm = new Realm(config);7
  // Navigate to the main scene8
  Actions.authenticated({ user, realm });9
}10

The code snippet above does three things. 

It creates a default configuration object with the schema we defined in schema.js . 

 It opens the realm. This creates a connection to the Realm Object Server and allow us to 
read and write data. 

https://docs.realm.io/platform/using-synced-realms/user-authentication


It navigates to the app's next page while passing in the reference to the logged in user  

and the open realm  .

The last two methods of the class provide options to logout or proceed to the projects  

screen.

LoginForm.js

onLogout = () => {1
    if (Realm.Sync.User.current) {2
      Realm.Sync.User.current.logout();3
      this.forceUpdate();4
    }5
};6
  7
onOpenProjects = () => {8
    if (Realm.Sync.User.current) {9
      this.onAuthenticated(Realm.Sync.User.current);10
    }11
};12

Connecting the classes to our root file:

If we were to run the application now, you would still see the React-native default screen 
because we have not connected any of our components to the main AppRegistry. To do 
that, go to the main project directory and move the App.js  file to our component  folder. 

Once that's done, we will need to edit the index.js  file to import App.js  from 

./src/components/App  instead of ./App . The new line should look like:

index.js

//...1
import { App } from "./src/components/App"2
//...3

Now we will add the react-native-router-flux  dependency to our project:

https://github.com/aksonov/react-native-router-flux


npm install --save react-native-router-flux@4.0.0-beta.31

The dependency works by creating a hierarchy of scenes, where each scene is designated a 
key and a component. To navigate to any scene, you simply invoke the key and the desired 
component will be mounted with any attached props.

Replace the current contents of the App.js  file with:

App.js

import React from "react";1
import { Scene, Stack, Router } from "react-native-router-flux";2

3
import { LoginForm } from "./LoginForm";4
import { ProjectList } from "./ProjectList";
//import { ItemList } from "./ItemList";

5

6
export const App = () => (7
  <Router>8
    <Scene hideNavBar={true}>9
      <Scene key="login" component={LoginForm} title="Please Login" />10
      <Stack key="authenticated">11
        <Scene key="projects" component={ProjectList} title="Projects" />12
        {/* <Scene key="items" component={ItemList} title="Items" /> */}13
      </Stack>14
    </Scene>15
  </Router>16
);17

To test the code that we currently have we will need to create a ProjectList . For now let's 

create a placeholder.

ProjectList.js

import PropTypes from "prop-types";1
import React, { Component } from "react";2
import { View, FlatList, Text, StyleSheet } from "react-native";3
import { Actions } from "react-native-router-flux";4
import { List, ListItem } from "react-native-elements";5
import { v4 as uuid } from "uuid";6



7
const projectKeyExtractor = project => project.projectId;8

9
const styles = StyleSheet.create({10
  placeholder: {11
    textAlign: "center",12
    padding: 1013
  }14
});15

16
import { ModalView } from "./ModalView";17
//import { SwipeDeleteable } from "./SwipeDeleteable";18

19
export class ProjectList extends Component {20
    static propTypes = {21
        user: PropTypes.object,22
        realm: PropTypes.object23
    };24
    state = {25
    dataVersion: 0,26
    isModalVisible: false27
    };28
    render() {29
        return(30
            <View>31
                <Text>User identity is: {this.props.user.identity}</Text>32
            </View>33
        )34
        35
    }36
}37

Let's make sure everything is working correctly. Click the build/run button in Xcode. The 
result should look similar to this:



Step 6: Querying the Realm and displaying Projects

 

Now we will fill out the ProjectList, implement a process so the user can create projects, and 
query the realm for data.

Most of our logic for fetching the project  data will be in the componentDidMount  below. 

On line 5 we add a navigation button allowing the user to create a new project object. If it is 
toggled true  we use the same ModalView  as we did in the LoginForm . Line 13 creates 

a query that will return a results object filtered by project author. On line 19 we add a listener
that will notify React of changes. On line 26 we subscribe to the query we made on 13, 
which will tell the Realm Object Server to sync that data to our device's realm.

https://realm.io/docs/javascript/2.15.0/api/Realm.Results.html


ProjectList.js

componentDidMount() {1
    const { realm } = this.props;2
    3
    // Register an action to create a project4
    Actions.refresh({5
      rightTitle: " Create",6
      onRight: () => {7
        this.toggleModal();8
      }9
    });10
    11
    // Get a result containing all projects12
    const projects = realm13
      .objects("Project")14
      .filtered("owner == $0", this.props.user.identity)15
      .sorted("timestamp", true);16
      17
    // When the list of projects changes, React won't know about it becaus18
    projects.addListener(() => {19
      // Bump a data version counter that we'll pass to components that sh20
      this.setState({ dataVersion: this.state.dataVersion + 1 });21
    });22
    23
    // Create a subscription and add a listener24
    // Remember to remove the listener when component unmounts25
    this.subscription = projects.subscribe();26
    this.subscription.addListener(this.onSubscriptionChange);27
    28
    // Update the state with the projects29
    this.setState({ projects });30
  }31

In our render()  method we utilize the FlatList  component, which receives our data in 

the project  state variable and uses the renderProject  method to create each 

ListItem .

ProjectList.js

render() {1
    const { dataVersion, isModalVisible, projects } = this.state;2
    return (3
      <View>4

https://facebook.github.io/react-native/docs/flatlist


        {!projects || projects.length === 0 ? (5
          <Text style={styles.placeholder}>Create your first project</Text6
        ) : (7
          <List>8
            <FlatList9
              data={projects}10
              extraData={dataVersion}11
              renderItem={this.renderProject}12
              keyExtractor={projectKeyExtractor}13
            />14
          </List>15
        )}16
        <ModalView17
          placeholder="Please Enter a Project Name"18
          confirmLabel="Create Project"19
          isModalVisible={isModalVisible}20
          toggleModal={this.toggleModal}21
          handleSubmit={this.onProjectCreation}22
        />23
      </View>24
    );25
  }26

Below is the code for renderProject .

ProjectList.js

renderProject = ({ item }) => (1
    <SwipeDeleteable2
      key={item.projectId}3
      onPress={() => {4
        this.onProjectPress(item);5
      }}6
      onDeletion={() => {7
        this.onProjectDeletion(item);8
      }}9
    >10
      <ListItem11
        title={item.name}12
        badge={{13
          value: item.items.length14
        }}15
        hideChevron={true}16
      />17
    </SwipeDeleteable>18
  );19



SwipeDeleteable  is another custom component we will add after the ProjectList .

Next we will add the following five methods:

ProjectList.js

onProjectCreation = projectName => {1
    const { user, realm } = this.props;2
    // Open a write transaction3
    realm.write(() => {4
      // Create a project5
      realm.create("Project", {6
        projectId: uuid(),7
        owner: user.identity,8
        name: projectName,9
        timestamp: new Date()10
      });11
    });12
    // Reset the state13
    this.setState({ isModalVisible: false });14
  };15
  16
  onProjectPress = project => {17
    const { user, realm } = this.props;18
    Actions.items({ project, realm, user, title: project.name });19
  };20
  21
  onProjectDeletion = project => {22
    const { realm } = this.props;23
    // Open a write transaction24
    realm.write(() => {25
      // Delete the project26
      realm.delete(project);27
    });28
  };29
  30
  onSubscriptionChange = () => {31
    // Realm.Sync.SubscriptionState.Complete32
    // Realm.Sync.SubscriptionState.Error33
  };34
  35
  toggleModal = () => {36
    this.setState({ isModalVisible: !this.state.isModalVisible });37
  }38



 onProjectCreation  is the process of adding data to the realm. Once the LoginForm 

passes the realm object as a prop, we can open a write transaction to it and begin creating 
objects. 

onProjectPress navigates to the items associated with a project the user has selected.

  onProjectDeletion  opens a write transaction to delete data from the realm. 

When the component is unmounted you will want to remove all listeners.

ProjectList.js

componentWillUnmount() {1
    const { projects } = this.state;2
    if (this.subscription) {3
      // Remove all listeners from the subscription4
      this.subscription.removeAllListeners();5
    }6
    if (projects) {7
      projects.removeAllListeners();8
    }9
  }10

The last custom component we will add is the SwipeDeletable . Create a new 

SwipeDeletable.js  file in the components  folder and paste in the following code. More 

can be read about the panResponder  here.

SwipeDeleteable.js

import PropTypes from "prop-types";1
import React, { Component } from "react";2
import { Animated, PanResponder } from "react-native";3

4
export class SwipeDeleteable extends Component {5
  static propTypes = {6
    onDeletion: PropTypes.func.isRequired,7
    onPress: PropTypes.func8
  };9
  10
  _panResponder = PanResponder.create({11

https://realm.io/docs/javascript/latest#writes
https://facebook.github.io/react-native/docs/panresponder


    onStartShouldSetPanResponder: () => true,12
    onPanResponderMove: (e, gestureState) => {13
      this._offset.setValue(gestureState.dx);14
    },15
    onPanResponderRelease: (e, gestureState) => {16
      if (gestureState.dx === 0 && this.props.onPress) {17
        // We consider it a press if the user didn't pan18
        this.props.onPress();19
      } else {20
        // Delete the item if the gesture is released 30% to either side21
        const isDeletion = Math.abs(gestureState.dx) > this._width / 3;22
        // If the item is deleted, complete the swipe in the correct direc23
        const toValue = isDeletion24
          ? gestureState.dx > 025
            ? this._width26
            : -this._width27
          : 0;28
        // Apply a sprint to the offset29
        Animated.spring(this._offset, {30
          toValue,31
          speed: 4832
        }).start();33
        // Delete the item right away34
        if (isDeletion) {35
          this.props.onDeletion();36
        }37
      }38
    }39
  });40
  41
  _offset = new Animated.Value(0);42
  43
  render() {44
    const { children } = this.props;45
    return (46
      <Animated.View47
        style={{48
          transform: [49
            {50
              translateX: this._offset51
            }52
          ]53
        }}54
        onLayout={this.onLayout}55
        {...this._panResponder.panHandlers}56
      >57
        {children}58
      </Animated.View>59
    );60
  }61
  62



  onLayout = event => {63
    this._width = event.nativeEvent.layout.width;64
  };65
}66

Step 7: Adding the ItemList

 

Now we will add the ItemList . It shares several similarities with the ProjectList , but 

has a few key differences. 

In our project model, each Project object contains a list property called items . The 

ItemList  associates item objects with the parent Project. This is done in a write 

transaction at the creation of each Item object.

The code for the ItemList is as follows:

ItemList.js

import PropTypes from "prop-types";1
import React, { Component } from "react";2
import { View, FlatList, Text, StyleSheet } from "react-native";3
import { Actions } from "react-native-router-flux";4
import { List, ListItem } from "react-native-elements";5
import { v4 as uuid } from "uuid";6

7
const styles = StyleSheet.create({8
  placeholder: {9
    textAlign: "center",10
    padding: 1011
  }12
});13

14
const itemKeyExtractor = item => item.itemId;15

16
import { ModalView } from "./ModalView";17
import { SwipeDeleteable } from "./SwipeDeleteable";18

19
const checkedIcon = {20
  name: "check-box",21
  color: "#555"22
};23

https://realm.io/docs/javascript/latest#list-properties


24
const uncheckedIcon = {25
  name: "check-box-outline-blank",26
  color: "#555"27
};28

29
export class ItemList extends Component {30
  static propTypes = {31
    user: PropTypes.object,32
    realm: PropTypes.object,33
    project: PropTypes.object34
  };35
  36
  state = {37
    dataVersion: 0,38
    isModalVisible: false39
  };40
  41
  componentDidMount() {42
    const { project } = this.props;43
    44
    // Register an action to create an item45
    Actions.refresh({46
      title: project.name,47
      rightTitle: " Create",48
      onRight: () => {49
        this.toggleModal();50
      }51
    });52
    53
    // Get a result containing all items54
    const items = project.items.sorted("timestamp");55
    56
    // When the list of items changes, React won't know about it because t57
    items.addListener(() => {58
      // Bump a data version counter that we'll pass to components that sh59
      this.setState({ dataVersion: this.state.dataVersion + 1 });60
    });61
    62
    // No need to create a subscription here:63
    // We assume another subscription is created for all the users project64
    65
    // Update the state with the items66
    this.setState({ items });67
  }68
  69
  componentWillUnmount() {70
    const { items } = this.state;71
    // Remove all listeners from the subscription72
    if (this.subscription) {73
      this.subscription.removeAllListeners();74



    }75
    // Remove all listeners from the items76
    if (items) {77
      items.removeAllListeners();78
    }79
  }80
  81
  render() {82
    const { dataVersion, isModalVisible, items } = this.state;83
    return (84
      <View>85
        {!items || items.length === 0 ? (86
          <Text style={styles.placeholder}>Create your first item</Text>87
        ) : (88
          <List>89
            <FlatList90
              data={items}91
              extraData={dataVersion}92
              renderItem={this.renderItem}93
              keyExtractor={itemKeyExtractor}94
            />95
          </List>96
        )}97
        <ModalView98
          placeholder="Please enter a description"99
          confirmLabel="Create Item"100
          isModalVisible={isModalVisible}101
          toggleModal={this.toggleModal}102
          handleSubmit={this.onItemCreation}103
        />104
      </View>105
    );106
  }107
  108
  renderItem = ({ item }) => (109
    <SwipeDeleteable110
      key={item.itemId}111
      onDeletion={() => {112
        this.onDeletion(item);113
      }}114
    >115
      <ListItem116
        title={item.body}117
        rightIcon={item.isDone ? checkedIcon : uncheckedIcon}118
        onPressRightIcon={() => {119
          this.onToggleDone(item);120
        }}121
      />122
    </SwipeDeleteable>123
  );124
  125



  onSubscriptionChange = () => {126
    // Realm.Sync.SubscriptionState.Complete127
    // Realm.Sync.SubscriptionState.Error128
  };129
  130
  toggleModal = () => {131
    this.setState({ isModalVisible: !this.state.isModalVisible });132
  };133
  134
  onItemCreation = body => {135
    const { realm, project } = this.props;136
    // Open a write transaction137
    realm.write(() => {138
      // Create a project139
      const item = realm.create("Item", {140
        itemId: uuid(),141
        body,142
        isDone: false,143
        timestamp: new Date()144
      });145
      // Add the item to the project146
      project.items.push(item);147
    });148
    // Reset the state149
    this.setState({ isModalVisible: false });150
  };151
  152
  onToggleDone = item => {153
    const { realm } = this.props;154
    // Open a write transaction155
    realm.write(() => {156
      // Toggle the item isDone157
      item.isDone = !item.isDone;158
    });159
  };160
  161
  onDeletion = item => {162
    const { realm } = this.props;163
    // Open a write transaction164
    realm.write(() => {165
      // Delete the item166
      realm.delete(item);167
    });168
  };169
}170

To see the entire app cycle, uncomment the Scene  components in the App.js  file and 

the SwipeDeletable  import in ProjectList.js  file.



Step 8: Review

 

The source of this project can be found at: https://github.com/realm/my-first-realm-app

In step 2 we will implement Realm's fine-grained permissions.

https://github.com/realm/my-first-realm-app
https://docs.realm.io/platform/using-synced-realms/access-control/fine-grained-permissions#granting-permissions


Step 2 - Adding Permissions

In the previous tutorial we used Query-based sync to synchronize only projects owned by 
the current user. However, nothing prevented a malicious user from seeing another user's 
projects by subscribing with a query that matches a broader set of Project  instances.

To address this issue we will instead use Realm's permission system to limit access to each 
Project  instance so only the user that created it can read, modify, or delete it.

Quick Start

 

This tutorial builds off the previous two steps. We recommend that you complete these first 
then continue with this. If not, you can follow the instructions below to clone the existing 
project:

Quick Start coming soon.

Updating the ToDo application

 

A user's role

Permissions are assigned to a collection of zero or more users named a role. Since we want 
a given Project  to be accessible only to a single user, we need to use a separate role for 

each user. We can then grant the current user's role the appropriate permissions when we 
create a new Project . This will have the effect of preventing all other users from seeing 

or modifying that Project  instance.

By default, every logged-in user has a private role created for them. This role can be 
accessed at PermissionUser.role . We'll use this role when creating new projects.  a



Control access to Project instances

Next we add a permissions  attribute to the Project  model. This tells Realm that we 

wish to configure the permissions of each Project  instance independently, and serves as 

the means for doing so.

export const Project = {1
  name: "Project",2
  primaryKey: "projectId",3
  properties: {4
    //...5
    permissions: "__Permission[]"6
  }7
};8

The Permission  class represents the set of privileges we want to grant and the role to 

which they should be granted. Since we want to limit each Project  to being visible to only

a single user, we will grant the current user's role the appropriate permissions when we 
create a new Project . This will have the result of preventing all other users from seeing or 

modifying the new Project  instance.

Set the permissions of a new Project

Inside of the write transaction of ProjectList.js  's onObjectCreation()  method we will

edit the currently created project's permissions.

ProjectList.js

onProjectCreation = projectName => {1
    const { user, realm } = this.props;2
    // Open a write transaction3
    realm.write(() => {4
      // Create a project5
      const project = realm.create("Project", {6
        // Create properties7
      });8
      9
      // Fetches the system user10



      const permissionUser = realm.objects("__User").filtered(`id == '${us11
      12
      // Create and set permissions13
      const permission = realm.create(Realm.Permissions.Permission, {14
        role: permissionUser.role,15
        canRead: true,16
        canUpdate: true,17
        canDelete: true,18
      })19

20
      // Add permission to project21
      project.permissions.push(permission);22

23
    });24

By stating that the current user's role can read, update, and delete the Project , we prevent 

any other user from having access to the Project .

Lower the default permissions

By default Realm Cloud creates a set of permissive default permissions and roles. This 
allows getting started on developing your application without first having to worry about 
permissions and roles. However, these permissive default permissions should be tightened 
before deploying your application.

By default, all users are added to an everyone  role, and this role has access to all objects 

within the Realm. As part of lowering the default permissions, we will limit the access of 
this everyone  role.

In this demo, we lower the permissions inside of a node script that must be run 
by an admin user. You will need to import the constants and schemas with an 
ES6 converter or paste them into the script.

Class level permissions

We use permissions to limit querying to only the Project  type. This means that the only 

Item  objects that can be synchronized are those associated with a Project  that we 



have permissions to access. Additionally, we remove the ability for everyone  to change 

the permissions of each of our model classes.

// Authenticate User1
// `username` and `password` must be credentials for an Admin user2
Realm.Sync.User.login(SERVER_URL, username, password)3
    .then(user => {4
      // Create a configuration to open the default Realm5
      const config = user.createConfiguration({6
        schema: [Project, Item]7
      })8
      // Open Realm9
      Realm.open(config)10
        .then(realm => {11
          realm.write(() => {12
            // This fetches the system `__Class` called `__Role` and preve13
            // adding themselves to a role.14
            const rolePermission = realm.objects("__Class").filtered("name 15
            rolePermission.canUpdate = false;16
            rolePermission.canCreate = false; 17

18
            // This lowers the permissions on the 'everyone' role for `Pro19
            const projectPermissions = realm.objects("__Class").filtered("20
            projectPermissions.canSetPermissions = false;21

22
            // This lowers the permissions on the 'everyone' role for `Ite23
            const itemPermissions = realm.objects("__Class").filtered("nam24
            itemPermissions.canSetPermissions = false;25
            itemPermissions.canQuery = false;26

27
            // Lock the permissions and schema28
            const everyonePermission = realm.objects("__Realm")[0].permiss29
            everyonePermission.canModifySchema = false;30
            everyonePermission.canSetPermissions = false;31
          })32
      })33
  })34

Realm level permissions

Finally we use permissions to prevent any non-admin users from modifying our schema or 
Realm  -level permissions.



const everyonePermission = realm.objects("__Realm")[0].permissions[0]1
everyonePermission.canModifySchema = false;2
everyonePermission.canSetPermissions = false;3

Conclusion

 

We've seen through this tutorial how easy it is to modify our earlier Query-based sync demo 
app to provide a level of security that prevents a user from accessing projects that don't 
belong to them.

We've discussed the default permissions created by Realm Cloud, and how to tighten these 
permissions before deploying your application.

We've covered changing permissions at a granularity of individual object instances, for an 
entire class, or the entire Realm.



Xamarin Quick Start

To get started with Realm Platform in Xamarin we've created a simple ToDo app that will 
introduce to opening and writing to a Realm database.



Step 1 - My First Realm App

Prerequisites 

Before we get started we need a few things setup; the prerequisites for this project are:

Visual Studio (this guide was written with 7.5.3 - Visual Studio for Mac)
You will need your Realm Cloud instance URL that was generated when you created 
your instance (it can be found by logging in to the cloud portal, and clicking the 
Copy Instance URL  link)

This tutorial should take around 20-30 minutes

Want to get started right away with the complete source code? Check out our Github with 
ready-to-compile source code. Jump to Step 3 to install the related dependencies and don't 
forget to update the Constants.cs  file with your Realm Cloud or self-hosted instance URL 

before running the app.

Step 1: Create a New Xamarin Project 

 

Open Visual Studio for Mac and select "New Project..." Then go to Multiplatform>App>Blank
Forms App and click Next. Name it "XamarinToDoApp" and make sure both platforms, iOS 
and Android, are selected and that you are using a .NET Standard shared project. The 
Organization Identifier can be whatever you want. On the next screen make sure the Project 
Name and Solution Name are something easy for you to remember and save it somewhere 
convenient for you and click "Create."

Step 2: Initial Run Test

 

https://visualstudio.microsoft.com/vs/
https://cloud.realm.io/
https://github.com/realm/my-first-realm-app/tree/ian-xamarin/xamarin/XamarinToDoApp


Before we dive into adding code, it's a good idea to make sure that Visual Studio is 
configured correctly and that we can successfully compile the app template we just 
created. In order to do this, select a simulator (for example the iPhoneX) from the build 
menu, then press the build/run icon.

Step 3: Installing the Realm Frameworks 

 

With the foundation in place, we need to add Realm to it. Our solution has three projects, 
the Android app, the iOS app, and the .NET Standard library for shared code. Do this by 
expanding the projects in the solution view, right-clicking on the Packages node, and 
clicking “Add Packages…” 

You will need to add the dependencies for all three projects.

Search for “Realm” in the search box, select it, and add it. Only the single Realm package is 
needed - adding Realm.Database is not needed and may causes issues on some Windows 



platforms. In the same nuget pop-up search for the package Acr.UserDialogs and add it to 
the project as well.

Step 4: Add the FodyWeavers 

 

You may have noticed that your project does not compile and run anymore, we need to add 
the weavers for this to run. Go to the shared code XamarinToDoApp project, right-click and 
select Add>New File...  then select Empty XML File and name it FodyWeavers 

For each Project(shared, Android, iOS) add a blank XML file called FodyWeavers.xml 

FodyWeavers.xml

<?xml version="1.0" encoding="UTF-8" ?> 1
<Weavers>     2
<RealmWeaver /> 3
</Weavers>4



You should now be able to build and run the app.

Step 5: Adding the Realm Model for ToDo

 

Go to the shared code XamarinToDoApp project, right-click and select Add>New File...  

then select Empty Class and name it Item.

Item.cs

using Realms;1
using System;2

3
namespace XamarinToDoApp4
{5
    public class Item : RealmObject6
    {7
        [PrimaryKey]8
        [MapTo("itemId")]9
        public string ItemId { get; set; } = Guid.NewGuid().ToString();10

11
        [MapTo("body")]12
        public string Body { get; set; }13

14
        [MapTo("isDone")]15
        public bool IsDone { get; set; }16

17
        [MapTo("timestamp")]18
        public DateTimeOffset Timestamp { get; set; }19
    }20
}21

You should now be able to build and run the app.

Step 6: Setup the User Interface

 

Now that we have our model in place, we’ll create its corresponding UI. Let’s create a new 
Page  in the portable project, where all of our code will go. Make sure to select Forms > 



Forms ContentPage XAML in the New File dialog. Name it ItemEntriesPage . This will 

contain the ListView  that displays the items and will be the main screen of the app. Open 

the ItemEntriesPage.xaml  and add the following XML:

ItemEntriesPage.xaml

<?xml version="1.0" encoding="UTF-8"?>1
<ContentPage xmlns="http://xamarin.com/schemas/2014/forms" 2
         x="http://schemas.microsoft.com/winfx/2009/xaml"3 xmlns:
         Class="XamarinToDoApp.ItemEntriesPage"4 x:
         Title="ToDo">5
    <ContentPage.ToolbarItems>6
        <ToolbarItem Text="Add" Command="{Binding AddEntryCommand}" />7
    </ContentPage.ToolbarItems>8
    <ContentPage.Content>9
        <ListView ItemsSource="{Binding Entries}" Name="EntriesListView"10 x:
            <ListView.ItemTemplate>11
                <DataTemplate>12
                    <TextCell Text="{Binding Body}">13
                        <TextCell.ContextActions>14
                            <MenuItem Text="Delete" IsDestructive="true" 15
 Command="{Binding BindingContext.DeleteEntryCommand, Source={x:Reference 16
 CommandParameter="{Binding .}" />17
                        </TextCell.ContextActions>18
                    </TextCell>19
                </DataTemplate>20
            </ListView.ItemTemplate>21
        </ListView>22
    </ContentPage.Content>23
</ContentPage>24

We’ll set this as the MainPage of the App class that Xamarin.Forms generated for you in 
App.xaml.cs 

App.xaml.cs

using Xamarin.Forms;1
using Xamarin.Forms.Xaml;2

3
[assembly: XamlCompilation(XamlCompilationOptions.Compile)]4
namespace XamarinToDoApp5
{6
    public partial class App : Application7



    {8
        public App()9
        {10
            InitializeComponent();11

12
            MainPage = new NavigationPage(new ItemEntriesPage());13
        }14
    }15
}16

Step 7: Add the ViewModel for the ToDo Page

 

We’ll also need a ViewModel  for our Page , so let’s right-click on the shared project and 

Add a New Class file just like before called ItemEntriesViewModel.cs 

And add the following libraries with the using  statement, we will use them later:

ItemEntriesViewModel.cs

using Acr.UserDialogs;1
using Realms;2
using Realms.Sync;3
using System;4
using System.Collections.Generic;5
using System.ComponentModel;6
using System.Linq;7
using System.Threading.Tasks;8
using System.Windows.Input;9
using Xamarin.Forms;10

11
using Credentials = Realms.Sync.Credentials;12

13
namespace XamarinToDoApp14
{15
    public class ItemEntriesViewModel16
    {17
         public ItemEntriesViewModel()18
        {19
        }20
    }21
}22



And wire it up in the page’s code-behind in ItemEntriesPage.xaml.cs 

ItemEntriesPage.xaml.cs

using Xamarin.Forms;1
using Xamarin.Forms.Xaml;2

3
namespace XamarinToDoApp4
{5
    [XamlCompilation(XamlCompilationOptions.Compile)]6
    public partial class ItemEntriesPage : ContentPage7
    {8

9
        public ItemEntriesPage()10
        {11
            InitializeComponent();12

13
            BindingContext = new ItemEntriesViewModel(); 14
        }15

16
        private void OnItemSelected(object sender, SelectedItemChangedEven17
        {18
            (sender as ListView).SelectedItem = null;19
        }20
    }21
}22

You can now run the app, but you’ll end up with an empty list and buttons that don't do 
anything, let’s do something about that!

Step 8: Create a Constants File

 

Right Click on our Project and Add a new Class called Constants.cs 

Constants.cs

namespace XamarinToDoApp1
{2
    public static class Constants3
    {4



        // **** Realm Cloud Users:5
        // **** Replace MY_INSTANCE_ADDRESS with the hostname of your clou6
        // **** e.g., "mycoolapp.us1.cloud.realm.io"7
        // ****8
        // ****9
        // **** ROS On-Premises Users10
        // **** Replace the AUTH_URL and REALM_URL strings with the fully 11
        // **** address of your ROS server, e.g.: "http://127.0.0.1:9080" 12

13
        public static string AuthUrl = "https://awesome-metal-cheese.us1.c14
        public static string RealmPath = "ToDo";15

16
    }17
}18

Step 9: Bind Realm to the ViewModel

 

A Realm is an object that encapsulates a database. We’ll let our ViewModel  manage the 

realm. Define Realm at the top below the ItemEntriesViewModel  class

ItemEntriesViewModel.cs

using Acr.UserDialogs;1
using Realms;2
using Realms.Sync;3
using System;4
using System.Collections.Generic;5
using System.ComponentModel;6
using System.Linq;7
using System.Threading.Tasks;8
using System.Windows.Input;9
using Xamarin.Forms;10

11
using Credentials = Realms.Sync.Credentials;12

13
namespace XamarinToDoApp14
{15
    public class ItemEntriesViewModel : INotifyPropertyChanged16
    {17
        public IEnumerable<Item> Entries { get; private set; }18

19
        private Realm _realm;20

21



        public event PropertyChangedEventHandler PropertyChanged;22
23

        public ICommand AddEntryCommand { get; private set; }24
25

        public ItemEntriesViewModel()26
        {27
        }28
    }29
}30

Now define them the class constructor

ItemEntriesViewModel.cs

public ItemEntriesViewModel()1
        {2
            DeleteEntryCommand = new Command<Item>(DeleteEntry);3
            AddEntryCommand = new Command(() => AddEntry().IgnoreResult())4
            Initialize().IgnoreResult();5
        }6

Note that we are exposing the available entries by making a simple query to the Realm . 

Realm.All<>() will give us the entire set of a given type that exists in the Realm . As it is a

live query which auto-refreshes with the latest state, we can simply bind our list view to it 
and it will be continuously up to date.

You may have noticed that VS gives you a compiler error for DeleteEntry  does not exist 

in the current context, let's fix that. To do so, let’s add a Delete  context action to the 

ListView

Go to ItemEntriesPage.xaml  and under the TextCell Title  view:

ItemEntriesPage.xaml

 <TextCell.ContextActions>1
 <MenuItem Text="Delete" IsDestructive="true" 2
 Command="{Binding BindingContext.DeleteEntryCommand, Source={x:Reference 3
 CommandParameter="{Binding .}" />4
 </TextCell.ContextActions>5



We’ll use the command pattern to wire up interactivity between our views and view models. 
To do so, let’s add a new property to ItemEntriesViewModel 

ItemEntriesViewModel.cs

public class ItemEntriesViewModel     {1
2

//... Other definitions3
4

public ICommand DeleteEntryCommand { get; private set; }5
6

}7

Here, DeleteEntry  is a simple method to do the actual deletion and should be added to 

the ItemEntriesViewModel 

ItemEntriesViewModel.cs

private void DeleteEntry(Item entry) => _realm.Write(() => _realm.Remove(e1

Now we have an app that displays item entries straight from a Realm database using 
concise XAML and data binding.

Step 10: Add an Initialize Call

 

Below the ItemEntriesViewModel  constructor add a new asynchronous function called 

Initialize()  This function which is called in the ViewModel constructor will open the 

realm, pull the list of Items, and re-render the Items any time a property changes.

ItemEntriesViewModel.cs



private async Task Initialize()1
{2
        _realm = await OpenRealm();3
        Entries = _realm.All<Item>().OrderBy(i => i.Timestamp);4
        PropertyChanged?.Invoke(this, new PropertyChangedEventArgs(nameof(5
}6

Step 11: Define the AddEntry Function

 

Below the Initialize  constructor, let's define the AddEntry  function. This function uses 

the Acr.UserDialogs library to show a pop-up to the user which prompts them to type a new 
item into the textbox. If there is a result it writes this text in a new Item in a realm write 
transaction.

ItemEntriesViewModel.cs

   private async Task AddEntry()1
        {2
            var result = await UserDialogs.Instance.PromptAsync(new Prompt3
            {4
                Title = "New entry",5
                Message = "Specify the item text",6
            });7

8
            if (result.Ok)9
            {10
                _realm.Write(() =>11
                {12
                    _realm.Add(new Item13
                    {14
                        Timestamp = DateTimeOffset.Now,15
                        Body = result.Value,16
                    });17
                });18
            }19
        }20

 



Step 12: Define the OpenRealm function

The last function we need to add is opening the realm itself. The function first checks to 
see if there is already a logged in User and if there is just opens the realm and returns. If it 
does not it uses the UserDialog pop-up for the user to enter in a valid nickname - from there 
we attempt to open the realm and display a variety of Loading screens as the data is pulled 
down - all wrapped in a try block.

ItemEntriesViewModel.cs

private async Task<Realm> OpenRealm()1
        {2
            var user = User.Current;3
            if (user != null)4
            {5
                var configuration = new FullSyncConfiguration(new Uri(Cons6

7
                // User has already logged in, so we can just load the exi8
                return Realm.GetInstance(configuration);9
            }10

11
            // When that is called in the page constructor, we need to all12
            // to complete before we can display a dialog prompt.13
            await Task.Yield();14

15
            var response = await UserDialogs.Instance.PromptAsync(new Prom16
            {17
                Title = "Login",18
                Message = "Please enter your nickname",19
                OkText = "Login",20
                IsCancellable = false,21
            });22
            var credentials = Credentials.Nickname(response.Value, isAdmin23

24
            try25
            {26
                UserDialogs.Instance.ShowLoading("Logging in...");27

28
                user = await User.LoginAsync(credentials, new Uri(Constant29

30
                UserDialogs.Instance.ShowLoading("Loading data");31

32
                var configuration = new FullSyncConfiguration(new Uri(Cons33

34
                // First time the user logs in, let's use GetInstanceAsync 35
                // before letting them interract with the UI.36



                var realm = await Realm.GetInstanceAsync(configuration);37
38

                UserDialogs.Instance.HideLoading();39
40

                return realm;41
            }42
            catch (Exception ex)43
            {44
                await UserDialogs.Instance.AlertAsync(new AlertConfig45
                {46
                    Title = "An error has occurred",47
                    Message = $"An error occurred while trying to open the 48
                });49

50
                // Try again51
                return await OpenRealm();52
            }53
        }54

Step 13: Add an Extension

 

We will get a warning when we attempt to use Tasks that are not called with the await  

keyword - to get around this lets add a new C# class called Extensions.cs 

Extensions.cs

using System;1
using System.Threading.Tasks;2

3
namespace XamarinToDoApp4
{5
    public static class Extensions6
    {7
        public static void IgnoreResult(this Task task)8
        {9
            // This just silences the warnings when tasks are not awaited.10
        }11
    }12
}13



Now build and run your app and start syncing data! Be sure to use Studio to see data 
synced bidirectionally.



Using Synced Realms



User Authentication

The central object in the Realm Object Server is the Realm User ( SyncUser ). A Realm User 

is used to identify the end-user of the application and is used with the server's access 
control functionality to securely control what data is synchronized. A SyncUser  

authenticates, or performs a login, via a username/password scheme, or through a number 
of third-party authentication methods.

Creating and logging in a user requires two things:

A URL of a Realm Object Server to connect to.
Credentials for an authentication mechanism that describes the user as appropriate for 
that mechanism (i.e., username/password, access key, etc).

Server URL

 

To authenticate, you must supply a server URL. This is the base URL for your server, such as
https://myinstance.cloud.realm.io  or http://127.0.0.1:9080 .

Note this URL uses the http / https  scheme as user authentication is 

handled via standard HTTP. Be careful not to confuse this with the Realm URL 
and its realm / realms  scheme.



Swift

Objective-C

Java

The authentication server URL is simply a URL  representing the location of the 

Realm Object Server.

let authURL = URL(string: "https://myinstance.cloud.realm.io")!

The authentication server URL is simply a NSURL  representing the location of the 

Realm Object Server.

NSURL *authURL = [NSURL URLWithString:@"https://myinstance.cloud.realm

The authentication server URL is simply a URL  representing the location of the 

Realm Object Server.

String authURL = "https://myinstance.cloud.realm.io"



Javascript

.Net

const authURL = "https://myinstance.cloud.realm.io";

var authURL = new Uri("https://myinstance.cloud.realm.io");

Credentials

 

The credential information for a given user is represented by a SyncCredentials  value, 

which can be created in one of several ways:

Providing a valid username/password combination
Providing a token obtained from a supported third-party authentication service
Providing a token and a custom authentication provider (see our documentation on 
custom authentication)

The username and password authentication is entirely managed by the Realm Object 
Server, giving you full control over your application’s user management. For other 
authentication methods, your application is responsible for logging into the external service 
and obtaining the authentication token.

Here are some examples of setting credentials with various providers.

Username/password

https://realm.io/docs/realm-object-server/#custom-authentication


Swift

Objective-C

let usernameCredentials = SyncCredentials.usernamePassword(username: "

Note that the factory method takes a register  boolean argument that indicates 

whether a new user should be registered or an existing user should be logged in. An 
error will be thrown if your application tries to register a new user with the username 
of an existing user, or tries to log in a user that does not exist.

RLMSyncCredentials *usernameCredentials = [RLMSyncCredentials creden1
                                                                    2
                                                                    3

Note that the factory method takes a register  boolean argument that indicates 

whether a new user should be registered or an existing user should be logged in. An 
error will be thrown if your application tries to register a new user with the username 
of an existing user, or tries to log in a user that does not exist.



Java

Javascript

String username = "jane"1
String password = "doe"2
boolean createUser = true;3
SyncCredentials credentials = SyncCredentials.usernamePassword(usern4

Note that the factory method takes a createUser  boolean argument that indicates 

whether a new user should be registered and created or an existing user should be 
logged in. An error will be thrown if your application tries to register a new user with 
the username of an existing user, or tries to log in a user that does not exist.

Realm.Sync.User.login('http://my.realm-auth-server.com:9080', 'usern1
  // user is logged in2
  // do stuff ...3
}).catch(error => {4
  // an auth error has occurred5
});6

Before a user can log in, the account must be created. You can either do that in 
advance on the server using the admin dashboard, or by calling register :

Realm.Sync.User.register('http://my.realm-auth-server.com:9080', 'user



.Net

var credentials = Credentials.UsernamePassword(username, password, cre

The third parameter of UsernamePassword() is the createUser  flag which should 

only be true  the first time, as it indicates that the user should be created. Once the 

user is created, the parameter must be set to false .

Alternatively, you can require that all users are created in advance on the server 
using an admin Dashboard, and always pass false  for the createUser  

parameter.

Custom Authentication

Realm Platform supports the ability to use external authentication providers. This allow 
users to authenticate users against legacy databases or APIs, or integrate with providers 
that are not supported out-of-the-box.

For example, Realm Platform includes a JWT authentication provider. It requires that you 
modify your own authentication server to expose a flow that produces signed JSON Web 
Tokens that your app then transmits to the Realm Object Server for verification. The JSON 
Web Token would be sent from the client application via a custom authentication credential 
as shown below:

https://realm.io/docs/dotnet/latest/api/reference/Realms.Sync.Credentials.html#Realms_Sync_Credentials_UsernamePassword_System_String_System_String_System_Boolean_


Swift

Objective-C

Java

let customCredentials = SyncCredentials(customToken: "JSON Web Token",

Additional information can be passed to the custom credentials initializer as a third 
parameter. Please see the API reference for more information.

RLMSyncCredentials *credentials = [[RLMSyncCredentials alloc] initWith

Additional information may be passed to the custom credentials constructor as a 
third parameter. Please see the API reference for more information.

String token = "..."; // Custom token1
String authProvider = "custom-provider"; // Name of custom provider2
Map<String, Object> userInfo = null; // Custom data or null3
SyncCredentials credentials = SyncCredentials.custom(token, authProv4

https://realm.io/docs/swift/2.4.3/api/Structs/SyncCredentials.html#/s:FV10RealmSwift15SyncCredentialscFT11customTokenSS8providerVSC19RLMIdentityProvider8userInfoGVs10DictionarySSP___S0_
https://realm.io/docs/objc/2.4.3/api/Classes/RLMSyncCredentials.html#/c:objc(cs)RLMSyncCredentials(im)initWithCustomToken:provider:userInfo:


Javascript

.Net

// The user token provided by your authentication server1
const accessToken = 'acc3ssT0ken...';2

3
const user = Realm.Sync.User.registerWithProvider(4
  'http://my.realm-auth-server.com:9080',5
  'custom/fooauth',6
  accessToken,7
  (error, user) => { /* ... */ }8
);9

Note: the JavaScript SDK does not currently allow you to send additional data. If 
you need to send more than a single token, please encode the additional data as 
JSON and pass it through the accessToken parameter, and decode this string on the 
server side.

var token = "..."; // a string representation of a token obtained fr1
var credentials = Credentials.Custom("myAuth", token, null);2

Additional information can be passed to a custom auth provider in the form of a 
dictionary provided as the third parameter; see the API Reference for details.

Other

Additional authentication providers are available with the self-hosted version. For more 
details see:

https://realm.io/docs/dotnet/latest/api/reference/Realms.Sync.Credentials.html


Swift

Additional providers
/using-synced-realms/user-
authentication/additional-providers

Login

 

To create a user, call SyncUser.logIn() . This factory method will initialize the user, 

asynchronously log them in to the Realm Object Server, and then provide the user 
object for further use in a callback block if the login process is successful. If the 
login process fails for any reason, an error object will be passed into the callback 
instead.

SyncUser.logIn(with: credentials,1
               server: serverURL) { user, error in2
    if let user = user {3
        // can now open a synchronized Realm with this user4
    } else if let error = error {5
        // handle error6
    }7
}8



Objective-C

To create a user, call +[RLMSyncUser logIn] . This factory method will initialize the 

user, asynchronously log them in to the Realm Object Server, and then provide the 
user object for further use in a callback block if the login process is successful. If the 
login process fails for any reason, an error object will be passed into the callback 
instead.

[RLMSyncUser logInWithCredentials:usernameCredentials1
                    authServerURL:serverURL2
                     onCompletion:^(RLMSyncUser *user, NSError *erro3
    if (user) {4
        // can now open a synchronized RLMRealm with this user5
    } else if (error) {6
        // handle error7
    }8
}];9



Java

To create a user, call SyncUser.login()  or SyncUser.loginAsync(). Once the 

login request succeed, the user has logged into the Realm Object Server and is ready 
to be used to open Realms. Since this involves a network request, the synchronous 
method should only be used on background threads.

SyncCredentials credentials = getCredentials();1
String url = "https://my.realm.instance"2
SyncUser.loginAsync(credentials, url, new SyncUser.Callback<SyncUser3
  @Override4
  public void onSuccess(SyncUser user) {5
    // User is ready6
    // Can also be accessed using `SyncUser.currentUser()` if only o7
    // user is logged in.8
  }9

10
  @Override11
  public void onError(ObjectServerError error) {12
    // Something went wrong13
  }14
});15



Javascript

.Net

Realm.Sync.User.login('http://my.realm-auth-server.com:9080', 'usern1
  // user is logged in2
  // do stuff ...3
}).catch(error => {4
  // an auth error has occurred5
});6

Before a user can log in, the account must be created. You can either do that in 
advance on the server using the admin dashboard, or by calling register :

Realm.Sync.User.register('http://my.realm-auth-server.com:9080', 'user

var authURL = new Uri("http://my.realm-auth-server.com:9080");1
var user = await User.LoginAsync(credentials, authURL);2

Logout

 



Swift

Objective-C

Java

To log a user out of their account, call SyncUser.logOut() . Any pending local 

changes will continue to be uploaded until the Realm Object Server has been fully 
synchronized. Then, all of their local synced Realms will be deleted from their device 
on next app launch.

To log a user out of their account, call [RLMSyncUser logOut] . Any pending local 

changes will continue to be uploaded until the Realm Object Server has been fully 
synchronized. Then, all of their local synced Realms will be deleted from their device 
on next app launch.

To log a user out of their account, call SyncUser.logout() . Any pending local 

changes will continue to be uploaded until the Realm Object Server has been fully 
synchronized. Then, all of their local synced Realms will be deleted from their device 
on next app launch.



Javascript

.Net

user.logout();

When a user is logged out, the synchronization will stop. A logged out user can no 
longer open a synced Realm.

user.LogOut();

When a user is logged out, the synchronization will stop. A logged out user can no 
longer open a Realm using a SyncConfiguration.

Not what you were looking for? Leave Feedback

https://realm.io/docs/dotnet/latest/api/reference/Realms.Sync.SyncConfigurationBase.html
https://realm3.typeform.com/to/A4guM3


Username/password provider

Overview

Realm Platform provides a built-in username and password authentication provider. This 
allows client applications to register users with unique usernames and offers customizable 
password handling.

Configuration



Cloud

Realm Cloud is configured to send emails in order to allow users to complete a 
password reset or email confirmation flow. This is enabled by default, however, if 
you want to override this configuration (example for strong branding) you can 
specify a custom SMTP and email sender. 

Navigate to your instance settings

Select the Username / Password provider, then check "send emails" to activate 
the option.



You can now keep using the default configuration to send emails, or continue for 
further customization.  

Uncheck the default configuration, to override it 



Self-Hosted

Password Reset and Email 
Confirmation

/self-
hosted/customize/authentication/us
ername-password/password-reset-
and-email-confirmation

 



Swift

Objective-C

Register Users

let usernameCredentials = SyncCredentials.usernamePassword(username: "

Note that the factory method takes a register  boolean argument that indicates 

whether a new user should be registered or an existing user should be logged in. An 
error will be thrown if your application tries to register a new user with the username 
of an existing user, or tries to log in a user that does not exist.

RLMSyncCredentials *usernameCredentials = [RLMSyncCredentials creden1
                                                                    2
                                                                    3

Note that the factory method takes a register  boolean argument that indicates 

whether a new user should be registered or an existing user should be logged in. An 
error will be thrown if your application tries to register a new user with the username 
of an existing user, or tries to log in a user that does not exist.



Java

Javascript

.Net

SyncCredentials myCredentials = SyncCredentials.usernamePassword(usern

The third parameter of usernamePassword  is a boolean indicating whether the user 

should be created. Set it to true  when registering new users; set it to false  when 

logging in users. 
 

Realm.Sync.User.register('http://my.realm-auth-server.com:9080', 'user

var credentials = Credentials.UsernamePassword(username, password, cre

The third parameter of UsernamePassword() is the createUser  flag which should 

only be true  the first time, as it indicates that the user should be created. Once the 

user is created, the parameter must be set to false .

Login Users

 

https://realm.io/docs/dotnet/latest/api/reference/Realms.Sync.Credentials.html#Realms_Sync_Credentials_UsernamePassword_System_String_System_String_System_Boolean_


Swift

Objective-C

Java

let auth_url = URL(string: "https://myinstance.cloud.realm.io")!1
let creds    = SyncCredentials.usernamePassword(username: "username"2

3
SyncUser.logIn(with: creds, server: auth_url, onCompletion: { [weak 4
    if let _ = user {5
        // User is logged in6
    } else if let error = err {7
        fatalError(error.localizedDescription)8
    }9
})10

RLMSyncCredentials *usernameCredentials = [RLMSyncCredentials creden1
                                                                     2
                                                                     3

String authURL = "https://myinstance.cloud.realm.io";1
SyncCredentials credentials = SyncCredentials.usernamePassword(usern2

3
SyncUser.login(credentials, url, new SyncUser.Callback<SyncUser>() {4
  @Override5
  public void onSuccess(SyncUser user) {6
    // User is logged7
  }8

9
  @Override10
  public void onError(ObjectServerError error) {11
    // Handle error12
  }13
});14



Javascript

.Net

Realm.Sync.User.login('https://myinstance.cloud.realm.io', 'username1
  // user is logged in2
  // do stuff ...3
}).catch(error => {4
  // an auth error has occurred5
});6

var authUrl = new Uri("https://myinstance.cloud.realm.io");1
var credentials = Credentials.UsernamePassword(username, password, c2
var user = await User.LoginAsync(credentials, authUrl);3

Change Password

 



Swift

Change Current User's Password

Users who authenticate using the built-in Realm Object Server username/password 
credential type may change their own passwords by calling the 
SyncUser.changePassword(_:, completion:)  API.

This API makes an asynchronous call to the server. The completion block will be 
called once a response is received, and will be passed in an error if the operation 
failed, or nil if the operation succeeded.

let newPassword = "swordfish"1
user.changePassword(newPassword) { (error) in2
    if let error = error {3
        // Something went wrong4
    }5
    // Otherwise, the password was successfully changed.6
}7

Change Another User's Password

Administrators may change the password of any user by calling the 
SyncUser.changePassword(_:, forUserID:, completion:)  API. Pass in the user 

identity of the user whose password should be changed.

let newPassword = "swordfish"1
adminUser.changePassword(newPassword, forUserID: "12345...") { (erro2
    if let error = error {3
        // Something went wrong4
    }5
    // Otherwise, the password was successfully changed.6
}7



Objective-C

Change Current User's Password

Users who authenticate using the built-in Realm Object Server username/password 
credential type may change their own passwords by calling the 
-[RLMSyncUser changePassword:completion:]  API.

This API makes an asynchronous call to the server. The completion block will be 
called once a response is received, and will be passed in an error if the operation 
failed, or nil if the operation succeeded.

NSString *newPassword = @"swordfish";1
[user changePassword:newPassword2
          completion:^(NSError *error) {3
    if (error) {4
        // Something went wrong5
    }6
    // Otherwise, the password was successfully changed.7
}];8

Change Another User's Password

Administrators may change the password of any user by calling the 
-[RLMSyncUser changePassword:forUserID:completion:]  API. Pass in the user 

identity of the user whose password should be changed.

NSString *newPassword = @"swordfish";1
[adminUser changePassword:newPassword2
                forUserId:@"12345..."3
               completion:^(NSError *error) {4
    if (error) {5
        // Something went wrong6
    }7
    // Otherwise, the password was successfully changed.8
}];9



Java

Users who authenticate using the built-in Realm Object Server username/password 
credential type may change their own passwords by calling the either the 
SyncUser.changePassword()  or SyncUser.changePasswordAsync() API.

This API makes a call to the server. Once the method returns, the user will have 
updated their password. If any error happens, either an exception is thrown or it is 
delivered in the callback.

SyncUser user = SyncUser.currentUser();1
2

// Change password on a background thread3
try {4
  user.changePassword("new-password);5
  // Password was successfully changed6
} catch (ObjectServerError error) {7
  // Something went wrong8
}9

10
// Change password from the UI thread11
user.changePasswordAsync("new-password", new SyncUser.Callback<SyncU12
  @Override13
  public void onSuccess(SyncUser user) {14
    // Password for 'user' was succesfully changed.15
  }16
  17
  @Override18
  public void onError(ObjectServerError error) {19
    // Something went wrong20
  }21
});22



Javascript

.Net

API Coming Soon!

To change a user’s password, you can use User.ChangePasswordAsync:

var currentUser = User.Current;1
await currentUser.ChangePasswordAsync("new-secure-password");2

3
// The user's password has been changed, they'll no longer be able t4

Admin users may change other users’ passwords (e.g. as part of a server-side app 
that automates password retrieval) by passing in a user’s Id:

var adminUser = await User.LoginAsync(...);1
await adminUser.ChangePasswordAsync("some-user-id", "new-secure-pass2

3
// The password of the user with Id some-user-id has been changed to4

Reset Password

 

https://realm.io/docs/dotnet/latest/api/reference/Realms.Sync.User.html#Realms_Sync_User_ChangePasswordAsync_System_String_


Swift

Objective-C

Users who authenticate using the built-in Realm Object Server username/password 
credential type may initiate a password reset if they used a valid email as their username, 
this is done in two steps:

1. Request a password reset: 

let serverURL = URL(string: "https://foo.us1.realm.cloud.io")1
let email = "user@email.com"2
SyncUser.requestPasswordReset(forAuthServer: serverURL, userEmail: e3
    if error {4
        // something went wrong5
    }6
}7

NSURL *serverURL = [NSURL URLWithString:@"https://foo.us1.realm.clou1
NSString *email = @"user@email.com";2
[RLMSyncUser requestPasswordResetForAuthServer:serverURL userEmail:e3
    if (error) {4
        // Something went wrong5
    }6
}];7



Java

Javascript

.NET

SyncUser.requestPasswordResetAsync("user@email.com", "https://foo.us1
    @Override2
    public void onSuccess(Void result) {        3
    }4

5
    @Override6
    public void onError(ObjectServerError error) {7
    }8
});9

Realm.Sync.User.requestPasswordReset('https://foo.us1.realm.cloud.io1
    // query sent successfully. 2
}).catch((error) => {3
    // an error has occurred4
});5

var serverUri = new Uri("https://foo.us1.realm.cloud.io");1
await User.RequestPasswordResetAsync(serverUri, "user@email.com");2

   2. Complete the password reset using the token sent by email, this can be completed by 
clicking on the link inside the email or via the API if we manage to extract the token from 
the email (using deep linking for instance):

https://en.wikipedia.org/wiki/Mobile_deep_linking


Swift

Objective-C

Java

let serverURL = URL(string: "https://foo.us1.realm.cloud.io")1
let token = "resetToken"2
let newPassword = "newPassword"3
SyncUser.completePasswordReset(forAuthServer: serverURL, token: toke4
    if error {5
        // something went wrong6
    }7
}8

NSURL *serverURL = [NSURL URLWithString:@"https://foo.us1.realm.clou1
NSString *token = @"reset_token";2
NSString *newPassword = @"newPassword";3
[RLMSyncUser completePasswordResetForAuthServer:serverURL token:toke4
    if (error) {5
        // Something went wrong6
    }7
}];8

SyncUser.completePasswordResetAsync("reset_token", "newPassword", "h1
    @Override2
    public void onSuccess(Void result) {3
    }4

5
    @Override6
    public void onError(ObjectServerError error) {7
    }8
});9



Javascript

.NET

Swift

Realm.Sync.User.completePasswordReset('https://foo.us1.realm.cloud.i1
    // query sent successfully. 2
}).catch((error) => {3
    // an error has occurred4
});5

var serverUri = new Uri("https://foo.us1.realm.cloud.io");1
await User.CompletePasswordResetAsync(serverUri, "reset_token", "new2

Confirming email 

 

After registering a new user, we can perform email confirmation if the username used is a 
valid email, this is done in two steps:

1. Request email confirmation

let serverURL = URL(string: "https://foo.us1.realm.cloud.io")1
let email = "user@email.com"2
SyncUser.requestEmailConfirmation(forAuthServer: serverURL, userEmai3
    if error {4
        // something went wrong5
    }6
}7



Objective-C

Java

Javascript

NSURL *serverURL = [NSURL URLWithString:@"https://foo.us1.realm.clou1
NSString *email = @"user@email.com";2
[RLMSyncUser requestEmailConfirmationForAuthServer:serverURL userEma3
    if (error) {4
        // Something went wrong5
    }6
}];7

SyncUser.requestEmailConfirmationAsync("user@email.com", "https://fo1
    @Override2
    public void onSuccess(Void result) {3
    }4

5
    @Override6
    public void onError(ObjectServerError error) {7
    }8
});9

Realm.Sync.User.requestEmailConfirmation('https://foo.us1.realm.clou1
    // query sent successfully. 2
}).catch((error) => {3
    // an error has occurred4
});5



.NET

Swift

Objective-C

var serverUri = new Uri("https://foo.us1.realm.cloud.io");1
await User.RequestEmailConfirmationAsync(serverUri, "user@email.com"2

   2. Complete the email confirmation using the token sent by email,  this can be completed 
by clicking on the link inside the email or via the API if we manage to extract the token from 
the email (using deep linking for instance):

let serverURL = URL(string: "https://foo.us1.realm.cloud.io")1
let token = "resetToken"2
SyncUser.confirmEmail(forAuthServer: serverURL, token: token) { erro3
    if error {4
        // something went wrong5
    }6
}7

NSURL *serverURL = [NSURL URLWithString:@"https://foo.us1.realm.clou1
NSString *token = @"confirmation_token";2
[RLMSyncUser confirmEmailForAuthServer:serverURL token:token complet3
    if (error) {4
        // Something went wrong5
    }6
}];7

https://en.wikipedia.org/wiki/Mobile_deep_linking


Java

Javascript

.NET

SyncUser.confirmEmailAsync("confirmation_token", "https://foo.us1.re1
    @Override2
    public void onSuccess(Void result) {3
    }4

5
    @Override6
    public void onError(ObjectServerError error) {7
    }8
});9

Realm.Sync.User.confirmEmail('https://foo.us1.realm.cloud.io', 'conf1
    // query sent successfully. 2
}).catch((error) => {3
    // an error has occurred4
});5

var serverUri = new Uri("https://foo.us1.realm.cloud.io");1
await User.ConfirmEmailAsync(serverUri, "confirmation_token");2

Not what you were looking for? Leave Feedback 

https://realm3.typeform.com/to/A4guM3


Additional providers

JWT

The JSON Web Token provider allows you to integrate with an existing authentication 
system. It requires that you modify the authentication server to expose a flow that produces 
signed JSON Web Tokens that your app then transmits to the Realm Object Server for 
verification.

Configuration

JWT authentication is disabled by default in Cloud, as it requires configuration.

To enable or disable JWT, go to the Settings menu in your instance in the cloud portal:



Java

Javascript

.Net

Looking to get started quickly with JWT and Realm Cloud?  Check out our guide 
for authentication with Firebase

For more details on how to enable or disable this provider in a Self-Hosted Realm Platform 
environment, go to:

JWT Custom Authentication
/self-
hosted/customize/authentication/jwt-
custom-authentication

Client API

SyncCredentials credentials = SyncCredentials.jwt("my-jwt-token");

const jwtToken = 'acc3ssT0ken...';1
Realm.Sync.User.registerWithProvider('http://my.realm-auth-server.co2

var jwtToken = "...";1
var credentials = Credentials.Custom("jwt", jwtToken, null);2

 



Anonymous

To create a synchronized Realm for a user without requiring credentials - e.g. in an e-
commerce application where any disruption leads to user churn - the Realm Object Server 
exposes an anonymous authentication provider that requires no payload, and creates a 
new user for every request (which means that you must use the built-in client-side user 
caching to avoid resetting the app state on every launch).

Configuration

Anonymous authentication is enabled by default in Cloud-hosted Realm 
instances.

To enable or disable anonymous authentication, go to the Settings menu in your instance in
the cloud portal:

By default, the AnonymousAuthProvider  is enabled when creating a project via 

ros init .



Java

Javascript

.Net

For more details on how to enable or disable this provider in a Self-Hosted Realm 
environment, go to:

Anonymous Authentication
/self-
hosted/customize/authentication/anony
mous-authentication

Client API

SyncCredentials credentials = SyncCredentials.anonymous();

API Coming Soon!

var credentials = Credentials.Anonymous();

Nickname

 



The Nickname provider allows you to authenticate users just by their nicknames without 
requiring passwords or other identifying information. This is useful when prototyping 
collaborative app features without worrying about the actual login flow until later in the 
development lifecycle.

The Nickname provider is not secure and should never be enabled in production 
deployments. It's only meant to be used during development.

Configuration

By default Nickname authentication is enabled in Cloud-hosted Realm 
instances.

To enable or disable nickname authentication, go to the Settings menu in your cloud-hosted 
Realm instance:

By default the Nickname provider is enabled when creating a project via 
ros init .



Java

Javascript

For more details on how to enable or disable this provider with Self-Hosted go to:

Nickname Authentication
/self-
hosted/customize/authentication/nickna
me-authentication

Client API

SyncCredentials credentials = SyncCredentials.nickname("my-nickname", 

The last boolean  indicates if the user created should be an admin user or not.

API Coming Soon!



.Net

var credentials = Credentials.Nickname("my-nickname", isAdmin: false);

The isAdmin  arguments indicates if the user created should be an admin user or 

not.

Custom Authentication

 

Custom authentication is not available in Realm Platform - Cloud

With Realm Platform - Self-Hosted you have the ability to directly customize the 
authentication code your server runs. This allows for any form of custom authentication, 
and unlike JWT, it does not require any changes to an existing authentication system.

Configuration

For more details on how to use the custom authentication, see the Self-Hosted docs:

Custom Authentication
/self-
hosted/customize/authentication/custo
m-authentication

Client API



Objective-C

Java

RLMSyncCredentials *credentials = [[RLMSyncCredentials alloc] initWith

String token = "..."; // a string representation of a token obtained1
Map<String, Object> customData = new HashMap<>();2
SyncCredentials myCredentials = SyncCredentials.custom(3
  token,4
  'myauth',5
  customData,6
);7

Note: it is possible to pass additional login information to this constructor as a third 
parameter. Please see the SyncCredentials API for more information.

https://realm.io/docs/java/latest/api/io/realm/SyncCredentials.html#custom-java.lang.String-java.lang.String-java.util.Map-


Javascript

.Net

// The user token provided by your authentication server1
const accessToken = 'acc3ssT0ken...';2

3
const user = Realm.Sync.User.registerWithProvider(4
  'http://my.realm-auth-server.com:9080',5
  'my-custom-provider',6
  accessToken,7
  (error, user) => { /* ... */ }8
);9

Note: the JavaScript SDK does not currently allow you to send additional data. If 
you need to send more than a single token, please encode the additional data as 
JSON and pass it through the accessToken parameter, and decode this string on the 
server side.

let customCredentials = SyncCredentials(customToken: "token", provider

Additional information can be passed to a custom auth provider in the form of a 
dictionary provided as the third parameter; see the API Reference for details.

Google

 

Google authentication is not available in Realm Platform - Cloud

https://realm.io/docs/dotnet/latest/api/reference/Realms.Sync.Credentials.html


Objective-C

Java

The Realm Object Server package includes a pre-built provider for Google. Clients 
authenticate through Google SDK/API and send the access token to ROS. This provider 
handles validating the access token with Google’s API, and then authenticating in Realm.

Configuration

For more details on how to use the Google provider, see the Self-Hosted docs:

Google Authentication

/self-
hosted/customize/authentication/includ
ed-third-party-auth-providers/google-
authentication

Client API

RLMSyncCredentials *googleCredentials = [RLMSyncCredentials credential

SyncCredentials credentials = SyncCredentials.google("my-google-token"



Javascript

.Net

const googleAccessToken = 'acc3ssT0ken...';1
Realm.Sync.User.registerWithProvider('http://my.realm-auth-server.co2

var token = "..."; // a string representation of a token obtained by 1
var credentials = Credentials.Google(token);2

Facebook

 

Facebook authentication is not available in Realm Platform - Cloud

The Realm Object Server package includes a pre-built provider for Facebook. Clients 
authenticate through Facebook SDK/API and send the access token to ROS. This provider 
handles validating the access token with Facebook’s API, and then authenticating in Realm.

Configuration

For more details on how to use the Google provider, see the Self-Hosted docs:

Facebook Authentication

/self-
hosted/customize/authentication/includ
ed-third-party-auth-providers/facebook-
authentication



Objective-C

Java

Javascript

.Net

Client API

RLMSyncCredentials *facebookCredentials = [RLMSyncCredentials credenti

SyncCredentials credentials = SyncCredentials.facebook("my-facebook-to

const fbAccessToken = 'acc3ssT0ken...';1
Realm.Sync.User.registerWithProvider('http://my.realm-auth-server.co2

var token = "..."; // a string representation of a token obtained by 1
var credentials = Credentials.Facebook(token);2

Azure Active Directory

 



AAD authentication is not available in Realm Platform - Cloud

The Realm Object Server package includes a pre-built provider for Azure Active Directory 
(AAD). Clients authenticate through AAD SDK/API and send the access token to ROS. This 
provider handles validating the JWT access token and then authenticating in Realm.

Configuration

For more details on how to use the Azure Active Directory provider, see the Self-Hosted 
docs:

Azure Authentication

/self-
hosted/customize/authentication/includ
ed-third-party-auth-providers/azure-
authentication

Client API

CloudKit

 

This provider is not available in Realm Platform - Cloud

The Realm Object Server package includes a pre-built provider for Apple's CloudKit. Clients 
authenticate through CloudKit API and retrieve a token which is passed to ROS to identify 
and authenticate the user.

Configuration

For more details on how to use the Apple CloudKit provider, see the Self-Hosted docs:



Objective-C

CloudKit Authentication

/self-
hosted/customize/authentication/includ
ed-third-party-auth-providers/cloudkit-
authentication

Client API

RLMSyncCredentials *cloudKitCredentials = [RLMSyncCredentials credenti

Not what you were looking for? Leave Feedback

https://realm3.typeform.com/to/A4guM3


Working with multiple users

Swift

The Realm Platform allows an application to support multiple users at the same time.

Take, for example, an email client app that supports multiple email accounts. Multiple users
(one for each email account) can authenticate at any given time, and the Realm SDKs 
allows the app to retrieve and open one specific user's Realm(s) without affecting the other 
email accounts' data or login status.

The current  method will retrieve the current user, the user that logged in most 

recently and whose credentials have not expired. The method returns nil  if there 

are no active logins (no current user exists). An exception will be thrown if more than 
one logged-in user exists.

let user = SyncUser.current!

If there are multiple users logged in, you can get a dictionary of user objects 
corresponding to them with all .

let allUsers = SyncUser.all



Objective-C

The currentUser  method will retrieve the current user, the user that logged in 

most recently and whose credentials have not expired. The method returns nil  if 

no current user exists. An exception will be thrown if more than one logged-in user 
exists.

RLMSyncUser *user = [RLMSyncUser currentUser];

If there are multiple users logged in, you can get a dictionary of user objects 
corresponding to them with allUsers .

NSDictionary<NSString *, RLMSyncUser *> *allUsers = [RLMSyncUser allUs

If no users are logged in, the dictionary returned will be empty.



Java

The SyncUser.current()  method will retrieve the current user, the user that 

logged in most recently and whose credentials have not expired. The method returns 
nil  if no current user exists. An exception will be thrown if more than one logged-

in user exists.

SyncUser user = SyncUser.current();

If there are multiple users logged in, you can get a map between their server identity 
and their corresponding SyncUser  object.

Map<String, SyncUser> users = SyncUser.all();



Javascript

Realm.Sync.User.current  can be used to obtain the user that logged in most 

recently and whose credentials have not expired. If there are no active user logins, 
the method will return undefined . If more than one user is logged in, an error will 

be thrown.

const user = Realm.Sync.User.current;

If there are likely to be multiple users logged in, you can get a collection of them by 
calling Realm.Sync.User.all . This will be empty if no users have logged in.

let users = Realm.Sync.User.all;1
2

for(const key in users) {3
  const user = users[key];4

5
  // do something with the user object.6
}7



.Net

 User.Current will return the currently logged in user. If no users have logged in or all 
have logged out, it will return null . If there are more than one logged in users, a 

RealmException will be thrown.

User persistence must be enabled to use this method.

var user = User.Current;

If there are likely to be multiple users logged in, you can get a collection of them by 
calling User.AllLoggedIn. This will be empty if no users have logged in.

var users = User.AllLoggedIn;1
2

foreach (var user in users)3
{4
    // do something with the user5
}6

Not what you were looking for? Leave Feedback 

https://realm.io/docs/dotnet/latest/api/reference/Realms.Sync.User.html#Realms_Sync_User_Current
https://realm.io/docs/dotnet/latest/api/reference/Realms.Exceptions.RealmException.html
https://realm.io/docs/dotnet/latest/api/reference/Realms.Sync.User.html#Realms_Sync_User_AllLoggedIn
https://realm3.typeform.com/to/A4guM3


Admin users

Overview

Realm Object Server's authentication system has the concept of an admin user. This is a 
special type which grants the user privileges to:

Access any synchronized Realm in the server
Login to Realm Studio

Creating an Admin User

 

The easiest way to create a new admin user is through Realm Studio. In the Users tab you 
can select a user then adjust in the dropdown on the side panel if this is an admin user:

You can also define a user as an admin through specific providers:



JWT

With the JWT provider you can include a key in the token payload which defines that the 
user is an admin. The key is an optional boolean called isAdmin :

const jwt = require('jsonwebtoken');1
const fs = require('fs');2
const key = fs.readFileSync('private.pem');3

4
const payload = {5
  userId: '123',6
  isAdmin: true // optional7
  // other properties (ignored by Realm Object Server)8
};9

10
const token = jwt.sign(payload, { key:  key, passphrase: 'your-passphrase'11
// Send token to your client app12



Cloud

You can configure the JWT provider in your instance settings. Adjust the Field Name 
and Value inputs to control what determines that a token is an administrator:



Self-Hosted

You can customize the JWT provider through parameters in its constructor within 
your server start script:

const RealmObjectServer = require('realm-object-server');1
const path = require('path');2

3
const server = new RealmObjectServer.BasicServer();4

5
// Add your public key from "Generating RS256 key" section6
let jwtProvider = new JWTAuthProvider(7
  {8
    publicKey: '-----BEGIN PUBLIC KEY-----\nMIICIjANBgkqhki...\n----9
    isAdminFieldName: "isAdmin", // Default is `isAdmin`10
    isAdminValue: true // Default is `true`11
  }12
)13

14
server.start({15
    dataPath: path.join(__dirname, '../data'),16
    authProviders: [ jwtProvider ],17
}).catch((err) => {18
    console.error("There was an error starting your custom Realm Obj19
});20

Nickname

The Nickname provider is designed to quickly create users when you are first getting started 
with Realm Platform. In addition, you can indicate that the user is an admin. This is to 
simplify setting up a synchronized Realm and exploring functionality.

The Nickname provider should not be used in production.

For more information see the documentation on the Nickname provider. 



Admin Tokens

This feature is not available in Realm Cloud.

Admin access is also available via an admin token. This is a self-contained token, similar to
a JWT, containing full admin access claims and is signed by the server's private key. The 
server uses the admin token internally to open up system Realms because it is self-
contained and verifiable through the public key, eliminating the need to contact the 
authentication APIs.

Given that the token is self-contained it should be closely guarded and only used in 
trusted environments.

For most use-cases, we do not recommend using the admin token since it 
cannot be easily rotated and instead recommend creating admin users as 
described above.

The token is generated in the /keys  folder in the server's data path, such as 

/data/keys/admin.json . To retrieve the token in Javascript within the start script of the 

server:

const adminTokenUser = require(path.resolve(server.config.dataPath, 'keys/ad

This can be used to synchronously construct a Realm.Sync.User object which can be 

passed into the Realm constructor to open a connection to any Realm on the server side.

// Open a Realm using the admin user1
const adminTokenUser = require(path.resolve(server.config.dataPath, 'keys/2
var adminUser = Realm.Sync.User.adminUser(adminTokenUser, SERVER_URL);3
var realm = new Realm({4



  sync: {5
    user: adminUser,6
    url: 'realm://object-server-url:9080/my-realm',7
  },8
  schema: [{...}9
  }]10
});11

Note that when used with an admin token user, the Realm URL does not include the ~ 

character that resolves into the user ID for non-admin authentication; an admin token user 
does not have a user ID.

Not what you were looking for? Leave Feedback 

https://realm3.typeform.com/to/A4guM3


Setting Up Your Realms

What is a Realm?

A Realm is an instance of a Realm Database. Realms can be local, in-memory, or 
synchronized. In practice, your application works with any kind of Realm the same way. 
Local Realms are the standard use-case, where the Realm simply persists data locally on 
the device. In-memory Realms have no persistence mechanism, and are meant for 
temporary storage. With Realm Platform, you will be working with a synchronized Realm.

A synchronized Realm uses the Realm Platform to transparently synchronize its contents 
with other devices. While your application continues working with a synchronized Realm as 
if it's a local Realm, the data in that Realm might be updated by any device with write 
access to that Realm--so the Realm could represent a channel in a chat application, for 
instance, being updated by any user talking in that channel. Or, it could be a shopping cart, 
accessible only to devices owned by you.

If you're used to working with other kinds of databases, here are some things that a Realm 
is not:

A Realm is not a table. Tables typically only store one kind of information: user 
records, email messages, and so on. But a Realm can contain multiple kinds of objects.
A Realm is not a schemaless document store. Because object properties are 
analogous to key/value pairs, it's easy to think of a Realm as a document store, but 
objects in a Realm have defined schemas that support giving values defaults or 
marking them as required or optional.
A Realm is not a traditional relational database. A Realm is an object database in 
which links between objects are a first-class type. The links do not require the use of 
key lookups and are instead analogous to pointers.

The Default Synced Realm

 

The easiest way to get started with Realm Platform is to use the default synchronized 
Realm. With Realm Platform - Cloud each cloud instance will have a single default Realm. 



For Self-Hosted each server installation will include a single default Realm.

For most apps, you can include all of your application data within the default synchronized 
Realm. Realm Platform supports query-based sync, so that you can control what data from 
the default synced Realm is synchronized to the client application.

In addition, to you application data, the server will also include other internal classes used 
in its management and the master list of authenticated users, represented by the __User  

class. The internal data is managed by permissions restricting its access--you can learn 
more about how the permission system works later, for now just know this internal data 
exists.

The purpose of the default synchronized Realm is to simplify getting started and allow your 
application data to link into the master list of authenticated users.

You do not need to create the default synced Realm, it is automatically created 
for you.

Interacting with the default synced Realm has built-in APIs in the Realm SDKs:



Swift

The default synced Realm is provided via an automatic SyncConfiguration  that 

can be accessed from the logged in SyncUser .

For example, to log in, then asynchronously open the default synced Realm:

SyncUser.logIn(with: credentials, server: serverURL) { user, error i1
    if let user = user {2
        Realm.Configuration.defaultConfiguration = user.configuratio3
        Realm.asyncOpen() { realm in4
            // ...5
        }6
    }7
}8

Your Server URL will follow a format like:

Cloud: https://my-cloud-url.us1.cloud.realm.io 

Self-hosting: http://127.0.0.1:9080 



Objective-C

The default synced Realm is provided via an automatic RLMSyncConfiguration  

that can be accessed from the logged in RLMSyncUser .

For example, to log in, then asynchronously open the default synced Realm:

[RLMSyncUser logInWithCredentials:credentials1
                    authServerURL:serverURL2
                     onCompletion:^(RLMSyncUser *user, NSError *erro3
    if (user) {4
        RLMRealmConfiguration *config = [user configuration];5
        [RLMRealm asyncOpenWithConfiguration:config6
                       callbackQueue:dispatch_get_main_queue()7
                            callback:^(RLMRealm *realm, NSError *err8
            if (realm) {9
                // ...10
            }11
        }];12
    }13
}];14

Your Server URL will follow a format like:

Cloud: https://my-cloud-url.us1.cloud.realm.io 

Self-hosting: http://127.0.0.1:9080 



Java

The default synced Realm is provided via an automatic SyncConfiguration  that 

can be accessed from the logged in SyncUser .

For example, to log in and open the default synced Realm:

SyncCredentials credentials = getCredentials();1
String url = getUrl();2
SyncUser.login(credentials, url, new SyncUser.Callback<SyncUser>() {3
  @Override4
  public void onSuccess(SyncUser user) {5
    SyncConfiguration config = user.getDefaultConfiguration();6
    Realm realm = Realm.getInstance(config);7
    // Use Realm8
  }9

10
  @Override11
  public void onError(ObjectServerError error) {12
    // Handle error13
  }14
});15

Your Server URL will follow a format like:

Cloud: https://my-cloud-url.us1.cloud.realm.io 

Self-hosting: http://127.0.0.1:9080 



Javascript

The default synced Realm is provided via the default configuration which can be 
accessed from the logged in Realm.Sync.User .

When using query-based sync with Javascript, you are required to pass in a schema 
for your Realm.

For example, to log in and open the default synced Realm:

Realm.Sync.User.login(server, username, password)1
.then((user) => {2
      let config = user.createConfiguration();3
      config.schema = [Schema];4
      Realm.open(config).then((realm) => {5
          // ...6
      });7
})8

Your Server URL will follow a format like:

Cloud: https://my-cloud-url.us1.cloud.realm.io 

Self-hosting: http://127.0.0.1:9080 



.Net

The default synced Realm is provided via an automatic 
QueryBasedSyncConfiguration , which will use the current logged in user from 

User.Current  and the server URL used to authenticate.

For example, to log in, then asynchronously open the default synced Realm with the 
current user:

var user = await User.LoginAsync(credentials, serverUrl);1
RealmConfiguration.DefaultConfiguration = new QueryBasedSyncConfigur2

3
var realm = await Realm.GetInstanceAsync();4

If you are working with multiple users, you can pass in the specific user as well:

var user = await User.LoginAsync(credentials, serverUrl);1
RealmConfiguration.DefaultConfiguration = new QueryBasedSyncConfigur2

3
var realm = await Realm.GetInstanceAsync();4

Your Server URL will follow a format like:

Cloud: https://my-cloud-url.us1.cloud.realm.io 

Self-hosting: http://127.0.0.1:9080 

Other Synced Realms

 



With Realm Platform, you are not restricted to only using the default synced Realm. Instead, 
you can create as many Realms as needed for your application. Prior to Realm Platform 3.0 
and the introduction of query-based sync, using multiple Realms was the recommended 
pattern.

A common use-case for multiple Realms is to isolate data that is user-specific. A 
hypothetical chat application might use one synchronized Realm for public chats, another 
synchronized Realm storing user data, yet another synchronized Realm for a "master 
channel list" that's read-only to non-administrative users, and a local Realm for persisted 
settings on that device. Realms are lightweight, and your application can be using several 
at one time. (On mobile platforms, there are some resource constraints, but up to a dozen 
open at once should be no issue.)

The downside of multiple Realms is that objects in one Realm cannot link to objects in 
another, nor are cross-Realm queries supported. This means that when designing an 
application with multiple Realms, you must consider how your data is structured across the 
Realms and use keys to refer to objects in other Realms.

Creating Models

 

Whether you use the default synced Realm or other Realms, the first step when using a 
Realm is to define the object models, or schema, for the objects it will include. With Realm 
Platform, you can choose to create your models for the Realm in one of two ways:

In Your Application

The simplest way to get started with a synced Realm is to create your models in your client 
application directly. Realm provides language-specific SDKs that allow you to define a 
model as a regular class with regular properties.



Swift

import RealmSwift1
2

// Dog model3
class Dog: Object {4
    @objc dynamic var name = ""5
    @objc dynamic var owner: Person? // Properties can be optional6
}7

8
// Person model9
class Person: Object {10
    @objc dynamic var name = ""11
    @objc dynamic var birthdate = Date(timeIntervalSince1970: 1)12
    let dogs = List<Dog>()13
}14

See Models in the Swift documentation for more information on supported data 
types and other related concepts.

https://realm.io/docs/swift/latest/#models


Objective-C

#import <Realm/Realm.h>1
2

@class Person;3
4

// Dog model5
@interface Dog : RLMObject6
@property NSString *name;7
@property Person   *owner;8
@end9
RLM_ARRAY_TYPE(Dog) // define RLMArray<Dog>10

11
// Person model12
@interface Person : RLMObject13
@property NSString             *name;14
@property NSDate               *birthdate;15
@property RLMArray<Dog *><Dog> *dogs;16
@end17
RLM_ARRAY_TYPE(Person) // define RLMArray<Person>18

19
// Implementations20
@implementation Dog21
@end // none needed22

23
@implementation Person24
@end // none needed25



Java

public class Dog extends RealmObject {1
    private String name;2
    private int age;3

4
    // ... Generated getters and setters ...5
}6

7
public class Person extends RealmObject {8
    @PrimaryKey9
    private long id;10
    private String name;11
    private RealmList<Dog> dogs; // Declare one-to-many relationship12

13
    // ... Generated getters and setters ...14
}15

See Models in the Java documentation for more information on supported data 
types and other related concepts.

https://realm.io/docs/java/latest/#models


Javascript

const Realm = require('realm');1
2

// Define your models and their properties3
const CarSchema = {4
  name: 'Car',5
  properties: {6
    make:  'string',7
    model: 'string',8
    miles: {type: 'int', default: 0},9
  }10
};11
const PersonSchema = {12
  name: 'Person',13
  properties: {14
    name:     'string',15
    birthday: 'date',16
    cars:     'Car[]', // list of cars17
    picture:  'data?'  // optional property18
  }19
};20

See Models in the Javascript documentation for more information on supported 
data types and other related concepts.

https://realm.io/docs/javascript/latest/#models


.Net

// Define your models like regular C# classes1
public class Dog : RealmObject2
{3
    public string Name { get; set; }4
    public int Age { get; set; }5
    public Person Owner { get; set; }6
}7

8
public class Person : RealmObject9
{10
    public string Name { get; set; }11
    public IList<Dog> Dogs { get; }12
}13

See Models in the .Net documentation for more information on supported data types 
and other related concepts.

In JavaScript, the schema for your model must be passed into the constructor as part of the
configuration object. For Swift, Java, and .Net the classes defined in your application code 
will automatically be added to the Realm when you open it, or you can choose to define a 
subset of classes for the Realm within its configuration.

In Realm Studio

When working with a larger team or when building a cross-platform application, it can be 
easier to create your models in a centralized place. Realm Platform offers a desktop 
application, Realm Studio, where you can connect to your cloud instance or self-hosted 
server and create a new synchronized Realm. You can then create new classes and add 
properties to the Realm.

Once you are finished creating the Realm in Studio, you can export the model definitions to 
any supported platform language so you can include the code in your application.

https://realm.io/docs/dotnet/latest/#models


Not what you were looking for? Leave Feedback

https://realm3.typeform.com/to/A4guM3


Opening A Synced Realm

Configuring The Realm To Be Opened

Before you can open a synced Realm, you must first provide a configuration for it. This 
process is similar to configuring local Realms, such as defining the local path on disk, but 
synced Realms have specific requirements and not all configuration options apply.

The Default Synced Realm

The easiest way to get started with Realm Platform is to use the default synchronized 
Realm. With Realm Platform - Cloud each cloud instance will have a single default Realm. 
For Self-Hosted each server installation will include a single default Realm.

For most apps, you can include all of your application data within the default synchronized 
Realm. Realm Platform supports query-based sync, so that you can control what data from 
the default synced Realm is synchronized to the client application.

In addition, to you application data, the server will also include other internal classes used 
in its management and the master list of authenticated users, represented by the __User  

class. The internal data is managed through fine-grained access control.

The purpose of the default synchronized Realm is to simplify getting started and allow your 
application data to link into the master list of authenticated users.



Swift

The default synced Realm is provided via an automatic SyncConfiguration  that 

can be accessed from the logged in SyncUser .

For example, to log in, then asynchronously open the default synced Realm:

SyncUser.logIn(with: credentials, server: serverURL) { user, error i1
    if let user = user {2
        Realm.Configuration.defaultConfiguration = user.configuratio3
        Realm.asyncOpen() { realm in4
            // ...5
        }6
    }7
}8



Objective-C

The default synced Realm is provided via an automatic RLMSyncConfiguration  

that can be accessed from the logged in RLMSyncUser .

For example, to log in, then asynchronously open the default synced Realm:

[RLMSyncUser logInWithCredentials:credentials1
                    authServerURL:serverURL2
                     onCompletion:^(RLMSyncUser *user, NSError *erro3
    if (user) {4
        RLMRealmConfiguration *config = [user configuration];5
        [RLMRealm asyncOpenWithConfiguration:config6
                       callbackQueue:dispatch_get_main_queue()7
                            callback:^(RLMRealm *realm, NSError *err8
            if (realm) {9
                // ...10
            }11
        }];12
    }13
}];14



Java

The default synced Realm is provided via an automatic SyncConfiguration  that 

can be accessed from the logged in SyncUser .

For example, to log in and open the default synced Realm:

SyncCredentials credentials = getCredentials();1
String url = getUrl();2
SyncUser.login(credentials, url, new SyncUser.Callback<SyncUser>() {3
  @Override4
  public void onSuccess(SyncUser user) {5
    SyncConfiguration config = user.getDefaultConfiguration();6
    Realm realm = Realm.getInstance(config);7
    // Use Realm8
  }9

10
  @Override11
  public void onError(ObjectServerError error) {12
    // Handle error13
  }14
});15



Javascript

The default synced Realm is provided via the default configuration which can be 
accessed from the logged in Realm.Sync.User .  

When using query-based sync with Javascript, you are required to pass in a schema 
for your Realm.

For example, to log in and open the default synced Realm:

Realm.Sync.User.login(server, username, password)1
.then((user) => {2
      let config = user.createConfiguration();3
      config.schema = [Schema];4
      Realm.open(config).then((realm) => {5
          // ...6
      });7
})8



.Net

The default synced Realm is provided via an automatic 
QueryBasedSyncConfiguration , which will use the current logged in user from 

User.Current  and the server URL used to authenticate.

For example, to log in, then asynchronously open the default synced Realm with the 
current user:

var user = await User.LoginAsync(credentials, serverUrl);1
RealmConfiguration.DefaultConfiguration = new QueryBasedSyncConfigur2

3
var realm = await Realm.GetInstanceAsync();4

If you are working with multiple users, you can pass in the specific user as well:

var user = await User.LoginAsync(credentials, serverUrl);1
RealmConfiguration.DefaultConfiguration = new QueryBasedSyncConfigur2

3
var realm = await Realm.GetInstanceAsync();4

Manually Configuring Synced Realms

If your application is using multiple Realms, you can manually configure a synced Realm 
by supplying:

1. An authenticated user
2. The Realm URL



Swift

The Realm URL uses a specific scheme: realm://  for non-secure connections 

and realms://  for secure connections.

For more details, see the Understanding Realm URLs and Paths section below.

To obtain an authenticated user, you must login via any of the supported authentication 
providers. If you are unfamiliar, see the Working With Users section.

Realms on the Realm Object Server are using the same Realm.Configuration  used 

to create standalone Realms, but with the syncConfiguration  property on their 

Realm.Configuration  set to a SyncConfiguration  value. Synchronized realms 

are located by URLs.

// Create the configuration1
let syncServerURL = URL(string: "realms://myinstance.cloud.realm.io/2
let config = user.configuration(realmURL: syncServerURL);3

4
// Open the remote Realm5
let realm = try! Realm(configuration: config)6
// Any changes made to this Realm will be synced across all devices!7

The configuration values for a synced Realm cannot have an inMemoryIdentifier  

or fileURL  configured. Setting either property will automatically nil out the 

syncConfiguration  property (and vice-versa). The framework is responsible for 

managing how synchronized Realms are cached or stored on disk.

https://realm.io/docs/swift/latest/#server-url


Objective-C

Realms on the Realm Object Server are using the same RLMRealmConfiguration  

that are used to create standalone Realms, but with the syncConfiguration  

property on their RLMRealmConfiguration  set to a RLMSyncConfiguration  value. 

Synchronized realms are located by URLs.

RLMSyncUser *user = [RLMSyncUser currentUser];1
2

// Create the configuration3
NSURL *syncServerURL = [NSURL URLWithString: @"realms://myinstance.c4
RLMRealmConfiguration *config = [user configurationWithUrl:syncServe5

6
// Open the remote Realm7
RLMRealm *realm = [RLMRealm realmWithConfiguration:config error:nil]8
// Any changes made to this Realm will be synced across all devices!9

The configuration values for a synced Realm cannot have an inMemoryIdentifier  

or fileURL  configured. Setting either property will automatically nil out the 

syncConfiguration  property (and vice-versa). The framework is responsible for 

managing how synchronized Realms are cached or stored on disk.

https://realm.io/docs/objc/latest/#server-url


Java

Realms on the Realm Object Server are created using a subclass of the normal 
RealmConfiguration  used to create standalone Realms. This class is named 

SyncConfiguration  and uses the same builder pattern known from normal 

Realms. Specifically it requires an User and an URL.

// Create the configuration1
SyncUser user = SyncUser.currentUser();2
String url = "realms://myinstance.cloud.realm.io/~/userRealm";3
SyncConfiguration config = user.createConfiguration(url).build();4

5
// Open the remote Realm6
Realm realm = Realm.getInstance(config);7
// Any changes made to this Realm will be synced across all devices!8

https://realm.io/docs/java/latest/#server-url


Javascript

You open a synchronized Realm the same say as you open any other Realm. The 
configuration can be extended with a sync  property if you need to configure the 

synchronization. The optional properties of sync  include:

error  - a callback for error handling/reporting

validate_ssl  - indicating if SSL certificates must be validated

ssl_trust_certificate_path  - a path where to find trusted SSL certificates

url  - if no url is provided the url to the default Realm will be used.

The error handling is set up by registering a callback ( error ) as part of the 

configuration:

const user = Realm.Sync.User.current;1
const config = user.createConfiguration({2
  sync: { url: "realms://myinstance.cloud.realm.io/~/userRealm",3
          error: err => console.log(err)4
        },5
  schema: // ...6
});7

8
var realm = new Realm(config);9

https://realm.io/docs/javascript/latest/api/Realm.html#~Configuration


.Net

For standalone Realms, RealmConfiguration is used to configure the options for a 
Realm. Synchronized Realms on the other hand, are configured using extended 
configuration classes called QueryBasedSyncConfiguration or 
FullSyncConfiguration.

The configuration ties together an authenticated user and a sync server URL. The 
sync server URL may contain the tilde character (“~”) which will be transparently 
expanded to represent the user’s unique identifier. This scheme easily allows you to 
write your app to cater to its individual users. The location on disk for shared 
Realms is managed by the framework, but can be overridden if desired.

var user = User.Current;1
var serverURL = new Uri("/default", UriKind.Relative);2
var configuration = new QueryBasedSyncConfiguration(serverURL, user)3

4
var realm = Realm.GetInstance(configuration);5

Fully synchronized Realms

Synchronized Realms come in two flavors: Query-based and Fully synchronized. You can 
read more about the differences here.

When connecting to a synchronized Realm it is important that the configuration 
matches the type of the server Realm, otherwise the connection will fail. Query-
based Realms are the default if not otherwise specified.

If you intend to use fully synchronized Realms, you can do so by adjusting a parameter on 
the sync configuration:

https://realm.io/docs/dotnet/latest/api/reference/Realms.RealmConfiguration.html
https://realm.io/docs/dotnet/latest/api/reference/Realms.Sync.QueryBasedSyncConfiguration.html
https://realm.io/docs/dotnet/latest/api/reference/Realms.Sync.FullSyncConfiguration.html
https://docs.realm.io/platform/using-synced-realms/syncing-data


Swift

Objective-C

Java

Javascript

user.configuration(realmURL: realmURL, fullSynchronization: true)

RLMRealmConfiguration *config = [RLMRealmConfiguration configurationWi

SyncConfiguration config = user.createConfiguration(getUrl())1
  .fullSynchronization()2
  .build();3

const config = {1
  sync: { url: realmUrl,2
          fullSynchronization: true,3
        },4
  // ...5
};6



.Net

Swift

var config = new FullSyncConfiguration(realmUrl, user);

Synchronously Opening A Realm

 

To access a Realm immediately in your application, you can open a Realm "synchronously." 
This might be confusing since "synchronous" in this case means the API will return the 
Realm immediately. However, given that we are opening a synchronized Realm, the first 
time you open the Realm there will always be no data in it. In the background, the Realm 
will establish a sync session and start downloading any existing data from the server. You 
can attach a progress listener to track the download activity or you can subscribe to 
notifications to get events when the data changes.

This API is recommended when your want the user experience to not be blocked 
while the data is downloaded, such as displaying partial data to the user in the 
process.

// Create the configuration1
let syncServerURL = URL(string: "realms://myinstance.cloud.realm.io/2
let config = user.configuration(realmURL: syncServerURL))3

4
// Open the remote Realm5
let realm = try! Realm(configuration: config)6
// Any changes made to this Realm will be synced across all devices!7



Objective-C

Java

Javascript

RLMSyncUser *user = [RLMSyncUser currentUser];1
2

// Create the configuration3
NSURL *syncServerURL = [NSURL URLWithString: @"realms://myinstance.c4
RLMRealmConfiguration *config = [user configurationWithUrl:syncServe5

6
// Open the remote Realm7
RLMRealm *realm = [RLMRealm realmWithConfiguration:config error:nil]8
// Any changes made to this Realm will be synced across all devices!9

// Create the configuration1
SyncUser user = SyncUser.currentUser();2
String url = "realms://myinstance.cloud.realm.io/~/userRealm";3
SyncConfiguration config = user.createConfiguration(url).build();4

5
// Open the remote Realm6
Realm realm = Realm.getInstance(config);7
// Any changes made to this Realm will be synced across all devices!8

const user = Realm.Sync.User.current;1
const config = user.createConfiguration({2
  sync: { url: "realms://myinstance.cloud.realm.io/~/userRealm",3
          error: err => console.log(err)4
        },5
  schema: // ...6
});7

8
var realm = new Realm(config);9



.Net

var user = User.Current;1
var serverURL = new Uri("/default", UriKind.Relative);2
var configuration = new QueryBasedSyncConfiguration(serverURL, user)3

4
var realm = Realm.GetInstance(configuration);5

If a Realm has read-only file-level permissions, then you must asynchronously 
open the Realm as described in Asynchronously Opening A Realm. Opening a 
file-level read-only Realm without the asynchronous API will cause an error.

This behavior does not apply to partially synced Realms that use the finer-
grainer access controls.

Asynchronously Opening A Realm

 

In some cases, you might not want to open a Realm until it has all remote data available. 
For example, if you want to show the users a list of all available ZIP codes. Asynchronously 
opening a Realm uses an API that has a callback which will not return the Realm until it is 
fully downloaded.



Swift

Objective-C

let config = user.configuration(realmURL: realmURL))1
Realm.asyncOpen(configuration: config) { realm, error in2
    if let realm = realm {3
        // Realm successfully opened, with all remote data available4
    } else if let error = error {5
        // Handle error that occurred while opening or downloading t6
    }7
}8

RLMRealmConfiguration *config = [user configurationWithUrl:realmURL]1
[RLMRealm asyncOpenWithConfiguration:config2
                       callbackQueue:dispatch_get_main_queue()3
                            callback:^(RLMRealm *realm, NSError *err4
    if (realm) {5
        // Realm successfully opened, with all remote data available6
    } else if (error) {7
        // Handle error that occurred while opening or downloading t8
    }9
}10



Java

Javascript

// Create the configuration specifying that the Realm cannot be open1
// the first time until server data has been downloaded. This only2
// blocks it from being opened the first time. After that the Realm 3
// be opened immediately.4
SyncConfiguration config = user.createConfiguration(url)5
  .waitForInitialRemoteData();6
  .build();7

8
// Open the remote Realm9
Realm realm = Realm.getInstanceAsync(config, new Realm.Callback() {10
  @Override11
  public void onSuccess(Realm realm) {12
    // Realm is ready13
  }14

15
  @Override16
  public void onError(Throwable exception) {17
    // Handle error18
  }19
});20

const user = Realm.Sync.User.current;1
const config = user.createConfiguration({2
  sync: { url: "realm://localhost:9080/~/userRealm",3
          error: err => console.log(err)4
        },5
  schema: // ...6
});7

8
Realm.open(config)9
  .then(realm => {10
    // ...use the realm instance here11
  })12
  .catch(error => {13
    // Handle the error here if something went wrong14
  });15



.Net

var serverURL = new Uri("/default", UriKind.Relative);1
var config = new QueryBasedSyncConfiguration(serverURL, user);2
try3
{4
    var realm = await Realm.GetInstanceAsync(config);5
    // Realm successfully opened, with all remote data available6
}7
catch (Exception ex)8
{9
    // Handle error that occurred while opening or downloading the c10
}11

Understanding Realm URLs and Paths

 

Synchronized Realms exists as resources tied to a specific URL path. If you are manually 
opening synchronized Realms and/or splitting your data up between multiple Realms then 
this is important to understand.

If you are using the default synced Realm, you typically don't need to worry 
about this, as the Realm URL is automatically configured for you at the path: 
/default 

Realm Scheme

The URLs for synchronized Realms use a dedicated scheme. The underlying networking is 
not using standard HTTP, but instead Websockets. We chose not to use the Websockets 
scheme ws / wss  because we utilize a custom protocol and wanted to emphasize the 

distinction.

For unsecured synchronized connections, the scheme is realm:// .



For secured synchronized connections , the schema is realms:// .

Take care not to mix up the http / https  scheme used in the authentication 

URL when logging in a user.

Path Restrictions

The Realm Object Server includes a path-level permission system. By default, it restricts the 
creation of Realms to scoped paths for the user. For example, if a user's ID is 12345  then 

this user can only create Realms at the path /12345/myRealm .

This restriction is not enforced for admin users. As a result, if you want to create a global 
Realm at the base path, /globalRealm  the creation of the Realm must be done by an 

admin user.

You can learn more about the details of path-level permissions in its dedicated section, 
including how to adjust these permissions to share a Realm:

Path-level permissions
/using-synced-realms/access-
control/path-level-permissions

~ Shorthand

When working with Realm paths you might quickly realize that it is time-consuming to keep 
track of the userId  in a scoped-path. To simplify, Realm paths accept as shorthand the 

use of the tilde ~  character in exchange for the userId . For example, if you open a 

Realm with a user  whose userId  is 12345 , you can use either of these URL paths to 

open the same Realm:

"realms://myinstance.cloud.realm.io/~/myRealm"



"realms://myinstance.cloud.realm.io/12345/myRealm"

Not what you were looking for? Leave Feedback

https://realm3.typeform.com/to/A4guM3


Syncing Data

Overview

Data can be synchronized between a local Realm and the server in two modes: Query-based
and Full_synchronization.

Query-based synchronization is a feature that allows a synchronized Realm to be 
opened in a such a way that it does not download all objects stored within the remote 
Realm on the server. Instead, a partially synced Realm allows you to specify what 
subset of objects you want synchronized to the local copy using queries.
Full synchronization will automatically synchronize the entire Realm in the background 
as long as the Realm is open.

The Default Synced Realm is automatically created for you by the server and is the 
recommended way to get started using Query-based synchronization.

For all other Realms, the current default behavior is Full Synchronization as described in the 
Manually Configuring Synced Realms. You can choose to manually enable Query-based 
sync on other Realms as well, as described here.

For more information on how to setup a synchronized Realm and open it see the following 
sections:

Setting Up Your Realms
/using-synced-realms/setting-up-your-
realms

Opening A Synced Realm
/using-synced-realms/opening-a-synced-
realm

Using Query-based synchronization

 



Swift

A query-based Realm will contain no objects upon initially being created and opened, but 
data will be synchronized when subscribed to.

Subscribing to data

By default, a query-based synchronized Realm contains no data. Instead, the client 
application must choose, or subscribe to, which data it wants to partially synchronize from 
the overall Realm maintained on the server.

Subscribing to data is easy as it utilizes Realm's query system. Applications can create any 
number of queries for data which will be transmitted to the server and evaluated. The 
results of the query will then be synced to the application. The underlying sync protocol 
ensures that objects are only sent once in the case that an object matches several queries 
an application has subscribed to.

Subscriptions are automatically persisted and maintained by the server. When data 
changes occur the server will reevaluate existing subscriptions and push the changes to all 
clients.

let results = realm.objects(Person.self).filter("age > 18")1
let subscription = results.subscribe()2

subscribe()  registers the query with the server, and returns a SyncSubscription  

object which can be used to observe the current state of the subscription or to 
remove it. A subscription can also be given an explicit name by passing the desired 
name to subscribe() :

let subscription = results.subscribe(named: "my-subscription")



Objective-C

RLMSyncSubscription *subscription =1
    [[Person objectsInRealm:realm where:@"age > 17"] subscribe];2

subscribe  registers the query with the server, and returns an

RLMSyncSubscription  object which can be used to observe the current state of the 

subscription or to remove it. A subscription can also be given an explicit name by 
passing the desired name to subscribeWithName: :

RLMSyncSubscription *subscription =[[Person objectsInRealm:realm whe1
                                    subscribeWithName:@"my-subscript2



Java

Javascript

realm.where(Person.class)1
  .greaterThanOrEqual("age", 18)2
  .findAllAsync();3

All asynchronous queries will automatically turn into subscriptions. Subscriptions 
created this way are anonymous subscriptions. These kind of subscriptions cannot 
be unregistered again and are always running.

It is also possible to create named subscriptions that can be unregistered again.

realm.where(Person.class)1
  .greaterThanOrEqual("age", 18)2
  .findAllAsync("my-subscription");3

let results = realm.objects('Person').filtered('age >= 18');1
let subscription = results.subscribe();2



.Net

var subscription = realm.All<Person>().Where(p => p.Age > 18).Subscrib

Subscribe()  registers the query with the server, and returns a Subscription  

object which can be used to observe the current state of the subscription or to 
remove it. A subscription can also be given an explicit name by passing the desired 
name to Subscribe() :

var subscription = realm.All<Person>().Where(p => p.Age > 18).Subscrib

Registering for notifications

Working with a synced Realm is no different than a local Realm (other than it is 
automatically synchronized). As a result, you can utilize Realm's existing notification 
functionality to register for changes that occur through synchronization.

When you are using Query-based synchronization, the notification system is critical 
because you will need to know when the server has fulfilled the initial subscription in 
addition to later data changes.



Swift

let results = realm.objects(Person.self).filter("age > 18")1
let subscription = results.subscribe()2
let subscriptionToken = subscription.observe(\.state) { state in3
    switch state {4
    case .creating:5
        // The subscription has not yet been written to the Realm6
    case .pending:7
        // The subscription has been written to the Realm and is wai8
        // to be processed by the server9
    case .complete:10
        // The subscription has been processed by the server and all 11
        // matching the query are in the local Realm12
    case .invalidated:13
        // The subscription has been removed14
    case .error(let err):15
        // An error occurred while processing the subscription16
}17

18
let resultsToken = results.observe() { changes in19
    // Called whenever the objects in the local Realm which match th20
    // change, including when a subscription being added or removed 21
    // which objects are included.22
}23



Objective-C

RLMResults *results = [Person objectsInRealm:realm where:@"age > 17"1
RLMSyncSubscription *subscription = [results subscribe];2

3
RLMNotificationToken *token = [results addNotificationBlock:^(RLMRes4
     switch (subscription.state)5
      {6
          case RLMSyncSubscriptionStateCreating:7
               // The subscription has not yet been written to the R8
               break;9
          case RLMSyncSubscriptionStatePending10
               // The subscription has been written to the Realm and 11
               // to be processed by the server12
               break;13
          case RLMSyncSubscriptionStateComplete14
               // The subscription has been processed by the server 15
               // matching the query are in the local Realm16
               break;17
          case RLMSyncSubscriptionStateInvalidated18
               // The subscription has been removed19
               break;20
          case RLMSyncSubscriptionStateError:21
               // An error occurred while processing the subscriptio22
               break;23
          default:24
               break;25
      }26
}];27



Java

RealmResults<Person> persons = realm.where(Person.class).greaterThan1
query.addChangeListener(new OrderedRealmCollectionChangeListener<Rea2
    @Override3
    public void onChange(RealmResults<Person> persons, OrderedCollec4
        if (changeSet.isCompleteResult()) {5
          // If true, data has been downloaded from the server.6
          // If false, the query result is only based on local7
          // data.8
        }9
    }10
});11



Javascript

let results = realm.objects('Person').filtered('age >= 18');1
let subscription = results.subscribe();2
subscription.addListener((sub, state) => {3
    switch (state) {4
    case Realm.Sync.SubscriptionState.Creating:5
        // The subscription has not yet been written to the Realm6
        break;7
    case Realm.Sync.SubscriptionState.Pending:8
        // The subscription has been written to the Realm and is wai9
        // to be processed by the server10
        break;11
    case Realm.Sync.SubscriptionState.Complete:12
        // The subscription has been processed by the server and all13
        // matching the query are in the local Realm14
        break;15
    case Realm.Sync.SubscriptionState.Invalidated:16
        // The subscription has been removed17
        break;18
    case Realm.Sync.SubscriptionState.Error:19
        console.log('An error occurred: ', subscription.error);20
        break;21
    }22
});23

You can also listen to changes to the results set as usual:

let results = realm.objects('Person').filtered('age >= 18');1
let subscription = results.subscribe();2
results.addListener((collection, changes) => {3
    // Called whenever the objects in the local Realm which match th4
    // change, including when a subscription being added or removed 5
    // which objects are included6
});7



.Net

var subscription = realm.All<Person>().Where(p => p.Age > 18).Subscr1
2

// The Subscription class implements INotifyPropertyChanged so you c3
// pass it directly to the data-binding engine4
subscription.PropertyChanged += (s, e) =>5
{6
    switch (subscription.State)7
    {8
        case SubscriptionState.Creating:9
            // The subscription has not yet been written to the Real10
            break;11
        case SubscriptionState.Pending:12
            // The subscription has been written to the Realm and is 13
            // to be processed by the server14
            break;15
        case SubscriptionState.Complete:16
            // The subscription has been processed by the server and 17
            // matching the query are in the local Realm18
            break;19
        case SubscriptionState.Invalidated:20
            // The subscription has been removed21
            break;22
        case SubscriptionState.Error:23
            // An error occurred while processing the subscription24
            var error = subscription.Error;25
            break;26
    }27
};28

29
subscription.Results.CollectionChanged += (s, e) =>30
{31
    // Called whenever the objects in the local Realm which match th32
    // change, including when a subscription being added or removed 33
    // which objects are included.34
};35

Unsubscribing

If a client does not need the data from a subscription anymore, it can choose to 
unsubscribe. This does not delete the objects, but instead simply removes them from the 
client device. For example, if an application provides user-driven search (which creates a 



Swift

Objective-C

Java

subscription), it might choose to keep only the results from the last query to limit data 
stored on the device.

let subscription = realm.objects(Person.self).filter("age > 18").sub1
subscription.unsubscribe()2

RLMSyncSubscription *subscription =1
    [[Person objectsInRealm:realm where:@"age > 17"] subscribe];2
[subscription unsubscribe];3

realm.unsubscribeAsync("my-subscription", new Realm.UnsubscribeCallb1
    @Override2
    public void onSuccess(String subscriptionName) {3
        // Succesfully unsubscribed4
    }5

6
    @Override7
    public void onError(String subscriptionName, Throwable error) {8
        // Something went wrong when unsubscribing9
    }10
});11



Javascript

.Net

results.unsubscribe();

var subscription = realm.All<Person>().Where(p => p.Age > 18).Subscr1
await subscription.UnsubscribeAsync();2

3
// Alternatively, for named subscriptions, you can also unsubscribe4
// by their name:5
var named = realm.All<Person>().Where(p => p.Age > 18).Subscribe("le6

7
await Subscription.UnsubscribeAsync("legal-drivers");8

Full Synchronization

 

When you open a Realm without Query-based sync, the entire Realm contents will be kept in 
sync. You will not need to use the subscription APIs as described above. Instead, to control 
what data is synchronized to a client, you will need to split your data up into individual 
Realms. For example, a common pattern is to use a global Realm for shared data across all 
data at a base path /globalRealm  and user-specific data in a Realm at the user's scoped 

path: /~/myRealm .

Not what you were looking for? Leave Feedback
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Data access

Overview

Access to synchronized data is not limited to just mobile clients. Realm Platform offers 
support for server-side access via the following mechanisms:

Javascript (Node.js) SDK
.Net SDK
GraphQL

You can use these mechanisms to query or write to the synchronized Realms, opening up 
possibilities for server-side integrations, logic, or pushing changes to mobile clients. In 
general, a good way to think about server-side functionality is as if it were a special "server-
side client" participating in data sync just like mobile clients, but has trusted access to all 
application data.

Admin User

Realm Platform's user authentication supports the concept of an admin user. These users 
automatically have full read/write access to all synchronized Realms. Typically, when 
building server-side logic you will use an admin user as the identity in the server-side client 
code. For more information on admin users see the guide in the user authentication section:

Admin users
/using-synced-realms/user-
authentication/admin-users

SDKs

 

Both Realm Javascript and Realm .Net support server-side environments. The API remains 
the same, allowing you to login with an admin user and then open any synchronized Realm.

https://realm.io/docs/javascript/latest/
https://realm.io/docs/dotnet/latest/


Node.js

Realm Javascript supports any 64-bit Linux running Glibc 2.12 or newer, such as 
Ubuntu, Fedora, Debian, or CentOS.

Simply install Realm via NPM:

npm install realm

Then create a script that logs in with an admin user and open any synchronized 
Realm:

var Realm = require('realm');1
2

const server_address = "INSERT SERVER ADDRESS";3
4

async function main() {5
    const adminUser = await Realm.Sync.User.login(`https://${server_6
    const realm = await Realm.open({7
        sync: {8
            user: adminUser,9
            url: `realms://${server_address}/aRealm`,10
        }11
    });12

13
    // Use the Realm for querying or writing to push data to clients14
}15
 16
main()17

For more information consult the Realm Javascript SDK documentation.

https://realm.io/docs/javascript/latest/


.Net

Realm .NET supports running .NET Core and .NET Framework apps on Windows 
Server 2012 or later, as well as all Linux distributions that .NET Core supports.

Simply install Realm via NuGet:

Install-Package Realm

Note: The dotnet  command line tool is not supported when building for .NET Core. 

Please use Visual Studio or the msbuild  command line tool to build your project.

Then create a file called FodyWeavers.xml  in the root of your project and populate 

it with the following content:

<?xml version="1.0" encoding="utf-8" ?>1
<Weavers>2
    <RealmWeaver />3
</Weavers>4

Finally, log in as an admin user and open any synchronized Realm:

const string ServerUrl = "MY-SERVER-URL"1
async Task UseRealm()2
{3
    var credentials = Credentials.UsernamePassword("admin", "passwor4
    var adminUser = await User.LoginAsync(credentials, new Uri($"htt5
    var configuration = new FullSyncConfiguration(new Uri("/aRealm",6
    {7
        IsDynamic = true8
    };9
    var realm = await Realm.GetInstanceAsync(configuration);10

11
    // Use the Realm for querying or writing to push data to clients12
}13

14

https://www.nuget.org/packages/Realm/


static void Main()15
{16
    // Make sure to use a thread with a synchronization context in o17
    // to ensure that task continuations will be dispatched on the s18
    // thread. In this example, we're using AsyncContext Nito.AsyncE19
    // package: https://www.nuget.org/packages/Nito.AsyncEx20
    AsyncContext.Run(() => UseRealm());21
}22

For more information consult the Realm .NET SDK documentation.

GraphQL

 

Realm Platform's GraphQL support is designed for use with both front-end Javascript 
applications and in server-side environments which lack a dedicated Realm SDK. For 
example, you could use the GraphQL API to query for data in server-side Java application or 
to write changes from a Python script. Given that GraphQL is just a query language for an 
underlying HTTP API, you can manually create the API calls or use existing libraries.

For more information on Realm Platform's GraphQL support consult the full 
documentation:

GraphQL - Web Access /graphql-web-access

Not what you were looking for? Leave Feedback

http://realm.io/docs/dotnet/latest/
http://graphql.org/code/
https://realm3.typeform.com/to/A4guM3


Data change events

Realm Platform offers the ability to register for data change events, also called "Event 
Handling." This functionality is provided in the server-side Node.js and .NET SDKs via a 
global event listener API which hooks into the Realm Object Server, allowing you to observe 
changes across Realms. This could mean listening to every Realm for changes, or Realms 
that match a specific pattern. For example, if your app architecture separated user settings 
data into a Realm unique for each user where the virtual path was /~/settings , then a 

listener could be setup to react to changes to any user’s settings  Realm.

Whenever a change is synchronized to the server, it triggers a notification which allows you 
to run custom server-side logic in response to the change. The notification will inform you 
about the virtual path of the updated Realm and provide the Realm object and fine-grained 
information on which objects changed. The change set provides the object indexes broken 
down by class name for any inserted, deleted, or modified object in the last synchronized 
transaction.

Creating Event Handlers in Node.js

 

To use Realm's event handling, you’ll need to create a small Node.js application.

Create a directory to place the server files, then create a file named package.json . This 

JSON file is used by Node.js and npm, its package manager, to describe an application and 
specify external dependencies.

You can create this file interactively by using npm init . You can also fill in a simple 

skeleton file yourself using your text editor:

{1
  "name": "MyApp",2
  "version": "0.0.1",3
  "main": "index.js",4
  "author": "Your Name",5
  "description": "My Cool Realm App",6
  "dependencies":7



    {8
      "realm":"latest"9
    }10
}11

After the package.json  file is configured properly, type:

npm install

to download, unpack and configure all the modules and their dependencies.

Your event handler will need to access the Object Server with administrative privileges. In 
this example, we use the default realm-admin  and specify our credentials in our 

Realm.Sync.User.login  call.

This can be used to synchronously construct a Realm.Sync.User object which can be 

passed into the Realm constructor to open a connection to any Realm on the server side.

A sample index.js  file might look something like this. This example listens for changes 

to a user-specific private Realm at the virtual path /~/private . It will look for updated 

Coupon  objects in these Realms, verify their coupon code if it wasn’t verified yet, and write 

the result of the verification into the isValid  property of the Coupon  object.

'use strict';1
2

var Realm = require('realm'); 3
4

// the URL to the Realm Object Server5
var SERVER_URL = '//127.0.0.1:9080';6

7
// The regular expression you provide restricts the observed Realm files t8
// are actually interested in. This is done in a separate step to avoid th9
// of computing the fine-grained change set if it's not necessary.10
var NOTIFIER_PATH = '^/([^/]+)/private$';11

12
//declare admin user 13
let adminUser = undefined14



15
// The handleChange callback is called for every observed Realm file whene16
// has changes. It is called with a change event which contains the path, 17
// a version of the Realm from before the change, and indexes indication a18
// which were added, deleted, or modified in this change19
var handleChange = async function (changeEvent) {20
  // Extract the user ID from the virtual path, assuming that we're using21
  // a filter which only subscribes us to updates of user-scoped Realms.22
  var matches = changeEvent.path.match("^/([^/]+)/([^/]+)$");23
  var userId = matches[1];24

25
  var realm = changeEvent.realm;26
  var coupons = realm.objects('Coupon');27
  var couponIndexes = changeEvent.changes.Coupon.insertions;28

29
  for (let couponIndex of couponIndexes) {30
    var coupon = coupons[couponIndex];31
    if (coupon.isValid !== undefined) {32
      var isValid = verifyCouponForUser(coupon, userId);33
      realm.write(function() {34
        coupon.isValid = isValid;35
      });36
    }37
  }38
}39

40
function verifyCouponForUser(coupon, userId) {41
    //logic for verifying a coupon's validity42
}43

44
// register the event handler callback45
async function main() {46
    adminUser = await Realm.Sync.User.login(`https:${SERVER_URL}`, 'realm-47
    Realm.Sync.addListener(`realms:${SERVER_URL}`, adminUser, NOTIFIER_PAT48
}49

50
main()51

The heart of the event handler is the handleChange() function, which is passed a

changeEvent object. This object has four keys:

path : The path of the changed Realm (used above with match  to extract the user ID)

realm : the changed Realm itself

oldRealm : the changed Realm in its old state, before the changes were applied

changes : an object containing a hash map of the Realm’s changed objects



The changes  object itself has a more complicated structure: it’s a series of key/value 

pairs, the keys of which are the names of objects (i.e., Coupon  in the above code), and the 

values of which are another object with key/value pairs listing insertions, deletions, and 
modifications to those objects. The values of those keys are index values into the Realm. 
Here’s the overall structure of the changeEvent object:

{1
  path: "realms://server/user/realm",2
  realm: <realm object>,3
  oldRealm: <realm object>,4
  changes: {5
    objectType1: {6
      insertions: [ a, b, c, ...],7
      deletions: [ a, b, c, ...],8
      modifications: [ a, b, c, ...]9
    },10
    objectType2: {11
      insertions: [ a, b, c, ...],12
      deletions: [ a, b, c, ...],13
      modifications: [ a, b, c, ...]14
    }15
  }16
}17

In the example above, we get the Coupons and the indexes of the newly inserted coupons 
with this:

var realm = changeEvent.realm;1
var coupons = realm.objects('Coupon');2
var couponIndexes = changeEvent.changes.Coupon.insertions;3

Then, we use for (let couponIndex of couponIndexes)  to loop through the indexes and 

to get each changed coupon.

Creating Event Handlers in .NET

 



To use Realm Event Handling, you’ll need to create a .NET application. It can be a console 
app or Asp.NET app and can run on all flavours of Linux, macOS, or Windows that the .NET 
SDK supports.

Create a new project or open your existing one and add the Realm.Server NuGet package.

You’ll need to create a class that implements the INotificationHandler interface. It has two 
methods - ShouldHandle and HandleChangesAsync.

To tell the notifier that your handler is interested in observing changes for a particular path, 
return true  in the ShouldHandle  callback. As a general principle, ShouldHandle  should 

always return stable result every time it is invoked with the same path and should return as 
quickly as possible to avoid blocking observing of notifications. We’ve provided an abstract 
implementation of the INotificationHandler  interface in a Regex Notification Handler 

class that implements ShouldHandle  in terms of regex matching the string that is passed 

to its constructor. For example, if you want to observe changes to the user-specific private 
Realm at virtual path /~/private , you would provide the following implementation:

class PrivateHandler : RegexNotificationHandler1
{2
    public PrivateHandler() : base("^/.*/private$")3
    {4
    }5

6
    public override async Task HandleChangeAsync(IChangeDetails details)7
    {8
        // TODO: handle change notifications9
    }10
}11

The HandleChangesAsync  method is the heart of the event handler - it gets invoked 

whenever a Realm at an observed path ( ShouldHandle  returned true ) changes and is 

passed an IChangeDetails object that contains detailed information about the change that 
occurred. It has the following properties and methods:

 PreviousRealm and CurrentRealm are readonly snapshots of the state of the Realm 
just before and just after the change has occurred. PreviousRealm  may be null if the 

https://realm.io/docs/dotnet/latest/#getting-started
https://www.nuget.org/packages/Realm.Server
https://realm.io/docs/dotnet/latest/api/reference/Realms.Server.INotificationHandler.html
https://realm.io/docs/dotnet/latest/api/reference/Realms.Server.INotificationHandler.html
https://realm.io/docs/dotnet/latest/api/reference/Realms.Server.INotificationHandler.html
https://realm.io/docs/dotnet/latest/api/reference/Realms.Server.RegexNotificationHandler.html
https://realm.io/docs/dotnet/latest/api/reference/Realms.Server.IChangeDetails.html
https://realm.io/docs/dotnet/latest/api/reference/Realms.Server.IChangeDetails.html
https://realm.io/docs/dotnet/latest/api/reference/Realms.Server.IChangeDetails.html


notification was received just after creating the Realm. CurrentRealm  can never be 

null.
 RealmPath is the virtual path of the Realm that has changed, e.g. 
/some-user-id/private .

 GetRealmForWriting() can be invoked to get a writeable instance of the Realm that has 
changed in case you need to write some data in response to the change notification. 
Since writing to any Realm automatically advances it to the latest version, this Realm 
instance may contain slightly newer data than CurrentRealm  if new changes have 

been received while handling the notification. Unlike CurrentRealm  and 

PreviousRealm , the lifetime of this instance is not managed by the notifier, so make 

sure to place it inside a using  statement or manually dispose it as soon as you’re 

done with it.
 Changes is a dictionary of class names and IChangeSetDetails objects. For each 
object type that has changed, you’ll get a corresponding IChangeSetDetails  object 

containing Insertions, Deletions, and Modifications collections. Each of those contains 
IModification Details instances with the following properties:

  PreviousIndex  indicates the index of the changed object in the PreviousRealm  

view. It will be -1  if the object was inserted.

  PreviousObject  is the state of the object just before it has changed. It will be 

null  if the object was inserted.

  CurrentIndex  indicates the index of the changed object in the CurrentRealm  

view. It will be -1  if the object was deleted.

  CurrentObject  is the state of the object just after it has changed. It will be null 

if the object was deleted.

Here’s what a sample event handling application might look like in .NET:

public class Program1
{2
    private const string AdminUsername = "admin@foo.com";3
    private const string AdminPassword = "super-secure-password";4
    private const string ServerUrl = "127.0.0.1:9080";5

6
    public static void Main(string[] args) => MainAsync().Wait();7

8
    public static async Task MainAsync()9
    {10

11

https://realm.io/docs/dotnet/latest/api/reference/Realms.Server.IChangeDetails.html
https://realm.io/docs/dotnet/latest/api/reference/Realms.Server.IChangeDetails.html
https://realm.io/docs/dotnet/latest/api/reference/Realms.Server.IChangeDetails.html
https://realm.io/docs/dotnet/latest/api/reference/Realms.Server.IChangeSetDetails.html
https://realm.io/docs/dotnet/latest/api/reference/Realms.Server.IModificationDetails.html


        // Login the admin user12
        var credentials = Credentials.UsernamePassword(AdminUsername, Admi13
        var admin = await User.LoginAsync(credentials, new Uri($"http://{S14

15
        var config = new NotifierConfiguration(admin)16
        {17
            // Add all handlers that this notifier will invoke18
            Handlers = { new CouponHandler() }19
        };20

21
        // Start the notifier. Your handlers will be invoked for as22
        // long as the notifier is not disposed.23
        using (var notifier = await Notifier.StartAsync(config))24
        {25
            do26
            {27
                Console.WriteLine("Type in 'exit' to quit the app.");28
            }29
            while (Console.ReadLine() != "exit");30
        }31
    }32

33
    class CouponHandler : RegexNotificationHandler34
    {35
        // The regular expression you provide restricts the observed Realm 36
        // to only the subset you are actually interested in. This is done 37
        // avoid the cost of computing the fine-grained change set if it's 38
        // necessary.39
        public CouponHandler() : base($"^/.*/private$")40
        {41
        }42

43
        // The HandleChangeAsync method is called for every observed Realm 44
        // whenever it has changes. It is called with a change event which 45
        // a version of the Realm from before and after the change, as wel46
        // collections of all objects which were added, deleted, or modifi47
        public override async Task HandleChangeAsync(IChangeDetails detail48
        {49
            if (details.TryGetValue("Coupon", out var changeSetDetails) &&50
                changeSetDetails.Insertions.Length > 0)51
            {52
                // Extract the user ID from the virtual path, assuming tha53
                // a filter which only subscribes us to updates of user-sc54
                var userId = details.RealmPath.Split(new[] { '/' }, String55

56
                using (var realm = details.GetRealmForWriting())57
                {58
                    foreach (var coupon in changeSetDetails.Insertions.Sel59
                    {60
                        var isValid = await CouponVerifier.VerifyAsync(cou61

62



                        // Create a ThreadSafeReference of the coupon. Whi63
                        // details.CurrentRealm and details.GetRealmForWri64
                        // on the same thread, they are at different versi65
                        // to pass the Coupon between them either via Thre66
                        // or by its PrimaryKey.67
                        var writeableCoupon = realm.ResolveReference(Threa68

69
                        // It may be null if the coupon was deleted by the 70
                        if (writeableCoupon != null)71
                        {72
                            realm.Write(() => writeableCoupon.IsValid = is73
                        }74
                    }75
                }76
            }77
        }78
    }79
}80

Notes

Multiple Notifiers may be started (via Notifier.StartAsync) but they need to have a 
different WorkingDirectory specified to avoid errors.
HandleChangesAsync  will be invoked in parallel for different Realms but sequentially 

for changes on a single Realm. This means that if your code takes a lot of time to 
return from the function, a queue of notifications may build up for that particular 
Realm. Make sure to design your architecture with that in mind.
Asynchronous calls inside HandleChangesAsync  must not use 

ConfigureAwait(false)  as that will dispatch the continuation on a different thread 

making all Realm and RealmObject instances (that were open prior to the async 
operation) inaccessible from that thread.

Handling Changes

 

The event handler callback provides access to detailed change information through a 
passed in change event object. This includes the indexes for the objects corresponding to:

Insertions

https://realm.io/docs/dotnet/latest/api/reference/Realms.Server.Notifier.html#Realms_Server_Notifier_StartAsync_Realms_Server_NotifierConfiguration_
https://realm.io/docs/dotnet/latest/api/reference/Realms.Server.NotifierConfiguration.html#Realms_Server_NotifierConfiguration_WorkingDirectory


Javascript

Modifications
Deletions

The change information only applies at an object-level. If you need property-level change 
information, an additional data adapter API is available in Javascript which is designed to 
pass every database operation. It forms the basis for our pre-built database connectors. 
Read more here:

Data integration
/using-synced-realms/server-side-
usage/data-integration

Insertions/Modifications

To access the inserted or modified objects, you can access the Realm  object included in 

the change event object:

var handleChange = async function (changeEvent) {1
  // Get the current Realm2
  var realm = changeEvent.realm;3
  // Retrieve all objects of the relevant type4
  var coupons = realm.objects('Coupon');5
  // Retrieve the indexes for the insertions/modifications6
  var couponIndexes = changeEvent.changes.Coupon.insertions;7

8
  for (let couponIndex of couponIndexes) {9
    // Use the Results object to retrieve the inserted/modified obje10
    var coupon = coupons[couponIndex];11

12
    //..13
  }14
}15



.Net

// The HandleChangeAsync method is called for every observed Realm f1
// whenever it has changes. It is called with a change event which c2
// a version of the Realm from before and after the change, as well 3
// collections of all objects which were added, deleted, or modified 4
public override async Task HandleChangeAsync(IChangeDetails details)5
{6
    // Retrieve the indexes for the insertions/modifications7
    if (details.TryGetValue("Coupon", out var changeSetDetails) &&8
        changeSetDetails.Insertions.Length > 0)9
    {10
        // Get the current Realm11
        // If you want a read-only version, use .CurrentRealm proper12
        using (var realm = details.GetRealmForWriting())13
        {14
            // Use the Results object to retrieve the inserted/modif15
            foreach (var coupon in changeSetDetails.Insertions.Selec16
            {17
                //..18
            }19
        }20
    }21
}22

Deletions

To access the deleted objects, you cannot use the Realm  object included in the change 

event object. The reason is that the Realm object is at the current state of the database 

after the changes have been applied. This means the deleted objects are already removed. 
However, because Realm has an MVCC architecture, it is possible to provide a second view 
of the database that is at the state before the change.

This previous or old state is provided in the oldRealm  object included in the change event 

object. Use this to retrieve the delete objects:



Javascript

var handleChange = async function (changeEvent) {1
  // Get the old Realm that is at the state before the change2
  var oldRealm = changeEvent.oldRealm;3
  // Retrieve all objects of the relevant type4
  var coupons = oldRealm.objects('Coupon');5
  // Retrieve the indexes for the deletions6
  var couponIndexes = changeEvent.changes.Coupon.deletions;7

8
  for (let couponIndex of couponIndexes) {9
    // Use the Results object to retrieve the deleted object10
    var deletedCoupone = coupons[couponIndex];11

12
    //..13
  }14
}15



.Net

// The HandleChangeAsync method is called for every observed Realm f1
// whenever it has changes. It is called with a change event which c2
// a version of the Realm from before and after the change, as well 3
// collections of all objects which were added, deleted, or modified 4
public override async Task HandleChangeAsync(IChangeDetails details)5
{6
    // Retrieve the indexes for the insertions/modifications7
    if (details.TryGetValue("Coupon", out var changeSetDetails) &&8
        changeSetDetails.Deletions.Length > 0)9
    {10
        // Get the previous Realm11
        // This Realm is read-only!12
        using (var realm = details.PreviousRealm)13
        {14
            // Use the Results object to retrieve the deleted object15
            foreach (var coupon in changeSetDetails.Deletions.Select16
            {17
                //..18
            }19
        }20
    }21
}22

Integrating with a 3rd Party API

 

A great potential use case for our event handler is integration with a 3rd party API. When a 
change is made to the Realm Object Server, a call can be made to a 3rd party API and then 
the results can easily be written to a synchronized Realm.

The following example was made to be easily used with our ToDo app tutorial. It takes 
advantage of the wit.ai API which can be used for basic text recognition.

Prerequisites

Before running the event handler, install the dependencies via NPM

https://wit.ai/


npm install realm1
npm install node-wit2

If you choose to use this same API, you'll need to sign up to get an API token, and you'll 
need to configure a wit/datetime  entity.

Example

You'll need to fill out a number of constants within the script:

Wit Access Token
Server URL
Admin Login Credentials (this assumes the default realm-admin user and password)

The script assumes communication over https

'use strict';1
2

var fs = require('fs');3
var Realm = require('realm');4
const { Wit, log } = require('node-wit');5

6
// Server access token from wit.ai API7
var WIT_ACCESS_TOKEN = "INSERT_YOUR_WIT_ACCESS_TOKEN";8

9
// The URL to the Realm Object Server10
//format should be: 'IP_ADDRESS:port'  like example below 11
// var SERVER_URL = '127.0.0.1:9080';12
var SERVER_URL = 'INSERT_SERVER_URL';13

14
// The path used by the global notifier to listen for changes across all15
// Realms that match.16
var NOTIFIER_PATH = "/ToDo";17

18
const client = new Wit({ accessToken: WIT_ACCESS_TOKEN })19

20
//enable debugging if needed 21
//Realm.Sync.setLogLevel('debug');22

23
let adminUser = undefined24
    //INSERT HANDLER HERE25



var handleChange = async function(changeEvent) {26
    const realm = changeEvent.realm;27
    const tasks = realm.objects('Item');28
    console.log(tasks);29

30
    console.log('received change event');31

32
    const taskInsertIndexes = changeEvent.changes.Item.insertions;33
    const taskModIndexes = changeEvent.changes.Item.modifications;34
    const taskDeleteIndexes = changeEvent.changes.Item.deletions;35

36
    for (var i = 0; i < taskInsertIndexes.length; i++) {37
        const task = tasks[taskInsertIndexes[i]];38
        console.log(task);39
        let itemId = task.itemId40
        if (task !== undefined) {41
            console.log('insertion occurred');42
            const client = new Wit({ accessToken: WIT_ACCESS_TOKEN });43
            const data = await client.message(task.body, {})44
            console.log("Response received from wit: " + JSON.stringify(da45
            if (data.entities.datetime) {46
                var dateTime = data.entities.datetime[0];47
                if (!dateTime) {48
                    console.log("Couldn't find a date.");49
                    return;50
                }51
                realm.write(() => {52
                    task.body = `${task.body} - Date: ${dateTime.value}`53
                })54
            }55
        }56
    }57
}58
async function main() {59
    adminUser = await Realm.Sync.User.login(`https://${SERVER_URL}`, 'real60
    Realm.Sync.addListener(`realms://${SERVER_URL}`, adminUser, NOTIFIER_P61
    console.log('listening');62
}63

64
main()65

After filling out the constants, you can run the handler with node like:

node eventHandler.js



Not what you were looking for? Leave Feedback

https://realm3.typeform.com/to/A4guM3


Data integration

Overview

Realm Platform offers a Node.js-based Adapter API that allows you to access all low-level 
Object Server operations and data. This can be used to capture all the changes that come 
into the server and use them to replicate the data into a legacy database, such as Postgres, 
or feed into existing streaming infrastructure, such as Kafka.

The adapter API is designed for one-way transfer of all changes, including schema 
changes, to another system. To apply changes to a synchronized Realm, for two-way 
replication, you would use the existing SDK APIs with an admin user as described in the 
data access section.

Pre-built Data Connectors

Realm offers the following pre-built database connectors that utilize the Adapter API:

Postgres
SQLServer

These database connectors offer two-way replication. They use the Adapter API to capture 
changes from Realm and convert the operations into the applicable database commands in
the other system. In addition, they use different mechanisms to perform "Change Data 
Capture" from the other system and convert the operations into Realm API commands. As a 
result, the database connectors provide automatic realtime two-way synchronization 
simplifying integration work. For more information consult their documentation.

How to use the Adapter API

 

The Adapter API is set up in a very similar fashion to the Event Handler API. Create a small 
Node.js application by creating a directory to place the server files, then create a 
package.json  for npm dependencies or use npm init  to create it interactively.



package.json

{1
    "name": "MyApp",2
    "version": "0.0.1",3
    "main": "index.js",4
    "author": "Your Name",5
    "description": "My Cool Realm App",6
    dependencies":{7
        "realm": "^2.3.0"8
    }9
}10

As with the Event Handler API, you’ll need to access the Object Server with an 
admin user.

To use the Adapter API, the Node.js application you’re creating will act as a translator, 
receiving instructions from the Object Server and calling your external database’s API to 
read and write to it. A sample application might look like this:

var Realm = require('realm');1
2

var adapterConfig = {3
  // Insert the Realm admin token here4
  admin_token: 'ADMIN_TOKEN',5

6
  // the URL to the Realm Object Server7
  server_url: 'realm://127.0.0.1:9080',8

9
  // local path for the Adapter API file10
  local_path: './adapter',11

12
  // regular expression to limit which Realms will be observed13
  realm_path_regex: '/^\/([0-9a-f]+)\/private$/'14
};15

16
class CustomAdapter {17
  constructor(config) {18
    this.adapter = new Realm.Sync.Adapter(19
      config.local_path,20
      config.server_url,21



      Realm.Sync.User.adminUser(config.admin_token, config.server_url),22
      config.realm_path_regex,23

24
      // This callback is called any time a new transaction is available f25
      // processing for the given path. The argument is the path to the Re26
      // for which changes are available. This will be called for all Real27
      // which match realm_path_regex.28
      (realm_path) => {29
        var current_instructions = this.adapter.current(realm_path);30
        while (current_instructions) {31
          // if defined, process the current array of instructions32
          this.process_instructions(current_instructions);33

34
          // call advance to progress to the next transaction35
          this.adapter.advance(realm_path);36
          current_instructions = this.adapter.current(realm_path);37
        }38
      }39
    )40
  }41

42
  // This method is passed the list of instructions returned from43
  // Adapter.current(path)44
  process_instructions(instructions) {45
    instructions.forEach((instruction) => {46
        // perform an operation for each type of instruction47
        switch (instruction.type) {48
          case 'INSERT':49
            insert_object(instruction.object_type, instruction.identity, i50
            break;51
          case 'DELETE':52
            delete_object(instruction.object_type, instruction.identity);53
            break;54
          // ... add handlers for all other relevant instruction types55
          default:56
            break;57
        }58
      })59
  }60
}61

62
new CustomAdapter(adapterConfig);63

Available Instructions

Each instruction object returned by Adapter.current  has a type  property which is one 

of the following strings. Two or more other properties containing data for the instruction 



processing will also be set.

INSERT : insert a new object

object_type : type of the object being inserted

identity : primary key value or row index for the object

values : map of property names and property values for the object to insert

SET : set property values for an existing object

object_type : type of the object

identity : primary key value or row index for the object

values : map of property names and property values to update for the object

DELETE : delete an existing object

object_type : type of the object

identity : primary key value or row index for the object

CLEAR : delete all objects of a given type

object_type : type of the object

LIST_SET : set the object at a given list index to an object

object_type : type of the object

identity : primary key for the object

property : property name for the list property to mutate

list_index : list index to set

object_identity : primary key or row number of the object being set

LIST_INSERT : insert an object in the list at the given index

object_type : type of the object

identity : primary key for the object

property : property name for the list property to mutate

list_index : list index at which to insert

object_identity : primary key or row number of the object to insert

LIST_ERASE : erase an object in the list at the given index: this removes the object from

the list but the object will still exist in the Realm
object_type : type of the object

identity : primary key for the object

property : property name for the list property to mutate

list_index : list index which should be erased

LIST_CLEAR : clear a list removing all objects: objects are not deleted from the Realm

object_type : type of the object



identity : primary key for the object

property : property name for the list property to clear

ADD_TYPE : add a new type

object_type : name of the type

primary_key : name of primary key property for this type

properties : Property map as described in Realm.ObjectSchema 

ADD_PROPERTIES : add properties to an existing type

object_type : name of the type

properties : Property map as described in Realm.ObjectSchema 

CHANGE_IDENTITY : change the row index for an existing object: not called for objects 

with primary keys
object_type : type of the object

identity : old row value for the object

new_identity : new row value for the object

For full details, including all the instruction types and the data passed to them, consult the 
API reference for the Realm.Sync.Adapter  class.

Not what you were looking for? Leave Feedback 

https://realm.io/docs/javascript/latest/api/Realm.html#~ObjectSchema
https://realm.io/docs/javascript/latest/api/Realm.html#~ObjectSchema
https://realm.io/docs/javascript/2.2.0/api/Realm.Sync.Adapter.html
https://realm3.typeform.com/to/A4guM3


Postgres Data Connector

Distribution of the Postgres data connector package is currently paused. This 
page is only available for reference. We apologize for the inconvenience.

This guide walks you through how to use Realm’s data adapter to sync data from the 
Realm Object Server to a Postgres Server and vice versa. This shows an installation on a 
bare CentOS server of both Postgres and the Realm Data Adapter but any other platform 
that allows the enabling of logical replication could also be used. If you already have an 
existing Postgres server you can skip to the step that starts with installing the Realm Data 
Adapter.

Prerequisites:

 

Postgres 9.x (we recommend using 9.6)
Realm Object Server 3.11.0 (or higher) or Realm Cloud

Setting up your Postgres Instance

 

Already have a Postgres Server that you'd like to use? You'll need to enable 
logical replication on your server. More detailed instructions can be found in the 
install walkthrough below.



Manual Install via CentOS

The first thing we need to do is install Postgres on a EC2 instance. SSH to a fresh 
server.

# First we need to set-up the latest Postgres repo1
2

[centos@postgres-server ~]# rpm -Uvh [https://download.postgresql.or3
4

# Now update the repo5
6

[centos@postgres-server ~]# yum update7
8

# Let’s install Postgres9
10

[centos@postgres-server ~]# sudo yum install postgresql96-server pos11

Now let’s initialize the Postgres server

[centos@postgres-server ~]# /usr/pgsql-9.6/bin/postgresql96-setup init

Now we need to configure the Postgres server to accept the Realm data adapter 
connection. It is imperative to enable logical_replication  as the adapter relies 

on this feature for data synchronization.

# Open the Postgres conf file and add the following lines1
2

[centos@postgres-server ~]# vi /var/lib/pgsql/9.6/data/postgresql.co3
4

wal_level = logical5
6

max_wal_senders = 87
8

wal_keep_segments = 49
max_replication_slots = 410



Logical replication  is a built in streaming replication feature that allows clients 

to subscribe to the transaction logs. The transactions can then be parsed and used 
to generate Realm write transactions using the Realm Data Adapter. These are the 
settings we recommend for most installations but they could be changed based on 
your performance or architectural considerations.

You will also need to find the lines

#listen_addresses = 'localhost' 1
2

#port = 54323

And uncomment them and configure the listening address and port. By using a * on 
the address it will listen on every IP on the server which is useful in initial set-up for 
dev but you may want to lock this down in the future.

listen_addresses = '*' 1
2

port = 54323

Now let’s edit the conf file to allow for password authentication and a remote 
replication host

[centos@postgres-server ~]# sudo vi /var/lib/pgsql/9.6/data/pg_hba.con

Find the lines that look like this at the bottom and change them to use MD5 and add 
the IP address of your realm data adapter server

host    all     all        127.0.0.1/32        ident1
2

host    all     all        ::1/128            ident3
4



#host replication postgres 127.0.0.1/32 ident5

Now they should look like this

host    all     all        0.0.0.0/0        md51
2

host    all     all        ::1/128            md53
4

host    replication     postgres        <IP_ADDRESS_OF_ADAPTER_SERVE5

Now let’s enable and start our Postgres server

[centos@postgres-server ~]# systemctl enable postgresql-9.61
2

[centos@postgres-server ~]# systemctl start postgresql-9.63

Now let’s setup a password by switching to the postgres user

[centos@postgres-server ~]# su - postgres1
2

#Enter the psql prompt3
4

-bash-4.2$ psql5
6

#Configure a password for the postgres user7
8

postgres=# \password postgres9



Quickstart via Amazon RDS

Amazon RDS provides a way to quickly spin up a database.

You'll want to start by creating a Postgres instance. We suggest using Postgres 9.6. 
While creating the instance, spec it out however you like. Make sure to make note of 
the DB instance identifier  , master username  and master password . We will 

assume that we are using the default port of 5432 .

After creating the instance, you may test connecting to it.

We will then need to enable logical_replication  which facilitates the data 

synchronization with Realm.

To do this, you will need to create a new parameter group within your Amazon RDS. 
The parameter group family should match your version of Postgres (i.e. 
postgres9.6). You can keep all of the settings as the default except 
rds.local_replication  which needs to be set to 1.

More information on logical replication in RDS can be found here.

You should now be able to connect to the Postgres server remotely. There are various tools 
you can use online to connect and browse Postgres such as Postico .

Realm Data Adapter

 

The following section will walk you through the setup of the Realm Data Adapter which 
facilitates bidirectional sync between the Realm Object Server and a Postgres Server. The 
Realm Data Adapter is a node process which will run using Realm-JS and its own NPM 
package. If you do not yet have a running instance of the Realm Object Server, sign up for a 
cloud instance or see instructions on how to install a self-hosted Realm Object Server. 

https://aws.amazon.com/rds/
https://docs.aws.amazon.com/AmazonRDS/latest/UserGuide/CHAP_GettingStarted.CreatingConnecting.PostgreSQL.html
https://docs.aws.amazon.com/AmazonRDS/latest/UserGuide/CHAP_GettingStarted.CreatingConnecting.PostgreSQL.html#CHAP_GettingStarted.Connecting.PostgreSQL
https://docs.aws.amazon.com/AmazonRDS/latest/UserGuide/USER_WorkingWithParamGroups.html
https://aws.amazon.com/blogs/aws/amazon-rds-for-postgresql-new-minor-versions-logical-replication-dms-and-more/
https://eggerapps.at/postico/
https://cloud.realm.io/


CentOS

Releases

Distribution of the Postgres data connector package is currently paused. We 
apologize for the inconvenience.

You can see release notes for the latest releases on Github, and watch the repo if you want 
to be notified about new releases.

Installation

SSH to your new CentOS server for the data adapter

#Install EPEL which contains the node repos we need1
2

[centos@data-adapter-server ~]# sudo yum -y install epel-release3
4

#Install nodejs - it should come with npm5
6

[centos@data-adapter-server ~]# sudo yum -y install nodejs7
8

#We will also need to install node-gyp and postgresql-devel9
10

[centos@data-adapter-server ~]# sudo yum -y install node-gyp11
12

[centos@data-adapter-server ~]# sudo yum -y install postgresql-devel13
14

#Now install the Realm Data Adapter npm package15
#you will need to update your path and version information according16
[centos@data-adapter-server ~]# sudo npm install ~/Downloads/realm-p17

https://github.com/realm/realm-connectors/releases
https://github.com/realm/realm-connectors


macOS

#Now install Realm and the Realm Data Adapter npm package1
2

#create a new npm project (name as you like)3
4

npm init5
6

npm install ~/Downloads/realm-postgres-adapters-1.4.2.tgz7

If you are using version earlier than 1.3.0 you will also need to 
npm install realm .

Components

The data adapter relies on a number of components for two way data synchronization.

Data Adapter Package: This contains the core codebase of the adapter
An adapter script: This runs as a process to facilitate synchronization
Model definition: This defines the schema to be synchronized
Configuration variables: this defines a number of variables which are used during 
adapter configuration

While the breakdown of these components could be done in many ways, we'll show you a 
basic architecture with three files.

Prepare your Config File 

This file will contain the information required to connect to your Postgres Server. You'll need 
your connection information for both Realm and Postgres available. You might outline your 
file like so: 



config.js

module.exports = {1
    // Database name2
    database_name: "<INSERT_PG_DATABASE_NAME>",3

4
    // Realm Object Server Information5
    6
    //examples:7
    //self-hosted: realm://10.0.0.7:9080/8
    //cloud: realms://small-plastic-handle.us1a.cloud.realm.io/9
    realm_object_server_url: "realm://<IP_OR_DNS_OF_ROS>",10
    11
    //self-hosted: http://10.0.0.7:908012
    //cloud: https://small-plastic-handle.us1a.cloud.realm.io/13
    auth_server_url: "http://<IP_OR_DNS_OF_ROS>",14
    15
    admin_username: "<ADMIN_USER>",16

17
    admin_password: "<ADMIN_USER_PASSWORD>",18

19
    // The synced Realm path for the data ie. 'postgresRealm'20
    // Note: be careful not to start this path with a `/` if you have a tr21
    target_realm_path: '<URI_OF_REALM>',22

23
    // Postgres config used for all connections - replace with your data24
    postgres_config: {25
        host:     '<POSTGRES_SERVER_IP>',26
        port:     5432,27
        user:     '<POSTGRES_USER>',28
        password: '<POSTGRES_PASSWORD>'29
    },30
}31

Define your Models

You will need to let the adapter know which data you would like to sync between Realm and 
Postgres. You will do this by defining the schema of your data models which is then passed 
into the adapter process. This schema definition follows the syntax used by our Javascript 
SDK.

Below you'll find an example models file: 

https://realm.io/docs/javascript/latest/#models


const Bus = {1
    name: 'Bus',2
    primaryKey: 'vehicle',3
    properties: {4
        Scheduleid: {type: 'Schedule'},5
        vehicle: 'int',6
        fleet_id: { type: 'string', optional: true },7
        last_main: { type: 'date', optional: true }8
    }9
};10

11
const Driver = {12
    name: 'Driver',13
    primaryKey: 'id',14
    properties: {15
        Busvehicle: {type: 'Bus'},16
        id: 'int',17
        name: { type: 'string', optional: true },18
        employ_date: { type: 'date', optional: true }19
    }20
};21

22
const Schedule = {23
    name: 'Schedule',24
    primaryKey: 'id',25
    properties: {26
        id: 'int',27
        Routeid: {type: 'Route'},28
        departure: { type: 'date', optional: true },29
        arrival: { type: 'date', optional: true }30
    }31
};32

33
const Route = {34
    name: 'Route',35
    primaryKey: 'id',36
    properties: {37
        id: 'string'38
    }39
};40

41
42

module.exports = [43
    Bus,44
    Driver,45
    Schedule,46
    Route47
  ];48



There are a couple of things to notice when looking at the code and comparing it to the 
Postgres schema. The first thing you will notice is that not all the tables are reflected as 
Realm objects. By only listing a subset, the adapter will ignore the other tables and only 
sync Bus, Schedule, Driver, and Route tables. Additionally, any fields that you do not care 
about syncing can be dropped from the data model, you can see that fare is missing from 
Route schema. In order for the Postgres adapter to work all Object must have a primary key 
so that lookups can resolve in a timely manner.

Foreign Keys

The other important point demonstrated in this mapping is the Routeid property which in 
Postgres is a foreign key to the primary key in the Route table. However, instead of defining 
this as a string in Realm, we use Realm's link support to define this as a link to the 
corresponding Route object. The adapter will automatically resolve the foreign key 
relationship into a Realm link!

The data structure between Route and Schedule is that each Route row/object will link to 0 
or more Schedule row/object(s). The number of linked Schedules represents the number of 
schedules of each route. Thus in the app as you add more schedules to a route object, the 
app will create Schedule object which the adapter will then convert into a new row in the 
Schedule table.

Similarly, the reverse will happen, such that if you remove a Schedule row from Postgres, 
the adapter will convert this change and delete the corresponding Schedule object in Realm.

Lists

Realm also has the ability to support List properties as shown here.

When the data adapter encounters a List property it will go and create a subtable on 
Postgres with three columns: oid, idx, and target. The oid is the primary key of the main 
table, target is the primary key of the list table, idx is the index into an array.

The concept of lists does not typically exist in relational databases, the data adapter was 
designed to be one-way only for lists so if you want to maintain order you will need to use a 
stored procedure in Postgres. The indexes are zero-based and they need to be contiguous 
and unique. If you don't need ordered lists you can change your model to reference the 
parent object which means list properties are no longer needed

https://realm.io/docs/javascript/latest/#to-many-relationships


Your Adapter Script

Finally, we'll need to prepare and ultimately run our adapter script to test the 
synchronization. We'll present an example script below and then go through many of the 
configuration options which are available in a section below.  You'll notice that our 
constants point to the configuration and models files which we prepared above.

const Realm = require('realm');1
const fs = require('fs');2
const path = require('path');3
const PostgresAdapter = require('realm-postgres-adapters').PostgresAdapter4
const Config = require('./config');5
const Models = require('./realmmodels');6

7
async function main() {8
  //login as an admin user 9
  var admin_user = await Realm.Sync.User.login(Config.auth_server_url, Con10

11
  // Print out uncaught exceptions12
  process.on('uncaughtException', (err) => console.log(err));13

14
  var adapter = new PostgresAdapter({15
      // Realm configuration parameters for connecting to ROS16
      realmConfig: {17
          server: Config.realm_object_server_url, // or specify your realm18
          user:   admin_user,19
      },20
      dbName: Config.database_name,21
      // Postgres configuration and database name22
      postgresConfig: Config.postgres_config,23
      resetPostgresReplicationSlot: false,24

25
      // Set to true to create the Postgres DB if not already created26
      createPostgresDB: true,27
      initializeRealmFromPostgres: false,28
      // Map of custom types to Postgres types29
      /*customPostgresTypes: {30
          'USER-DEFINED': 'text',31
          'ARRAY':        'text',32
          'mpaa_rating':  'text',33
          'year':         'integer',34
      },*/35
      // Set to true to indicate Postgres tables should be created and36
      // properties added to these tables based on schema additions37
      // made in Realm. If set to false any desired changes to the38
      // Postgres schema will need to be made external to the adapter.39



      applyRealmSchemaChangesToPostgres: true,40
41

      // Only match a single Realm called 'myRealm'42
      realmRegex: Config.target_realm_path,43

44
      // Specify the Realm name all Postgres changes should be applied to45
      mapPostgresChangeToRealmPath: Config.target_realm_path,46

47
      // Specify the Realm objects we want to replicate in Postgres.48
      // Any types or properties not specified here will not be replicated49
      schema: Models,50

51
      printCommandsToConsole: true,52
  });53
}54

55
main();56

After you've finishing setting up your adapter file, you can run it with node via your terminal:

node adapter

When in development it may be necessary to reset your environment as you test 
things. For example, you may be solidifying your model configuration and make 
a change which is considered destructive. We've created a simple reset script 
which you can use to clean up your environment.  You can find it here. 

Detailed Configuration Options 

Environment Setup and Rules

From the explanations above, we know that the adapter uses Postgres replication slots to 
facilitate sync from Postgres to Realm. 

resetPostgresReplicationSlot?: boolean,

https://gist.github.com/ianpward/6aa25df804a14b4a4d6e7156322a9747


This optional config variable will reset the replication slot on the Postgres server when the 
adapter first boots up, this is useful for testing, since it will ignore any previous changes 
from Postgres since the last run.

When first running the adapter, you will need to make a few selections for handling the flow 
of data.

createPostgresDB?: boolean,1
2

initializeRealmFromPostgres?: boolean,3

The first option creates the Postgres database assuming it does not already exist using the 
configuration parameters you provided and creates tables using the realm object schema. 
The second option does the reverse, it creates the realms on the Realm Object Server 
matching the already existing Postgres schema. Typically, these are configured with one 
true and the other false. If you are adding a Postgres server to an already existing 
deployment of Realm Object Server you would set createPostgresDB to true and 
initializeRealmFromPostgres to false to ease in the setup of your Postgres server and 
minimize any schema mismatch issues. If you are adding Realm Object Server onto your 
existing Postgres database you will set createPostgresDB to false and 
initializeRealmFromPostgres to true for the same reasons.

While your adapter runs (especially in development), it is possible that you may decide to 
change your Realm model schema.

applyRealmSchemaChangesToPostgres?: boolean

This option will execute SQL commands to extend the schema anytime the data model in 
the mapped Realm changes. It will create new tables or add new columns when new fields 
are added to your Realm objects.

Custom Types



customPostgresTypes?:

This config option accepts a dictionary of key value pairs in JSON format. Postgres 
supports the ability to create custom types, if you have these in your Postgres database 
that you will mapping to Realm then you need to create a corresponding type in Realm that 
corresponds to your custom Postgres type. You can find the supported Realm types here

Mapping the data

realmRegex:

This option takes a regular expression string and tells the adapter what Realms to monitor 
for changes.

Let’s say the realm you were trying to monitor is

realm://127.0.0.1/myRealm

You could use this in the config:

realmRegex: ‘^/myRealm$’

Or let’s say that each user is opening a realm with the URL realm:

realm://127.0.0.1/~/myRealm

The ~  here expands into a userID on the server to get the URL

https://realm.io/docs/javascript/latest/#supported-types


fb80255953a5eba491671781778d3e91/myRealm  for example. In this case there would be a 

realm created per user and you could match all of them with:

realmRegex: ‘^/(.*?)/myRealm$’

Mapping a Postgres Table to a Specific Realm

mapPostgresChangeToRealmPath:

Is used to map a table and its properties to the appropriate realm path. This can be either a 
string literal or a function that returns a string. If you were only replicating a single realm 
then you would pass in the same regular expression that you gave for realmRegex, for 
instance: ‘^/myRealm$’

However, in the case where each user opens their own instance of myRealm you will need 
to map the Postgres change to the correct realm user. You can do this by using a function 
like this:

mapPostgresChangeToRealmPath: (tableName, props) => ‘/${props.userID}/myReal

You can also go the opposite way by using this config parameter:

mapRealmChangeToPostgresTable?:

This option is less commonly used because a Realm object typically maps to a Postgres 
table - with each user’s realm entries mapping to rows in the appropriate table. However, in 
case you do need to map Realm changes to specific tables based on custom logic you can 
call a function like so:



mapRealmChangeToPostgresTable?: (realmPath) => { tableName: string, extraPro

Given the realmPath that the change occurred on you must return the tableName in 
Postgres that you want to write the change to and a extraProperties Javascript object which
allows mapping realm data into other Postgres columns. You want to support more 
columns to convert data that is in realm as a single property. Such as if you wanted to 
assign an ID in Realm to two columns in Postgres.

Mapping Postgres Columns to Realm Models

By default, the adapter will sync a Postgres column to a Realm model of the same name. 
However, configuration options are exposed in the event that you'd like to rename your 
Postgres columns into something that is more friendly for your app developers. 

You can accomplish this with the following functions: 

mapPostgresTableName: (table_name)1
2

mapRealmClassName: (class_name)3

where the table_name is the name of your column/table in Postgres and the class_name is 
the desired name of your class/model within the Realm Object Server. 

For example: 

Let's imagine that we have a table in Postgres called Driver which we'd like to rename to a 
Realm class called Chauffeur. The following configuration options would be used from 
your adapter script. 

mapPostgresTableName: (table_name) => { 1
        if (table_name === 'Driver') {2
            return 'Chauffeur';3
        }4
        return table_name;5
    },6



    7
    mapRealmClassName: (class_name) => {8
        if (class_name === 'Chauffeur') {9
            return 'Driver';10
        } 11
        return class_name;12
    },13

You will also need to make sure your class name is defined correctly within your models 
definition. For example: 

const Driver = {1
    name: 'Chauffeur',2
    primaryKey: 'id',3
    properties: {4
        Busvehicle: {type: 'Bus'},5
        id: 'int',6
        name: { type: 'string', optional: true },7
        employ_date: { type: 'date', optional: true }8
    }9

10

Retrying Failed Queries

In case of failure errors ( PGRES_FATAL_ERROR ), Postgres queries can be retried. The retry 

logic can be configured using two options delayInMilliseconds  and numberOfRetries .

Example:

postgres_config: {1
        host:     '<POSTGRES_SERVER_IP>',2
        port:     5432,3
        user:     '<POSTGRES_USER>',4
        password: '<POSTGRES_PASSWORD>',5
        retryQuery: { 6
            numberOfRetries: 10, // default is 37
            delayInMilliseconds: 500 // default is 10 milliseconds8



        }9
    },10

Quick Reference for Configuration Options

 

Parameter Overview
Type/Default 
Setting

connect_timeout 

Sets the value of time needed 
to pass before a connection 
timeout error is thrown.

String?: 
seconds

switchToReferenceRealm 

Indicates if Realms should be 
migrated to reference Realms 
when uploading to Realm 
Object Server.

Boolean: 
false

createPostgresSchema 

Indicates whether the adapter 
will create Postgres tables, 
columns, and constraints at 
start-up (before processing any 
Realm or Postgres changesets).

Boolean: true

resetPostgresReplicationSlot 

Determines if adapter will reset 
the replication slot on the 
Postgres server when the 
adapter first boots up.

Boolean: 
false

createPostgresDB 

Creates a Postgres database if 
it does not already exist based 
on the Realm Object schema.

Boolean: 
false

initializeRealmFromPostgres 

If set to true the adapter will 
create realms for every 
connected Postgres instance.

Boolean: 
false



applyRealmSchemaChangesToPostgres 

If set to true the adapter will 
change the Postgres schema 
when the realm schema 
changes.

Boolean: 
false

mapPostgresChangeToRealmPath 

This maps a table and its 
properties to the appropriate 
realm path.

String or 
Function
See example 
for details 

Natively Supported Postgres Types

 

All of the default Postgres types are automatically mapped and converted to corresponding 
Realm types as shown here:

 

Realm 
type

Postgres types

string 
text , varchar , character , character varying , tsvector , json , 

bytea , uuid 

float  numeric , decimal , double precision 

int  bigint , smallint , integer 

bool  bool 

date 
timestamp , timestamp without time zone , timestamp with time zone , 

date 

data  not supported currently

https://realm.io/docs/javascript/latest/#supported-types


MSSQL Data Connector

Distribution of the MSSQL data connector package is currently paused. This 
page is only available for reference. We apologize for the inconvenience.

This guide walks you through how to use Realm’s data adapter to sync data from the 
Realm Object Server to a Microsoft SQL Server and vice versa. This guide shows the 
installation of the data adapter on an Ubuntu Server and assumes communication with an 
MSSQL Server in Amazon RDS, but any MSSQL Server will work as long as you are able to 
enable change tracking and snapshot isolation.

Requirements

 

Realm Object Server 3.11.0 (or higher) or Realm Cloud
MSSQL Server 2014 or newer 
The ability to enable Change Tracking and Snapshot Isolation on your MSSQL Server
A SQL User with sysadmin privileges (to run the adapter)

Example: Setting up Microsoft SQL Server

 

If you are running through this tutorial, we assume that you have a running MSSQL Server. 
If you do not, it is simple enough to create one using Amazon RDS.

Loading in Test Data:

To get you up and running, we will provide some test data to show how the data 
synchronization works. You can run these SQL statements from any SQL client like SSMS 
or SQLPro for MSSQL.

https://aws.amazon.com/rds/sqlserver/


Create the Database

IF (SELECT db_id('SQLSyncDemo')) IS NULL CREATE DATABASE SQLSyncDemo;

Enable Change Tracking on the Database

ALTER DATABASE SQLSyncDemo  1
SET CHANGE_TRACKING = ON  2
(CHANGE_RETENTION = 2 DAYS, AUTO_CLEANUP = ON)  3

4
ALTER DATABASE SQLSyncDemo5
SET ALLOW_SNAPSHOT_ISOLATION ON6
GO7

8
USE SQLSyncDemo  9
GO10

Create Tables

CREATE TABLE dbo.Address (1
    ID int NOT NULL,2
    ZipCode varchar(10) NOT NULL3
);4

5
ALTER TABLE dbo.Address ADD CONSTRAINT PK_Address PRIMARY KEY (ID);6

7
CREATE TABLE dbo.Customer (8
    ID int NOT NULL,9
    Company varchar(100) NULL10
);11

12
ALTER TABLE dbo.Customer ADD CONSTRAINT PK_Customer PRIMARY KEY (ID);13

14
/* JOIN table */15
CREATE TABLE dbo.CustomerAddress (16
    CustomerID int NOT NULL,17
    AddressID int NOT NULL,18
    IsBilling bit NOT NULL19
);20

21



ALTER TABLE dbo.CustomerAddress ADD CONSTRAINT PK_Customer_Address PRIMARY 22
23

CREATE TABLE dbo.Estimate (24
    ID int NOT NULL,25
    customerid int NOT NULL,26
    something varchar(50) NULL27
);28

29
ALTER TABLE dbo.Estimate ADD CONSTRAINT PK__Estimate PRIMARY KEY (ID);30

31
/* INSERT DATA */32

33
INSERT INTO Address (ID, ZipCode) VALUES 34
(1,'90101'),35
(2,'80100'),36
(3,'90100'),37
(4,'80100'),38
(6,'91111');39

40
INSERT INTO Customer (ID, Company) VALUES 41
(1,'C2'),42
(2,'C2'),43
(3,'C3');44

45
INSERT INTO CustomerAddress (CustomerID, AddressID, IsBilling) VALUES 46
(1,1,0),47
(1,2,0),48
(1,4,0),49
(2,3,0),50
(3,6,1);51

52
INSERT INTO Estimate (ID, customerid, something) VALUES 53
(13,1,'Some estimate');54

Enable Change Tracking on each Table

ALTER TABLE Address ENABLE CHANGE_TRACKING WITH (TRACK_COLUMNS_UPDATED = O1
ALTER TABLE Customer ENABLE CHANGE_TRACKING WITH (TRACK_COLUMNS_UPDATED = 2
ALTER TABLE CustomerAddress ENABLE CHANGE_TRACKING WITH (TRACK_COLUMNS_UPD3
ALTER TABLE Estimate ENABLE CHANGE_TRACKING WITH (TRACK_COLUMNS_UPDATED = 4

Example: Setting up The Data Adapter

 



The data adapter relies on a number of components for two way data synchronization.

Data Adapter Package: This contains the core codebase of the adapter
Adapter.js: This runs as a process to facilitate synchronization 
realmmodels.js: This defines the schema to be synchronized 
config.js: this defines a number of variables which are used during adapter 
configuration 
loader.js: You may choose to perform a one time bulk import of data into the Realm 
Object Server before running the adapter

Releases

Distribution of the MSSQL data connector package is currently paused. We 
apologize for the inconvenience.

You can see release notes for the latest releases on Github, and watch the repo if you want 
to be notified about new releases.

Installation

Find a desirable location on your server and run the following commands from your 
terminal:

mkdir mssql-test1
cd mssql-test2
#press enter through all the prompts that are returned to create a project3
npm init4
#replace the path below with your local path to your adapter package -- yo5
npm install ~/Downloads/realm-mssql-adapters-1.1.1.tgz6

Prepare your Config File

Create the file by running the following command:

https://github.com/realm/realm-connectors/releases
https://github.com/realm/realm-connectors


touch config.js

Using your preferred text editor, paste the following into your config file:

config.js

module.exports = {1
    // Database name2
    database_name: 'SQLSyncDemo',3

4
    database_schema: 'dbo',5

6
    // Realm Object Server URL7
    //self-hosted: realm://10.0.0.7:90808
    //cloud: realms://small-plastic-handle.us1a.cloud.realm.io/9
    //note: port only required for self-hosted10
    realm_object_server_url: "realm://<IP_OR_DNS_OF_ROS>",11

12
    //self-hosted:http://10.0.0.7:908013
    //cloud: https://small-plastic-handle.us1a.cloud.realm.io/14
    auth_server_url: "http://<IP_OR_DNS_OF_ROS>",15

16
    //enter as necessary17
    admin_username: 'realm-admin',18
    admin_password: '',19

20
    // The synced Realm path for the data21
    target_realm_path: '/SQLDemoNew',22

23
    // MSSQL config used for all connections - replace with your data24
    sqlserver_config: {25
        user:       'realm',26
        password:   'my-sql-password',27
        server:     'mydbinstanceAddress.us-east-1.rds.amazonaws.com',28
        port:        1433,29
        connectionTimeout: 300000,30
        requestTimeout:    300000,31
        pool: {32
           idleTimeoutMillis: 30000033
       },34
      options: {35
          //only if needed for server 36
          encrypt: true37
      }    38
  },39



}40

You'll need to change a number of the various variables to match your own environment 
like the SQL Server information, admin user token, and the ROS address.

Prepare your Models File

Create the file by running the following command:

touch realmmodels.js

Using your preferred text editor, paste the following into your models file:

realmmodels.js

const Customer = {1
    name: 'Customer',2
    primaryKey: 'ID',3
    properties: {4
        ID: 'int',5
        Company: 'string',6
        addresses: { type: 'list', objectType: 'CustomerAddress', watch_ta7
        Estimates: { type: 'list', objectType: 'Estimate', watch_table: tr8
    }9
}10

11
const CustomerAddress = {12
    name: 'CustomerAddress',13
    primaryKey: 'pk',14
    properties: {15
        pk: 'string',16
        customerid: { type: 'linkingObjects', objectType: 'Customer', prop17
        addressid: 'Address',18
        IsBilling: 'bool',19
    }20
}21

22
const Address = {23
    name: 'Address',24
    primaryKey: 'ID',25



    properties: {26
        ID: 'int',27
        ZipCode: 'string',28
    },29
}30

31
const Estimate = {32
    name: 'Estimate',33
    primaryKey: 'ID',34
    properties: {35
        ID: 'int',36
        customerid: { type: 'linkingObjects', objectType: 'Customer', prop37
        Something: 'string',38
    }39
}40

41
42

module.exports = [43
    Customer, 44
    CustomerAddress, 45
    Address, 46
    Estimate47
];48

This models file is built specifically to work with the SQL data which we loaded 
into our SQL Server. You will edit this schema to match your own data that you 
wish to synchronize.

Load the existing SQL Data into ROS

Create your loader file by running the following command:

touch loader.js

Using your preferred text editor, paste the following into your loader file:

loader.js



const Realm = require('realm');1
const fs = require('fs');2
const path = require('path');3
const SQLServerRealmLoader = require('realm-mssql-adapters').SQLServerReal4
const Config = require('./config');5

6
const Models = require('./realmmodels');7

8
if (process.env.NODE_ENV !== 'production') {9
    require('source-map-support').install();10
}11

12
// Print out uncaught exceptions13
process.on('uncaughtException', (err) => console.log(err));14

15
async function main() {16
    //login as an admin user 17
    var admin_user = await Realm.Sync.User.login(Config.auth_server_url, C18

19
    const conf = {20
        // Realm configuration parameters for connecting to ROS21
        realmConfig: {22
            server: Config.realm_object_server_url, // or specify your rea23
            user:   admin_user,24
        },25
        dbName: Config.database_name,26
        dbSchema: Config.database_schema,27
        // SQL Server configuration and database name28
        sqlserverConfig: Config.sqlserver_config,29

30
        // Set to true to create the SQL Server DB if not already created31
        createSQLServerDB: false,32
        initializeRealmFromSQLServer: false,33
        // Enable and set this function if you'd like to speed up your loa34
        //loaderSQLBatchSize: 1000,35

36
        // Set to true to indicate SQL Server tables should be created and37
        // properties added to these tables based on schema additions38
        // made in Realm. If set to false any desired changes to the39
        // SQL Server schema will need to be made external to the adapter.40
        applyRealmSchemaChangesToSQLServer: false,41

42
        // Only match a single Realm called 'testRealm'43
        //realmRegex: `/*`+Config.database_name,44
        realmRegex: Config.target_realm_path,45

46
        // Specify the Realm name all SQL Server changes should be applied 47
        mapSQLServerChangeToRealmPath: Config.target_realm_path,48

49
        // Specify the Realm objects we want to replicate in SQL Server.50
        // Any types or properties not specified here will not be replicat51



        schema: Models,52
53

        printCommandsToConsole: true,54
55

        compoundPrimaryKeys: {56
            'CustomerAddress': [57
                { property: 'customerid', dbColumn: 'CustomerID', type: 'i58
                { property: 'addressid', dbColumn: 'AddressID', type: 'int59
            ]60
        }61
    }62
    var loader = new SQLServerRealmLoader(conf);63
        loader.init().catch(console.error)64
}65

66
main();67

Now you should be able to run the loader to import your SQL data into the Realm Object 
Server. Simply run:

node loader.js

Note: At this point, you might check to see if the data is available in Realm 
Studio. If you see the Realm files created but no resulting data, this is due to the 
loader / adapter design. After completion, the loader will attempt to upload all 
local data to your Realm Object Server instance. If it does not complete within 
the loaderUploadMaxWaitTime  (default 60 seconds), it will simply persist the 

data locally until it is ultimately uploaded when the adapter process is run.

Improving the Performance of your Loader

Importing a large amount of data can sometimes take a fair amount of time.  Here's a few 
tips to increase the performance of your loader

Increase the batch size from the default size of 1000 by using the 
loaderSQLBatchSize parameter in your loader file. 



MSSQL Data Loaded into ROS

When using JOIN tables, seed the RealmID field with a uuid on the SQL side before 
running the loader script.

You should now be able to use Realm Studio to see that the data was synchronized to your 
Realm Object Server.

Run the Adapter for Bidirectional Sync

Finally, we need to create and configure the adapter file which will facilitate bidirectional 
synchronization. Create the file by running the following command:

touch adapter.js

Using your preferred text editor, paste the following into your adapter file:

adapter.js

const fs = require('fs');1
const path = require('path');2
const process = require('process');3
const SQLServerAdapter = require('realm-mssql-adapters').SQLServerAdapter;4
const Config = require('./config');5



const Models = require('./realmmodels');6
7

// Print out uncaught exceptions8
process.on('uncaughtException', (err) => console.log(err));9

10
async function main() {11
    //login as an admin user 12
    var admin_user = await Realm.Sync.User.login(Config.auth_server_url, C13
    const conf = {14
        // Realm configuration parameters for connecting to ROS15
        realmConfig: {16
            server: Config.realm_object_server_url, // or specify your rea17
            user:   admin_user,18
        },19
        dbName: Config.database_name,20
        dbSchema: Config.database_schema,21
        // SQL Server configuration and database name22
        sqlserverConfig: Config.sqlserver_config,23

24
        // Set to true to create the SQL Server DB if not already created25
        createSQLServerDB: false,26
        initializeRealmFromSQLServer: false,27

28
        // Set to true to indicate SQL Server tables should be created and29
        // properties added to these tables based on schema additions30
        // made in Realm. If set to false any desired changes to the31
        // SQL Server schema will need to be made external to the adapter.32
        applyRealmSchemaChangesToSQLServer: false,33

34
        // Only match a single Realm called 'testRealm'35
        //realmRegex: `/*`+Config.database_name,36
        realmRegex: Config.target_realm_path,37

38
        // Specify the Realm name all SQL Server changes should be applied 39
        mapSQLServerChangeToRealmPath: Config.target_realm_path,40

41
        // Specify the Realm objects we want to replicate in SQL Server.42
        // Any types or properties not specified here will not be replicat43
        schema: Models,44

45
        printCommandsToConsole: false,46

47
        compoundPrimaryKeys: {48
            'CustomerAddress': [49
                { property: 'customerid', dbColumn: 'CustomerID', type: 'i50
                { property: 'addressid', dbColumn: 'AddressID', type: 'int51
            ]52
        }53
    }54

55
    var adapter = new SQLServerAdapter(conf);56



}57
58

main();59

Finally, run the adapter file:

node adapter.js

In a production environment, make sure to run the adapter in the background 
using a process manager like PM2.

You can now make changes on either the MSSQL or ROS side and see the changes 
synchronized between the two databases.

Not what you were looking for? Leave Feedback

Running the adapter without a sysadmin

In the event that you cannot or prefer not to use a sysadmin user, you may create a user 
that is granted select, insert, delete, update and change tracking privileges. You will need to 
grant these privileges for every table in the database.

create login foo with password = 'password'; 1
create user foo for login foo with default_schema = dbo;2

3
alter database test set change_tracking = on;4

5
grant create database to foo;6
grant create table to foo;7
grant select on test.dbo.MapTable to foo;8
grant insert on test.dbo.MapTable to foo;9
grant alter on test.dbo.MapTable to foo;10
grant delete on test.dbo.MapTable to foo;11
grant update on test.dbo.MapTable to foo;12
grant view change tracking on test.dbo.MapTable to foo;13

https://realm3.typeform.com/to/A4guM3


Relationships

 

One of the first things you will need to add to support the Realm Adapter for MSSQL is a 
RealmId string field to each object you want to support in Realm. This will be used as the 
PrimaryKey for your Realm models on the Realm side. You will also need to add a RealmId 
column as a nvarchar(128) to each table that matches your classes in Realm. This will be 
auto-generated and loaded into SQL when the Realm loader is run - to improve performance 
generate these GUID values on the SQL side first. This is necessary to enable the linking of 
models and List relationships from Realm primary keys to SQL primary keys. Additionally, 
this will allow an offline mobile client to create objects without getting a primary key from 
the SQL Server. The adapter will then create a mapping of Realm object to a SQL row by 
creating a mapping of the primary keys. In the Realm models the actual primary key of the 
SQL server will be made optional in Realm (even though it is required in SQL) but 
designated in the Realm model with sqlserverPrimaryKey key. This is why it is important to 
designate an IDENTITY column which will automatically insert a Primary Key into a new 
row when the Realm adapter inserts a new object into SQL. 

When designing your schema for the Realm adapter to match the schema of your MSSQL 
database you must consider how your relationships should be structured in the Realm 
Object model compared to relations between tables on SQL Server.

1 to 1 Relationship

This is the most straightforward relationship. In your SQL schema you have one table that 
has a foreign key column to another table thus forming a relationship. In the Realm data 
model relationships are defined by declaring a name of a Realm object as a property of a 
parent object as shown here:

Let’s say your SQL schema looked like this:

CREATE TABLE dbo.Passport1

https://realm.io/docs/javascript/latest/#to-one-relationships


(2
PassportId INT NOT NULL IDENTITY(1,1),3
RealmId VARCHAR(255),4
Country     VARCHAR(255) NOT NULL,5
CONSTRAINT PK_Passport PRIMARY KEY (PassportId)6
);7

8
CREATE TABLE dbo.Person9
(10
PersonId INT NOT NULL IDENTITY(1,1),11
Name VARCHAR(255) NOT NULL,12
RealmId VARCHAR(255),13
PassportId INT FOREIGN KEY REFERENCES Passport(PassportId),14
CONSTRAINT PK_Person PRIMARY KEY (PersonId)15
);16

Notice how we added an optional RealmId column to each table. 

With this schema we can see that there is a Person table and there is a column for 
PassportId which means every Person must have a Passport or foreign key to the ID 
column of the Passport table. Now we go to create this schema with a Realm model, notice 
how the PassportId field for Person now just have the relation or link to the Passport class.

const Person = {1
   name: 'Person',2
   primaryKey: 'RealmId',3
   sqlserverPrimaryKey: 'PersonId',4
   properties: {5
       RealmId: 'string',6
       PassportId: 'Passport',7
       PersonId: { type: 'int', optional: true },8
       Name: 'string',9
   }10
}11

12
const Passport = {13
       name: 'Passport',14
       primaryKey: 'RealmId',15
       sqlserverPrimaryKey: 'PassportId',16
       properties: {17
           Country: 'string',18
           RealmId: 'string',19
           PassportId: { type: 'int', optional: true },20



1-1 Relationships in Realm Studio

       }21
   }22

Now lets insert some data into SQL Server by executing the commands below

SET IDENTITY_INSERT Passport ON1
2

INSERT INTO dbo.Passport (PassportId, Country) VALUES3
(1, 'USA'),4
(2, 'Canada');5

6
SET IDENTITY_INSERT Passport OFF7

8
SET IDENTITY_INSERT Person ON9

10
INSERT INTO dbo.Person (PersonId, Name, PassportId) VALUES11
(1, 'Curly', 1),12
(2, 'Larry', 1),13
(3, 'Moe', 2);14

15
SET IDENTITY_INSERT Person OFF16

Now run the loader and it should then finish without errors and then run the adapter. If you 
take a look in Realm Studio you should see the Person objects populated with links to a 
Passport objects.

If you now run the adapter you can insert into Realm or SQL and watch as the data is 
replicated to the opposite side. If you are inserting from the Realm side - do not worry about 
inserting the SQL primary key - the database should take care of that for you. Conversely, if 
you are inserting from the SQL side the Realm object will automatically have a RealmId 
generated for it from the adapter. 

1 to Many Relationships



Now the next question becomes how to represent one to many relationships where a single 
parent object can have many child objects. In SQL these are represented with Foreign Keys 
from the child object back to its particular parent. In Realm we represent these as a list or 
array of Child objects as a property of the Parent object as shown here

Let’s say your SQL Schema looks like so:

CREATE TABLE dbo.Author1
(2
AuthorId INT NOT NULL IDENTITY(1,1),3
FullName     VARCHAR(255) NOT NULL,4
RealmId VARCHAR(255),5
CONSTRAINT PK_Author PRIMARY KEY (AuthorId)6
);7

8
CREATE TABLE dbo.Book9
(10
BookId INT NOT NULL IDENTITY(1,1),11
Name VARCHAR(255) NOT NULL,12
RealmId VARCHAR(255),13
Author   INT FOREIGN KEY REFERENCES Author(AuthorId),14
CONSTRAINT PK_Book PRIMARY KEY (BookId)15
);16

Your corresponding Realm schema would look like this:

const Author = {1
   name: 'Author',2
   primaryKey: 'RealmId',3
   sqlserverPrimaryKey: 'AuthorId',4
   properties: {5
       RealmId: 'string',6
       AuthorId: { type: 'int', optional: true },7
       FullName: 'string',8
       books: { type: 'linkingObjects', objectType: 'Book', property: 'Aut9
   }10
}11
const Book = {12
   name: 'Book',13
   primaryKey: 'RealmId',14
   sqlserverPrimaryKey: 'BookId',15
   properties: {16

https://realm.io/docs/javascript/latest/#to-one-relationships
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       Author: 'Author',17
       BookId: { type: 'int', optional: true },18
       RealmId: 'string',19
       Name: 'string',20
   }21
}22

We use a linking object in Author to return an array of all Book objects that are linked to that
Author. While it will not show up in Studio - you will be able to access these Author.Book 
objects in your Swift/Kotlin/Java/JS/.NET models.

Now lets insert some data:

SET IDENTITY_INSERT Author ON1
2

INSERT INTO dbo.Author (AuthorId, FullName) VALUES3
(1, 'Ernest Hemingway'),4
(2, 'Kurt Vonnegut'),5
(3, 'Mikhail Bulgakov');6

7
SET IDENTITY_INSERT Author OFF8

9
SET IDENTITY_INSERT Book ON10

11
INSERT INTO dbo.Book (BookId, Name, Author) VALUES12
(1, 'For Whom the Bell Tolls', 1),13
(2, 'The Sun Also Rises', 1),14
(3, 'A Farewell to Arms', 1),15
(4, 'Slaughterhouse-Five', 2),16
(5, 'Cats Cradle', 2),17
(6, 'The Master and Margarita', 3);18

19
SET IDENTITY_INSERT Book OFF20

Now if you run the loader and adapter you should see the Foreign Key column mapping to 
the appropriate relationship back to Author.



1 to Many Relationships with Order

One of the things about Relational Databases is that they do not have an inherent order in 
their tables - rows are ordered by when they are inserted. In Realm, and with all object-
oriented programming Lists with order give the developer one less thing to worry about. The 
MSSQL-Realm adapter is no exception. 

Let’s say your SQL Schema looks like so:

CREATE TABLE dbo.BusLine1
(2
BusLineId INT NOT NULL IDENTITY(1,1),3
Name     VARCHAR(255) NOT NULL,4
RealmId VARCHAR(255),5
CONSTRAINT PK_BusLine PRIMARY KEY (BusLineId)6
);7

8
CREATE TABLE dbo.Stop9
(10
StopId INT NOT NULL IDENTITY(1,1),11
Name VARCHAR(255) NOT NULL,12
RealmId VARCHAR(255),13
BusLineId INT FOREIGN KEY REFERENCES BusLine(BusLineId),14
CONSTRAINT PK_Stop PRIMARY KEY (StopId)15
);16

The corresponding Realm schema would look like so:

const Stop = {1
   name: 'Stop',2
   primaryKey: 'RealmId',3
   sqlserverPrimaryKey: 'StopId',4
   properties: {5
       RealmId: 'string',6
       BusLineId: { type: 'linkingObjects', objectType: 'BusLine', propert7
       StopId: { type: 'int', optional: true },8
       Name: 'string',9
   }10
}11

12



const BusLine = {13
   name: 'BusLine',14
   primaryKey: 'RealmId',15
   sqlserverPrimaryKey: 'BusLineId',16
   properties: {17
       RealmId: 'string',18
       BusLineId: { type: 'int', optional: true },19
       Name: 'string',20
       Stops: { type: 'list', objectType: 'Stop', watch_table: true },21
   }22
}23

Notice the special watch_table: true  designation in its List definition. This 

instructs the adapter that order matters here and will continue to make sure that 
order is maintained each time inserts or modifications occur in the RealmList.

Now let’s insert some data:

SET IDENTITY_INSERT BusLine ON1
2

INSERT INTO dbo.BusLine (BusLineId, Name) VALUES3
(1, 'Marina'),4
(2, 'SOMA'),5
(3, 'Mission');6

7
SET IDENTITY_INSERT BusLine OFF8

9
SET IDENTITY_INSERT Stop ON10

11
INSERT INTO dbo.Stop (StopId, Name, BusLineId) VALUES12
(1, 'Market', 1),13
(2, 'Gough', 1),14
(3, 'Union', 1),15
(4, 'Townsend', 2),16
(5, 'Mission', 3),17
(6, 'Van Ness', 3);18

19
SET IDENTITY_INSERT Stop OFF20



Viewing order relationships in Studio

How the Realm Adapter handles order within SQL

Now if you rerun the loader and the adapter you will see a List of Stops associated with 
each BusLine.

On the SQL side you will see a special table created called __BusLine__Stops - this is an 
internal table for the Realm Adapter to maintain order.

Many to Many Relationships

In SQL Many-Many relationships are represented through JOIN tables that often use a 
compound primary key between two Foreign Keys. Such concepts are not needed in Realm 
because it is an object database that uses links to other classes to form relationships with 
backlinks as shown here

However, in order to integrate with relational database constructs the adapter provides 
support for JOIN tables and compound primary keys.

Let’s say your SQL schema looked like this:

CREATE TABLE dbo.Route (1
    RouteKey int NOT NULL IDENTITY(1,1),2
 RouteName nvarchar(32),3
    RealmID nvarchar(128),4
 CONSTRAINT PK_Route PRIMARY KEY (RouteKey),5
)6
CREATE TABLE dbo.Employee (7
    EmployeeKey int NOT NULL IDENTITY(1,1),8
    EmployeeName nvarchar(64),9
    RealmID nvarchar(128),10
    CONSTRAINT PK_Employee PRIMARY KEY (EmployeeKey)11
)12
CREATE TABLE dbo.EmployeeRoute (13
    RouteKey int FOREIGN KEY REFERENCES Route(RouteKey) NOT NULL,14
    EmployeeKey int FOREIGN KEY REFERENCES Employee(EmployeeKey) NOT NULL15

https://realm.io/docs/javascript/latest#to-many-relationships


)16
ALTER TABLE dbo.EmployeeRoute ADD CONSTRAINT PK_EMPLOYEE_ROUTE PRIMARY KEY17

Then your corresponding Realm schema would look like this:

const Route = {1
   name: 'Route',2
   primaryKey: 'RealmID',3
   sqlserverPrimaryKey: 'RouteKey',4
   properties: {5
       RealmID: 'string',6
       RouteKey: { type: 'int', optional: true },7
       RouteName: 'string',8
       Employees: { type: 'linkingObjects', objectType: 'EmployeeRoute', p9
   }10
}11

12
const EmployeeRoute = {13
   name: 'EmployeeRoute',14
   primaryKey: 'PK',15
   properties: {16
       PK: 'string',17
       EmployeeKey: 'Employee',18
       RouteKey: 'Route'19
   }20
}21

22
const Employee = {23
   name: 'Employee',24
   primaryKey: 'RealmID',25
   sqlserverPrimaryKey: 'EmployeeKey',26
   properties: {27
       RealmID: 'string',28
       EmployeeKey: { type: 'int', optional: true },29
       EmployeeName: { type: 'string', optional: true },30
       Routes: { type: 'linkingObjects', objectType: 'EmployeeRoute', prop31
   }32
}33

Where every Employee has Routes and every Route has Employees. Notice the new field PK 
on the EmployeeRoute object. This is an internal Realm Adapter construct which will 
represent the JOIN table compound key as a concatenation of the two foreign keys. 



Now let’s insert some data into SQL:

SET IDENTITY_INSERT Employee ON1
2

INSERT INTO dbo.Employee (EmployeeKey, EmployeeName) VALUES3
(1, 'Tom'),4
(2, 'David'),5
(3, 'Nathan');6

7
SET IDENTITY_INSERT Employee OFF8

9
SET IDENTITY_INSERT Route ON10

11
INSERT INTO dbo.Route (RouteKey, RouteName) VALUES12
(1, 'East'),13
(2, 'West'),14
(3, 'North');15

16
SET IDENTITY_INSERT Route OFF17

18
INSERT INTO dbo.EmployeeRoute  (EmployeeKey, RouteKey) VALUES19
(1, 1),20
(2, 1),21
(3, 1),22
(2, 3);23

You will also need to configure the compound primary keys in the adapter and the loader 
like this:

   compoundPrimaryKeys: {1
       'EmployeeRoute': [2
           { property: 'EmployeeKey', dbColumn: 'EmployeeKey', type: 'int'3
           { property: 'RouteKey', dbColumn: 'RouteKey', type: 'int' },4
       ]5

6
   }7



Viewing many to many relationships within Realm Studio

In order to insert or delete directly to/from EmployeeRoute (or any JOIN object), a few rules 
must be obeyed.

The EmployeeRoute.PK (on the Realm side) must be made up of two parts. For example ‘2-
3’, where the first number(2) is the SQL ID (Employee.EmployeeKey), and the second 
number (3) is also the SQL ID Route.RouteKey. Also, the EmployeeRoute.EmployeeKey and 
EmployeeRoute.RouteKey columns have to store references (Realm IDs) to the 
corresponding entities as defined in the PK.

Updating an EmployeeRoute (or a JOIN object) is not possible because the PK is made up 
of two parts which reference the linked objects. If you update the other columns (the 
referenced objects), you would need to update the PK as well, but updating PKs is neither 
possible nor advisable. Instead it is recommend to delete the JOIN object and then re-insert 
with the new object relational mapping. 

Deleting an Employee or a Route while any EmployeeRoute referencing them still exists 
causes an error. If you wish to do this please delete the JOIN object first and then delete the 
corresponding related object. MSSQL will throw a FK constraint violation if you attempt to 
do this.

Mapping and Renaming 

 

When integrating with your existing MSSQL database, it is not uncommon to want to 
rename some of your SQL tables or columns.  For example, you may have a SQL column 
whose name is a reserved keyword within your client SDK (like "description" is in Swift).  

Mapping a SQL table name to a Realm class name

This is achieved by using the mapSQLServerTableName and the mapRealmClassName  

functions.  These functions can be considered sibling functions.  They are typically defined 
within your configuration or constants files and then called from your loader  and 

adapter  scripts.  mapSQLServerTableName  is required in both your loader and adapter.  



mapRealmClassName  is only required within your adapter since the loader does not perform 

bidirectional sync.

For example, let's imagine we have a SQL table called UserData   that we would like to 

rename RealmUserData 

You can do this with the follow functions: 

   //from SQL to Realm 1
   mapSQLServerTableName?: (name: string) => {2
      let out_name = name;3
      if (name === 'UserData') {4
         out_name = 'RealmUserData';5
      }6
      return out_name;7
   }8
   //from Realm to SQL9
   mapRealmClassName?: (class_name) => {10
      let out_name = class_name;11
      if (class_name === 'RealmUserData') {12
         out_name = 'UserData';13
      }14
      return out_name;15
   }16

Mapping a SQL column name to a Realm property name 

This is achieved by using the mapSQLServerColumnName and the mapRealmPropertyName  

functions.  These functions can be considered sibling functions.  They are typically defined 
within your configuration or constants files and then called from your loader  and 

adapter  scripts.  mapSqlServerColumnName  is required in both your loader and adapter.  

mapRealmPropertyName  is only required within your adapter since the loader does not 

perform bidirectional sync.    

For example, if your SQL schema looks like: 

CREATE TABLE MapTest.dbo.MapTable 1
(2



  id INT NOT NULL IDENTITY(1,1),3
  RealmId VARCHAR(255),4
  name VARCHAR(255),5
  age INT,6
  CONSTRAINT PK_id PRIMARY KEY (id)7
)8

If you wanted to rename the name  column in SQL to be called firstname  in realm.  You 

can do this with the following: 

        //table_name denotes the name of the table in SQL and is optional1
        //column_name denotes the column to be renamed.  2
        //simply, return the value of the new name in Realm 3
        mapSQLServerColumnName: (table_name, column_name) => {4
            let out_name = column_name;5
            if (table_name === 'MapTable') {6
                if (column_name === 'name') {7
                    out_name = 'firstname';8
                }9
            }10
            return out_name;11
        },12
        13
        //class_name denotes the name of the class/model in Realm and is o14
        //property_name denotes the name of the Realm property 15
        //simply, return the value of the new name in Realm 16
        mapRealmPropertyName: (class_name, property_name) => {17
            let out_name = property_name;18
            if (class_name === 'MapTable') {19
                if (property_name === 'firstname') {20
                    out_name = 'name';21
                }22
            }23
            return out_name;24
        },25

Converting a SQL Value Type to a different Realm Value Type

While integrating with your SQL server you may want to remap one of your existing SQL 
types to a new type for easier use in your mobile applications.  You can do this with the pair 
of convert sibling functions.  



For example, if your SQL schema looks like:

CREATE TABLE dbo.Money  1
(  2
MoneyId INT NOT NULL IDENTITY(1,1),3
RealmId VARCHAR(255),4
Change decimal(5,2),5
CONSTRAINT PK_Money PRIMARY KEY (MoneyId)6
);7

If you wanted to convert the Change  column in SQL from a decimal  to a string  in 

Realm.  You'll start by declaring your corresponding desired realm schema: 

const Money = {1
    name: 'Money',2
    primaryKey: 'RealmId',3
    sqlserverPrimaryKey: 'MoneyId',4
    properties: {5
        RealmId: 'string',6
        MoneyId: { type: 'int', optional: true },7
        Change: 'string',8
    }9
}10

Then you'll implement these conversion functions in your loader and adapter scripts.  

    convertSQLServerValueToRealm: (table_name, column_name, value) => {1
        //handle some base cases 2
        if (value === null) {3
            return value;4
        }5
        if (value === undefined) {6
            return value;7
        }8
        //performn the value conversion 9
        if (table_name === 'Money') {10
            if (column_name === 'Change') {11
                console.log('BEFORE ' + 'TABLENAME: ' + table_name + 'COLU12
                newVal = value.toString();13



                console.log('AFTER ' + newVal);14
                return newVal;15
            }16
        }17
        return value;18
    },19
    convertRealmValueToSQLServer: (class_name, property_name, value) => {20
        //handle some base cases21
        if (value === null) {22
            return value;23
        }24
        if (value === undefined) {25
            return value;26
        }27
        //performn the value conversion28
        if (class_name === 'Money') {29
            if (property_name === 'Change') {30
                console.log('BEFORE ' + 'TABLENAME: ' + table_name + 'COLU31
                newVal = parseFloat(value);32
                console.log('AFTER ' + newVal);33
                return newVal;34
            }35
        }36
        return value;37
    },38

Retrying Failed Queries

 

It is possible that a SQL query made by the adapter could fail for various reasons like 
general server unavailability. The adapter uses the tedious driver which exposes two 
options to retry transient errors connectionRetryInterval  and 

maxRetriesOnTransientErrors  . This can be customized via the sqlserver_config  

block. 

Example:

sqlserver_config: {1
        user:       '...',2
        password:   '...',3
        server:     '...',4
      options: {5

http://tediousjs.github.io/tedious/


          connectionRetryInterval: 1000, // default is 500 milliseconds6
          connectionRetryInterval: 10 // default 37
      }8
}      9

Configuration Options Quick Reference

 

Parameter Overview
Type/Default 
Setting

ignoreSQLerrors 

If set to true the adapter will 
ignore and log most errors, 
instead of stopping the 
adapter.

Boolean: true

realmIgnoreProperties 

An optional dictionary which 
lists properties the adapter will 
ignore.
This can be used to create 
new properties for client 
Realms which are not synced 
back to MSSQL

[string]

switchToRefernceRealm 

Indicates if Realms should be 
converted to a reference 
Realms when uploading to 
Realm Object Server.  If you 
are using query-based sync, 
you will want this parameter 
set to true

Boolean: 
false

createSQLServerDB 

Creates a SQL database if it 
does not already exist based 
on the Realm Object schema.

Boolean: 
false



applyRealmSchemaChangesToSQLServer 

If set to true the adapter will 
change the SQL schema when 
the realm schema changes.

Boolean: 
false

mapSQLServerChangeToRealmPath 

This maps a table and its 
properties to the appropriate 
realm path.

String or 
Function
See example 
for details



Access Control

Overview

As you progress in your app development, eventually you will want to consider the data 
security. Realm Platform offers a variety of mechanisms to securely control access to your 
synchronized data.

Path-level Permissions

In versions <3.x access control was limited to just path-level permissions, or rather 
permissions that were based off the specific path assigned to the Realm, such as 
/globalRealm  or /~/myRealm . This design meant that to control data access to specific 

users or groups, the application had to split its data up into different Realms, such as a 
global read-only Realm (i.e. /globalRealm ) and user-specific data in individual Realms 

(i.e. /~/myRealm ).

These permissions should only be used by applications that match the <3.x data model 
requirements. For more details see the dedicated guide:

Path-level permissions
/using-synced-realms/access-
control/path-level-permissions

Fine-Grained Permissions

Starting with version 3.x and the introduction of Query-based synchronization and the 
default synced Realm, we also introduced a fine-grained permission system that works on 
more levels:

Realm-level permissions - permissions that apply to the entire Realm file (this is 
similar to path-level permissions, but has a different API that aligns with class/object-
level permissions)
Class-level permissions - permissions that apply only to a specific object class within 
a Realm file



Comparison of path-level and fine-grained permissions

Object-level permissions - permissions that apply only to a specific object within a 
Realm file

With this fine-grained permission system you do not need to use the path-level permissions
anymore. Instead, we recommend to start with the default synced Realm, which is designed 
for Query-based sync and fine-grained permissions.

Comparison

To help clarify the differences between the various permissions, this visualization shows 
the difference between path-level and the fine-grained permissions, in addition, to how the 
fine-grained levels relate to each other.



Path-level permissions are designed to control access to multiple Realms based on the 
server URL path. When you open a Realm and supply the URL, the client SDK 
communicates with the server to obtain an access token. This token will be granted if the 
user has read or read/write permissions to the Realm. If the user does not have access, then
no token is granted, an error will be passed to the client, and no sync session is established.

Fine-grained permissions work differently than path-permissions. When you open a query-
based Realm, such as the default synced Realm, the client will initially contain no data. 
Once the client subscribes to a query, the access control system evaluates what objects to 
return through an ordered series of layers. Let's walk through an example of a client simply 
trying to Read  data.

1. Realm-level permissions are evaluated first to check if the user has Read  access. If no,

then the client Realm will be empty. If yes, then the system continues to the next layer.
2. Class-level permissions are evaluated second to check if the user has Read  access to 

the class used in the query. If no, then the client Realm will be empty since no objects 
can match the query that the user has access to. If yes, then the system continues to 
the next layer.

3. Object-level permissions are evaluated last to check which specific objects the user has 
Read  access to that match the query. If the user has access to all or some objects, 

then these will be synced with the client Realm.

By default, when a Realm or class is created, all users are granted full access. Whereas 
when objects are created, they do not contain an ACL, because by default, objects lacking 
an ACL are accessible by everyone. Following the example above, by default, this means 
that clients subscribing to a query will pass through the hierarchy at the Realm and class-
level since they have Read  access and then all objects would be used to evaluate the 

query since no objects will contain an ACL initially.

Not what you were looking for? Leave Feedback

https://realm3.typeform.com/to/A4guM3


Path-level permissions

Overview of path-level permissions

Overview

In versions <3.x access control was limited to just path-level permissions, or rather 
permissions that were based off the specific path assigned to the Realm, such as 
/globalRealm  or /~/myRealm . This design meant that to control data access to specific 

users or groups, the application had to split its data up into different Realms, such as a 
global read-only Realm (i.e. /globalRealm ) and user-specific data in individual Realms 

(i.e. /~/myRealm ).

 



Paths

By default, a user can only create Realms within their own scoped path: /<userId>/ . To 

simplify creating URLs, the tilde character, ~ , can be used in place of the userId . For 

example, if a user with userId=1234  creates a Realm called myRealm , this would live at 

the path /1234/myRealm  and is also addressable as /~/myRealm  when called from the 

logged in user.

The only users that can create Realm files at other paths, such as the base path 
/ , are admin users.

Access Levels

 

Access levels can be granted to users for specific synchronized Realms, using the client 
permissions APIs. There are three levels:

Read  the ability to connect and sync the Realm

Write  the ability to make changes to the data in the Realm

Manage  - the ability to change permissions on the Realm

Note that each access level guarantees all allowed actions provided by less permissive 
access levels. Specifically, users with Write  access to a Realm can always Read  from 

that Realm.

Admin users can always read or write from the Realm.

Permissions for a Realm can be set on a default basis and a per-user basis. When a user 
attempts to sync a Realm, first the server checks to see if there are per-user permissions set 
for that user on that Realm. If there are no per-user permissions set for that user, the default 



Swift

permissions for the Realm are used. For example, a Realm might have mayRead  set true by 

default, with individual users being granted mayWrite  permissions.

By default, a Realm is exclusive to its owner: the owner has all permissions on it, and no 
other user has _any _permissions for it. Other users must be explicitly granted access.

Reading Permissions

 

To get all the Realms a user has access to, along with the level of access for each 
Realm, use the SyncUser.retrievePermissions(...)  method.

SyncUser.current?.retrievePermissions { permissions, error in1
    if let error = error {2
        // handle error3
        return4
    }5
    // success! access permissions6
}7



Objective-C

To get all the Realms a user has access to, along with the level of access for each 
Realm, use the -[RLMSyncUser retrievePermissionsWithCallback:]  method.

[[RLMSyncUser currentUser] retrievePermissionsWithCallback:^(RLMResu1
    if (error) {2
        // handle error3
        return;4
    }5
    // success! access permissions6
}];7



Java

To get a collection of all the Permissions a user has been granted, use the 
getPermissions(callback) method:

PermissionManager pm = user.getPermissionManager();1
2

// Retrieve 3
pm.getPermissions(new PermissionManager.PermissionsCallback() {4
    @Override5
    public void onSuccess(RealmResults<Permission> permissions) {6

7
        // Permissions can be queried like normal8
        Permission p = permissions.where().equalTo("path", realmPath9

10
        // Changelisteners can be registered 11
        // The PermissionManager keeps a reference to these as long 12
        // is open, so they do not risk getting GC'ed13
        permissions.addChangeListener(new RealmChangeListener() {14
            @Override15
            public void onChange(RealmResults<Permission> permission16
                // Permissions changed17
            }18
        });19
    }20

21
    @Override22
    public void onError(ObjectServerError error) {23
        // handle error  24
    }25
});26



Javascript

.Net

let user = Realm.Sync.User.current;1
user.getGrantedPermissions().then(permissions => {2
  // permissions is a collection of permission objects3
})4
.catch(error => {5
  // an error occurred6
});7

To get a collection of all the Permissions a user has been granted, use the 
User.GetGrantedPermissionsAsync  method:

var permissions = await user.GetGrantedPermissionsAsync(Recipient.Cu1
2

// Permissions is a regular query3
var writePermissions = permissions.Where(p => p.MayWrite);4

5
// Queries are live and emit notifications6
writePermissions.SubscribeForNotifications((sender, changes, error) 7
{8
    // handle permission changes9
});10

To get permissions granted by a user, pass in Recipient.OtherUser . The 

millisecondTimeout  argument controls the maximum time to wait for response 

from the server. When the timeout elapses, the last known state is returned, so even 
if the client is currently offline, some data may still be shown.

 



Modifying Permissions

Modifying the access control settings for a Realm file is performed through one of two 
means: applying/revoking permission values and offer/response objects.

Granting permissions



Swift

let permission = SyncPermission(realmPath: realmPath,  // The remote1
                                identity: anotherUserID, // The user2
                                accessLevel: .write)   // The access3
user.apply(permission) { error in4
    if let error = error {5
        // handle error6
        return7
    }8
    // permission was successfully applied9
}10

To apply the permission changes for all Realms managed by the user, specify a 
realmPath  value of * . To apply the permission changes for all users authorized 

with the Object Server, specify a userID  value of * .

In addition to granting permissions based on the Realm Object Server identity of the 
user, it is also possible to grant permissions based on their Realm Object Server 
username:

let permission = SyncPermission(realmPath: realmPath,1
                                username: "alice@realm.example.org",2
                                accessLevel: .write)3
user.apply(permission) { error in4
    // ...5
}6



Objective-C

RLMSyncPermission *permission = [[RLMSyncPermission alloc] initWithR1
                                                                    2
                                                                 acc3
[user applyPermission:permission callback:^(NSError *error) {4
    if (error) {5
        // handle error6
        return;7
    }8
    // permission was successfully applied9
}];10

To apply the permission changes for all Realms managed by the user, specify a 
realmPath  value of * . To apply the permission changes for all users authorized 

with the Object Server, specify a userID  value of * .

In addition to granting permissions based on the Realm Object Server identity of the 
user, it is also possible to grant permissions based on their Realm Object Server 
username:

RLMSyncPermission *permission = [[RLMSyncPermission alloc] initWithR1
                                                                    2
                                                                 acc3
[user applyPermission:permission callback:^(NSError *error) {4
    // ...5
}];6



Java

Permission changes can be applied (i.e. granted or revoked) via the 
applyPermissions(permissionRequest, callback)  method in order to directly 

increase or decrease other users’ access to a Realm.

PermissionManager pm = user.getPermissionManager();1
2

// Create request3
UserCondition condition = UserCondition.userId(user.getIdentity());4
AccessLevel accessLevel = AccessLevel.WRITE;5
PermissionRequest request = new PermissionRequest(condition, url, ac6

7
pm.applyPermissions(request, new PermissionManager.ApplyPermissionsC8
    @Override9
    public void onSucesss() {10
        // Permissions where succesfully changed11
    }12

13
    @Override14
    public void onError(ObjectServerError error) {15
        // Something went wrong16
    }17
});18

UserCondition  specifies which users are effected and has 3 factory methods: - 

userId()  - use this to apply permissions based on a user’s Identity(the internal Id 

that Realm generates). - userName()  - use this to change permissions by 

specifying a user’s username in the Username/Password provider. This is normally 
their email address. - nonExistingPermissions()  - use this to apply the 

permissions to all users not already having access to the Realm. This can e.g. be 
useful to give everyone read access to a Realm without having to enumerate them.

The last argument controls the AccessLevel that the user will be granted. Higher 
access implies all lower tiers, e.g. WRITE  implies READ , ADMIN  implies READ  and 

WRITE .

https://realm.io/docs/java/latest/api/io/realm/SyncUser.html#getIdentity--
https://realm.io/docs/realm-object-server/latest/#usernamepassword
https://realm.io/docs/java/latest/api/io/realm/permissions/AccessLevel.html


Javascript

let user = Realm.Sync.User.current;1
user.applyPermissions(userId, realmPath, 'write').then(permissionCha2
  // an object with the applied changes and its metadata3
})4
.catch(error => {5
  // ...6
});7

To apply the permission changes for all Realms managed by the user, specify a 
realmPath  value of * .



.Net

Permission changes can be applied (i.e. granted or revoked) via the 
User.ApplyPermissionsAsync  method in order to directly increase or decrease 

other users’ access to a Realm.

var condition = PermissionCondition.UserId("some-user-id");1
var realmUrl = "realm://my-server.com/myRealm";2
await user.ApplyPermissionsAsync(condition, realmUrl, AccessLevel.Re3

There are three factory methods for PermissionCondition:

UserId  - use this to apply permissions based on a user’s Identity(the internal Id 

that Realm generates).
Email  - use this to change permissions by specifying a user’s email 

(username) in the Username/Password provider.
Default  - use this to apply default permissions that will be granted to all users 

unless an explicit permission is applied for them. The AccessLevel  granted 

alongside this condition will also be used as default access level for future new 
users.

The last argument controls the AccessLevel that the user will be granted. Higher 
access implies all lower tiers, e.g. Write  implies Read , Admin  implies Read  and 

Write . If AccessLevel.None  is passed, this will revoke the user’s permissions for 

this Realm.

Note that realmUrl  needs to be the full url and the tilde character ( ~ ) will not be 

expanded to the user's id.

Revoking Permissions



Swift

Objective-C

Java

Javascript

Revoking permissions can either be done by granting a permission value with an 
access level of .none  or by passing a permission value with any level to 

SyncUser.revokePermission(...) .

Revoking permissions can either be done by granting a permission value with an 
access level of RLMSyncAccessLevelNone  or by passing a permission value with 

any level to -[RLMSyncUser revokePermission:callback:] .

If AccessLevel.NONE  is passed, this will revoke the user’s permissions for this 

Realm.

Revoking permissions can either be done by granting a permission value with an 
access level of 'none' .



.Net

Revoking permissions can either be done by granting a permission value with an 
access level of AccessLevel.None .

Offering Permissions



Swift

Permission offers can be used to share Realms between users. You need not write 
any server code; permission offers are created and accepted entirely through the 
client APIs.

If you want to share access to a Realm that you own or manage, create a permission 
offer. To do so, call the 
SyncUser.createOfferForRealm(at:, accessLevel:, expiration:, callback:)  

method. This method will asynchronously make a permission offer; the callback will 
be called with a string token representing the permission offer once the operation 
completes successfully.

Permission offers specify the URL of the Realm to offer access to, what level of 
access to grant to the recipient, and optionally a date after which the permission 
offer expires and can no longer be redeemed. (Users who have already accepted the 
offer do not lose access to the Realm.) If this date is unspecified or set to nil, the 
offer will never expire.

let realmURL = URL(string: "realm://realm.example.org/~/recipes")!1
2

// Offer read-write access to `offeringUser`'s personal instance of 3
offeringUser.createOfferForRealm(at: realmURL, accessLevel: .write, 4
    guard let token = token else {5
        print("Not able to create a permission offer! Error was: \(e6
        return7
    }8
    // (`token` can now be passed out of the closure and given to an9
}10

This string token can then be passed to a different user via any appropriate channel 
(such as e-mail) and accepted using the 
SyncUser.acceptOffer(forToken:, callback:)  method. This method also runs 

asynchronously; the callback will be called with the URL of the Realm which was 
represented by the offer. This URL can then be used to open Realms as the recipient.



let token = getOfferToken()1
2

receivingUser.acceptOffer(forToken: token) { (realmURL, error) in3
    guard let realmURL = realmURL else {4
        print("Not able to accept a permission offer! Error was: \(e5
        return6
    }7
    // We can now use `realmURL` to open the Realm.8
    // (Remember that if we only have .read permissions, we must use9
    let config = Realm.Configuration(syncConfiguration: SyncConfigur10
    let realm = try! Realm(configuration: config)11
    // ...12
}13

Note that a user’s device must be able to communicate with a Realm Object Server 
in order to create and accept permission offers.

Permissions granted by permission offers are additive: if a user has write access to 
a certain Realm and is offered (and accepts) read access to that same Realm, they 
do not lose their existing write access.



Objective-C

Permission offers can be used to share Realms between users. You need not write 
any server code; permission offers are created and accepted entirely through the 
client APIs.

If you want to share access to a Realm that you own or manage, create a permission 
offer. To do so, call the 
-[RLMSyncUser createOfferForRealmAtURL:accessLevel:expiration:callback:]  

method. This method will asynchronously make a permission offer; the callback will 
be called with a string token representing the permission offer once the operation 
completes successfully.

Permission offers specify the URL of the Realm to offer access to, what level of 
access to grant to the recipient, and a date after which the permission offer expires 
and can no longer be redeemed. (Users who have already accepted the offer do not 
lose access to the Realm.) If this date is specified as nil, the offer will never expire.

NSURL *realmURL = [NSURL URLWithString:@"realm://realm.example.org/~1
2

// Offer read-write access to `offeringUser`'s personal instance of 3
[offeringUser createOfferForRealmAtURL:realmURL4
                           accessLevel:RLMSyncAccessLevelWrite5
                            expiration:nil6
                              callback:^(NSString *token, NSError *e7
    if (error) {8
        NSLog(@"Not able to create a permission offer! Error was: %@9
        return;10
    }11
    // (`token` can now be passed out of the block and given to anot12
}];13

This string token can then be passed to a different user via any appropriate channel 
(such as e-mail) and accepted using the 
-[RLMSyncUser acceptOfferForToken:callback:]  method. This method also runs 

asynchronously; the callback will be called with the URL of the Realm which was 
represented by the offer. This URL can then be used to open Realms as the recipient.



NSString *token;1
// (get token...)2

3
[receivingUser acceptOfferForToken:token callback:^(NSURL *realmURL,4
    if (error) {5
        NSLog(@"Not able to accept a permission offer! Error was: %@6
        return;    7
    }8
    // We can now use `realmURL` to open the Realm.9
    // (Remember that if we only have read permissions, we must use 10
    RLMSyncConfiguration *syncConfig = [[RLMSyncConfiguration alloc]11
    RLMRealmConfiguration *config = [RLMRealmConfiguration defaultCo12
    config.syncConfiguration = syncConfig;13
    RLMRealm *realm = [RLMRealm realmWithConfiguration:config error:14
    // ...15
}];16

Note that a user’s device must be able to communicate with a Realm Object Server 
in order to create and accept permission offers.

Permissions granted by permission offers are additive: if a user has write access to 
a certain Realm and is offered (and accepts) read access to that same Realm, they 
do not lose their existing write access.



Java

In some situations you want to grant permissions to users, but either you don’t know 
who they are or perhaps you want to extend the offer through a different channel 
like email. Examples are scanning a QR code or sending access over an email.

In those cases, you can create a permission offer token that represents the intent of 
getting access, but access is not given until the receiver accepts the token.

A user can create this opaque token returned by makeOffer(offer, callback) :

PermissionManager pm = user.getPermissionManager();1
2

// Create Offer3
String realmUrl = "realm://my-server.com/~/myRealm";4
Date expiresAt = new Date(2017, 08, 25);5
AccessLevel accessLevel = AccessLevel.READ;6
PermissionOffer offer = new PermissionOffer(realmUrl, accessLevel, e7

8
// Accept token9
pm.makeOffer(offer, new PermissionManager.MakeOfferCallback() {10
    @Override11
    public void onSucces(String token) {12
        // Send token to other users13
    }14

15
    @Override16
    public void onError(ObjectServerError error) {17
        // An error happened18
    }19
});20

The optional expiresAt  argument controls when the offer expires - i.e. using the 

token after that date will no longer grant permissions to that Realm. You can also 
revoke the token manually using revokeOffer(token, callback) .

Users who have already consumed the token to obtain permissions will not lose their 
access if the token is revoked or expires.



Once a user has received a token they can consume it to obtain the permissions 
offered:

PermissionManager pm = user.getPermissionManager();1
2

String token = getToken();3
var realmUrl = pm.acceptOffer(token,  new PermissionManager.AcceptOf4
    @Override5
    public void onSucces(String realmUrl, Permission permission) {6
        // User can now access the Realm7
        SyncConfiguration config = new SyncConfiguration.Builder(rea8
        Realm realm = Realm.getInstance(config);9
    }10

11
    @Override12
    public void onError(ObjectServerError error) {13
        // An error happened14
    }15
});16

In some cases you might want to revoke existing offers after an app has been 
restarted. In that case, it is possible to get a list of all existing offers using 
getCreatedOffers(callback) .

PermissionManager pm = user.getPermissionManager();1
user.getCreatedOffers(new PermissionManager.OffersCallback() {2
    @Override3
    public void onSuccess(RealmResults<PermissionOffer> offers) {4
        for (PermissionOffer offer : offers) {5
            // Handle individual offer6
        }7
    }8

9
    @Override10
    public void onError(ObjectServerError error) {11
        // handle error12
    }13
});14



Javascript

A user can offer permissions to their Realm by sharing the opaque token returned by 
offerPermissionsAsync :

const realmUrl = 'realm://my-server.com/~/myRealm';1
const oneDay = 1000 * 60 * 60 * 24;2
const expiration = new Date(Date.now() + 7 * oneDay);3
userA.offerPermissions(realmUrl, 'write', expiration)4
  .then(token => { /* ... */ });5

The optional expiresAt  argument controls when the offer expires - i.e. using the 

token after that date will no longer grant permissions to that Realm. Users who have 
already consumed the token to obtain permissions will not lose their access after 
that date. If you want to revoke permissions, use applyPermissionsAsync .

Once a user has received a token, e.g. by sharing it via messaging app, or scanning 
a QR code, they can consume it to obtain the permissions offered:

const token = "...";1
userB.acceptPermissionOffer(token)2
  .then(realmUrl => Realm.open({ schema: [/* ... */], sync: { user: 3
  .then(realm => {4
    // ..use the realm5
  });6



.Net

A user can offer permissions to their Realm by sharing the opaque token returned by 
OfferPermissionsAsync :

var realmUrl = "realm://my-server.com/myRealm";1
var expiration = DateTimeOffset.UtcNow.AddDays(7);2
var token = await userA.OfferPermissionsAsync(realmUrl, AccessLevel.3

The optional expiresAt argument controls when the offer expires - i.e. using the 
token after that date will no longer grant permissions to that Realm. Users who have 
already consumed the token to obtain permissions will not lose their access after 
that date. If you want to revoke it, use ApplyPermissionsAsync .

Note that realmUrl  needs to be the full url and the tilde character ( ~ ) will not be 

expanded to the user's id.

Once a user has received a token, e.g. by sharing it via messaging app, or scanning 
a QR code, they can consume it to obtain the permissions offered:

var token = "...";1
var realmUrl = await userB.AcceptPermissionOfferAsync(token);2

3
// Use the realmUrl to open the Realm4
var config = new SyncConfiguration(userB, new Uri(realmUrl));5
var realm = await Realm.GetInstanceAsync(config);6

Not what you were looking for? Leave Feedback 

https://realm3.typeform.com/to/A4guM3


Fine-grained permissions

Overview

In addition to path-level permissions, you can control user access to individual objects 
through fine-grained permissions. This feature is in effect whenever the user is connecting 
to a Realm file using Query-based synchronization.

The fine-grained permission system is based on role-based access control lists and as 
such, permissions are assigned to roles and not users directly. This means that a users 
current privileges is the sum of all roles the user is given.

The permission system recognizes three levels of permissions: Realm, Class, and Object-
level. The hierarchy works like this: If a user does not have higher-level Read  access, they 

cannot see anything on the lower levels. For example, if a user lacks Read  access at the 

Realm-level, they cannot see any data in the Realm, even if they have Read  at the class or 

object-level. However, just because they have higher-level Read  access does not mean 

they can see everything on the lower level -- just that they can see anything at all. In this 
way, the app developer can decide for themselves what granularity they want for 
permissions in their data model.

https://en.wikipedia.org/wiki/Role-based_access_control
https://realm.io/docs/java/latest/#access-control


Overview of fine-grained permissions

When first starting, any user who can connect to a Realm file can make any change to the 
data. This is designed to allow you to get up and running quickly, syncing data, and 
iterating on your data models. Once you are ready to start implementing access control, an 
admin can then define access control lists inside the Realm file, either on individual objects 
or whole classes.

Realm is an offline-first database, but permission checks are performed by the server. When 
changes a user made to their local database are uploaded to the server, the server will 
determine whether the user was allowed to make them. The server will refuse to integrate 
any unauthorized changes, and instruct the client to revert them locally. This all happens 
transparently from the perspective of the app.



A reversal of an illegal change looks like any other change coming from the 
server.

To minimize the risk of a user unintentionally making illegal changes while offline, the 
permission metadata is replicated to each client for offline access, and can be queried in 
the app for UI purposes. No permission checks are done automatically by the client -- the 
app has to manually query the permission metadata.

Roles

 

The fine-grained permission model is based on roles. Roles are granted permissions, not 
users, but users, in turn, are assigned roles. This way, a users privileges are the sum of all 
roles they are part of.

A user can be a member of as many roles as needed. All users are automatically added to 
the special role called everyone  by the server when they first connect.

A unique role is also automatically created for every user in the system. This role is named 
__User:<syncIdentity> .  The user is also automatically a member of this role. 

In a new Realm file, the everyone  role has all permissions enabled.

When you as a developer are ready to integrate permissions in your app, you would usually 
define a new administrator  role which has yourself as a member, and then reduce the 

privileges of the everyone  role. Note that an administrator  role is different than an 

admin  user on the Realm ObjectServer. 

When assigning a role to a User, the user is added as a member of the Role object instead 
of attaching the role to the user. Since the Role object is just a normal Realm object, it can 
be found, queried and manipulated the same way as other objects:



Swift

Objective-C

// List all roles1
let roles = realm.objects(PermissionRole.self);2

3
// You can query roles in order to find a specific one4
let role = realm.objects(PermissionRole.self).filter("name = 'my-rol5
  6
// Making changes to a Role requires a write transaction7
let user = getUserId();8
try! realm.write {9
  role.users.append(user)10
}11

12
// So does creating a new role13
try! realm.write {14
  let newRole = realm.create(PermissionRole.self, value: ["my-new-ro15
} 16

// Comming soon



Java

// List all roles1
RealmResults<Role> roles = realm.getRoles();2

3
// You can query roles in order to find a specific one4
Role role = realm.getRoles().where()5
  .equalTo("name", "my-role")6
  .findFirst();7
  8
// Making changes to a Role requires a write transaction9
String user = getUserId();10
realm.executeTransaction((Realm r) -> {11
  role.addMember(user);12
}); 13

14
// So does creating a new role15
realm.executeTransaction((Realm r) -> {16
  r.insert(new Role("my-new-role"));17
});18



Javascript

.Net

// List all roles1
let roles = realm.objects(Realm.Permissions.Role);2

3
// You can query roles in order to find a specific one4
let role = realm5
  .objects(Realm.Permissions.Role)6
  .filtered(`name = 'my-role'`)[0];7
  8
// Making changes to a Role requires a write transaction9
let user = getUser();10
realm.write(() => {11
  role.members.push(user);12
})13

14
// So does creating a new role15
realm.write(() => {16
  realm.create(Realm.Permissions.Role, { name: "my-new-role" });17
});18

// Comming soon

Granting permissions

 

Once you have a Role, it can be granted permissions. This is done by creating a 
Permission  object containing that role:



Swift

Objective-C

Java

// Create Permission object that grants read and update privileges t1
try! realm.write {2
  let permission = realm.create(Permission.self);3
  permission.role = getRole();4
  permission.canRead = true;5
  permission.canUpdate = true;6
}  7

// Comming soon

// Create Permission object that grants read and update privileges t1
Role role = getRole();2
Permission permission = new Permission.Builder(role)3
  .canRead(true)4
  .canUpdate(true)5
  .build();  6



Javascript

.Net

// Create Permission object that grants read and update privileges t1
let permission = realm.create(Realm.Permissions.Permission, {2
  role: getRole(),3
  canRead: true,4
  canUpdate: true,5
});  6

// Comming soon

By itself, the Permission object does nothing and the privileges described in the object are 
not enforced until the object has been added to an appropriate permission list at either the 
Realm-level, the Class-level or the Object-level. See the respective subsections for details on 
how to do this.

A single Permission object can be used in multiple places at the same time. This 
can be useful if you easily want to update privileges across multiple objects at 
the same time.

The following privileges can be set when creating or modifying the Permission object:

canCreate 

canRead 

canUpdate 

canDelete 

canSetPermissions 



Swift

Objective-C

canQuery 

canModifySchema 

These privileges have different semantics depending on the level they are applied. See the 
below sections for the meaning of each privilege at the given level.

Realm-level permissions

 

Realm-level permissions apply globally to the Realm file and are modified through a special 
singleton Realm object that is accessed the following way:

// List all Realm-level permissions1
let realmPermissions = realm.permissions;2

3
// Find Realm level permissions for a given role4
let rolePermissions = realmPermissions.filter("role.name = 'my-role'5

// Comming soon



Java

Javascript

.Net

// Get the wrapper object for all Realm-level permissions1
RealmPermissions realmPermissions = realm.getPermissions()2

3
// List all Realm-level permissions4
RealmList<Permission> allPermissions = realmPermissions.getPermissio5

6
// Find permissions for a given role7
Permission rolePermissions = realmPermissions.getPermissions()8
  .equalTo("role.name", "my-role")9
  .findFirst()10

// Get the global Realm-level permissions object1
let realmPermissions = realm.permissions();2

3
// Find permissions for a given role4
let rolePermissions = realmPermissions.permissions5
  .filtered(`role.name = 'my-role'`)[0];6
 7
// List the Realm-level permissions for all roles   8
let allPermissions = realmPermissions.permissions;9

// Comming soon

Adding Realm-level permissions for a role is done by adding a new Permission object to the 
list of Realm-level permissions. This requires a write transaction:



Swift

Objective-C

// Adding new permissions must be done within a write transaction1
try! realm.write {2

3
  // Grant read-only access at the Realm-level, which means4
  // that users with this role can read all objects in the Realm5
  // unless restricted by Class or Object level permissions.  6
  let permissions = realm.permissions.findOrCreate(forRoleNamed: "my7
  permissions.canRead = true;8
  permissions.canQuery = true;9
}10

// FIXME - Must match JS1
// Example creating a new role with only read access to the Realm2
 3
// Permissions must be modified inside a write transaction4
[realm transactionWithBlock:^{5
    // Create the role6
    RLMPermissionRole *readOnlyRole = [RLMPermissionRole createInRea7

8
    // Add the user to the role9
    RLMPermissionUser *user = getUser();10
    [readOnlyRole.users addObject:user];11

12
    // Create a new permission object for the role and add it to the 13
    RLMPermission *permission = [RLMPermission permissionForRoleName14
    permission.canRead = YES;15
    permission.canQuery = YES;16
}];17



Java

Javascript

// Adding new permissions must be done within a write transaction1
realm.executeTransaction((Realm r) -> {2
  RealmPermissions realmPermissions = realm.getPermissions()3

4
  // Grant read-only access at the Realm-level, which means5
  // that users with this role can read all objects in the Realm6
  // unless restricted by Class or Object level permissions.7
  Permission permissions = realmPermissions.findOrCreate("my-role")8
  permissions.setCanRead(true)9
  permissions.setCanQuery(true)10
 });11

// Adding new permissions must be done within a write transaction1
realm.write(() => {2
  let realmPermissions = realm.permissions().permissions;3
  4
  // Grant read-only access at the Realm-level, which means5
  // that users with this role can read all objects in the Realm6
  // unless restricted by Class or Object level permissions.7
  let role = realm.objects(Realm.Permissions.Role)8
    .filtered(`name = 'my-role'`)[0];9
  let permission = realm.create(Realm.Permissions.Permission, {10
    role: role,11
    canRead: true,12
    canQuery: true,13
  });  14
  15
  // Add it to the list of permissions for it to take affect.16
  realmPermissions.push(permission);17
});18



.Net

Swift

// FIXME - Must match JS1
// Example creating a new role with only read access to the Realm2
 3
// Permissions must be modified inside a write transaction4
realm.Write(() =>5
{6
    // Find or create the role7
    var readOnlyRole = PermissionRole.Get(realm, "read-only");8
     9
    // Add the user to the role10
    var user = User.Current;11
    readOnlyRole.Users.Add(user);12
     13
    // Create a new permission object for the role and add it to the 14
    // permissions15
    var permission = Permission.Get(realm, readOnlyRole);16
    permission.CanRead = true;17
    permission.CanQuery = true;18
});19

Modifying the Realm-level permissions for an existing role is done by finding the 
permission object for that role and modifying it. This requires a write transaction:

// Modifying permissions must be done within a write transaction1
try! realm.write {2

3
  // Find permissions for the specific role4
  let permissions = realm.permissions.findOrCreate(forRoleNamed: "my5

6
  // Prevent `my-role` users from modifying any objects in the Realm7
  permission.setCanUpdate(false)8
  permission.setCanDelete(false)   9
}10



Objective-C

Java

Javascript

// Comming soon

// Modifying permissions must be done within a write transaction1
realm.executeTransaction((Realm r) -> {2
  RealmPermissions realmPermissions = realm.getPermissions();3
  4
  // Find permissions for the specific role5
  Permission permission = realmPermissions.findOrCreate("my-role");6
  7
  // Prevent `my-role` users from modifying any objects in the Realm8
  permission.setCanUpdate(false);9
  permission.setCanDelete(false);    10
});11

// Modifying permissions must be done within a write transaction1
realm.write(() => {2
  let realmPermissions = realm.permissions().permissions;3
  4
   // Find permissions for the specfic role5
  let permission = realmPermissions.filtered('role.name', 'my-role')6
  7
  // Prevent `my-role` users from modifying any objects in the Realm8
  permission.canUpdate = false;9
  permission.canDelete = false;10
});11



.Net

// Comming soon

Normal users can only grant other people access up to the level they themselves 
have, and only if they have the SetPermissions  privilege. Realm Object Server 

admin  users can see and edit everything.

The following table describes the effect of enabling or disabling privileges at the Realm 
level. If a privilege is marked with N/A it means that the privilege has no meaning at this 
level beyond being required to enable setting it at Class or Object level.

Type ENABLED DISABLED

canCreate N/A N/A

canRead

Role can see the Realm file 
itself, i.e. being able to 
meaningfully connect to it. 
Being able to see 
individual classes are 
covered by Class-level 
permissions. 
 

Role cannot see anything in the 
Realm file. An user that is offline will 
still create the file and schema locally 
on the device, but as soon as the 
device connects to the server, it will 
revert all changes (leaving an empty 
Realm). This will most likely crash the 
app.



canUpdate

Role can make changes to 
objects in the Realm file. 
This does not include 
schema changes or 
changes to permissions 
which are covered by 
canModifySchema  and

canSetPermissions . 

Role cannot change anything in the 
Realm file. It is read-only. Note that 
the user can write changes to the 
Realm file while offline, but any 
change will be reverted by the server 
once the device is online again. 

canDelete N/A N/A

canQuery N/A N/A

canSetPermissions

Role can set Realm-level 
permissions. A user with 
the SetPermissions  

privilege can never give 
other users higher 
privileges than they 
themselves have.

Role cannot set or change Realm-level 
permissions.

canModifySchema

Role can add classes to 
the schema, but not 
properties which are 
covered by Class-level 
permissions.

Role cannot modify the schema in the 
entire Realm.

Class-level permissions

 

Class-level permissions are permissions related to all objects of a given type. 

They can be used reduce the scope of a Realm-level privilege, but cannot be used to 
broaden a privilege granted at the Realm-level. E.g. if canRead  is set at the Realm-level, it 

is possible to set canRead  to false at the Class-level, which will prevent the Role from 
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seeing just this single class. However, if canRead  was not set set the Realm-level, the value

of canRead  at the Class-level will be ignored and the class will not be readable.

Just like Realm-level permissions,  Class-level permissions are exposed as Realm objects 
that can be accessed the following way:

// List the Class-level permissions for the given model class1
let classPermissions = realm.permissions(forType: Person.self);2
  3
  // Find Class-level permissions for a given role4
let rolePermissions = classPermissions.filter("role.name = 'my-role'5

// Comming soon

// Get the Class-level permissions object for the Person class1
ClassPermissions classPermissions = realm.getPermissions(Person.clas2
  3
// List the Class-level permissions for all roles4
RealmList<Permission> permissions = classPermissions.getPermissions(5

6
// Find Class-level permissions for a given role7
Permission rolePermissions = classPermissions.getPermissions().where8
  .equalTo("role.name", "my-role")9
  .findFirst();10
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// Get the Class-level permissions object for the Person class1
let classPermissions = realm.permissions('Person');2

3
// List the Class-level permissions for all roles4
let permissions = classPermissions.permissions;5

6
// Find Class-level permissions for a given role7
let rolePermissions = classPermissions.permissions8
  .filtered(`role.name = 'my-role'`)[0];9

// Comming soon

Adding Class-level permissions for a role is done by adding a new Permission object to the 
list of permissions. This requires a write transaction:

// Adding new permissions must be done within a write transaction1
try! realm.write {2

3
  // Remove read-access for the Person class for users with the `my-4
  let permission = realm5
    .permissions(forType: Person.self)6
    .findOrCreate(forRoleNamed: "my-role")7
  permission.canRead = false8
});9
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// Comming soon

// Adding new permissions must be done within a write transaction1
realm.executeTransaction((Realm r) -> {2
  ClassPermissions realmPermissions = realm.getPermissions(Person.cl3
  4
  // Remove read-access for the Person class for users with the `my-5
  Role role = realm.where(Role.class).equalTo("name", "my-role").fin6
  Permission p = new Permission.Builder(role)7
    .canRead(false)8
    .build();9
      10
  // Add it to the list of permissions for it to take affect.11
  classPermissions.getPermissions().add(permission);  12
});13
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// Adding new permissions must be done within a write transaction1
realm.write(() => {2
  let realmPermissions = realm.permissions('Person').permissions;3
  4
  // Remove read-access for the Person class for users with `my-role5
  let role = realm.objects(Realm.Permissions.Role)6
    .filtered(`name = 'my-role'`)[0];7
    8
  let permission = realm.create(Realm.Permissions.Permission, {9
    role: role,10
    canRead: false,11
  });  12
  13
  // Add it to the list of permissions for it to take affect.14
  classPermissions.push(permission);15
});16

// Comming soon

Modifying the Class-level permissions for an existing role is done by finding the permission 
object for that role and modify it. This requires a write transaction:
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// Modifying permissions must be done within a write transaction1
try! realm.write {2

3
  // Find permissions for the role and change it4
  let permission = realm5
    .permissions(forType: Person.self)6
    .findOrCreate(forRoleNamed: "my-role")7

8
    // Prevent `my-role` users from modifying any Person objects.9
  permission.setCanUpdate(false)10
  permission.setCanDelete(false)11
});12

// Comming soon

// Modifying permissions must be done within a write transaction1
realm.executeTransaction((Realm r) -> {2
  ClassPermissions classPermissions = realm.getPermissions(Person.cl3
  4
  // Find permissions for the role and change it5
  Permission permission = classPermissions.getPermissions().where()6
    .equalTo("role.name", "my-role")7
    .findFirst();8
  9
  // Prevent `my-role` users from modifying any Person objects.10
  permission.setCanUpdate(false);11
  permission.setCanDelete(false);    12
});13
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// Modifying permissions must be done within a write transaction1
realm.write(() => {2
  let classPermissions = realm.permissions('Person').permissions;3
  4
   // Find permissions for a specfic role5
  let permission = classPermissions.filtered(`role.name = 'my-role'`6
  7
  // Prevent `my-role` users from modifying any objects in the Realm8
  permission.canUpdate = false;9
  permission.canDelete = false;10
});11

// Comming soon

Normal users can only grant other people access up to the level they themselves 
have, and only if they have the SetPermissions  privilege. Admin users can see 

and edit everything.

The following table describes the effect of enabling or disabling a given privilege at the 
Class level. If a privilege is marked with N/A it means that the privilege has no meaning at 
this level beyond being required to enable setting it at the Object level.

Type ENABLED DISABLED



canCreate

Role can create objects of this type.
If a user has the canCreate  privilege, 

but not canUpdate, they are still able 

to modify newly-created objects inside 
the same transaction that object was 
created in. 

Role cannot create 
objects of this type.

canRead Role can see objects of this type.

Role cannot see any 
objects of this type. It is 
still allowed to query 
them, but the query 
result will be empty

canUpdate
Role can change properties in objects of 
this type. 

Role cannot make any 
change to properties in 
objects of this type.

canDelete N/A N/A

canQuery
Role is allowed to create a server side 
Subscription for this  type.

Role is not allowed to 
create a server side 
Subscription for this 
type. Note: Local queries 
will always work.

canSetPermissions
Role can set Class-level permissions for 
the class.

Role cannot set class-
level permissions for the 
class.

canModifySchema

Role can add properties to this class. 
Deleting and renaming fields is currently 
not supported by the Realm Object 
Server.

Role cannot modify the 
schema for this class.

Object-level permissions
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Object-level permissions are permissions related to a single Realm object. 

They can be used to reduce the scope of Class-level privileges, but cannot be used to 
broaden a privilege granted at the Class-level. E.g. if canRead  is enabled at the Class-level, 

it is possible to disable canRead  at the Object-level which will prevent the Role from seeing 

just this single object. However, if canRead  was disabled at the Class-level, no matter the 

value of canRead  at the Object-level the object will not be readable.

In order to add permissions to your objects, you must add a special Access Control List 
(ACL) property. If your objects do not have the ACL property, the objects will be fully 
accessible by anyone (provided that they are discoverable -- see the canQuery/canRead  

permission at the Class level).

The ACL property is added the following way:

// The ACL property is a `List<Permission>` field with a user-define1
class Person: Object {2
    @objc dynamic var name = ""3
    let permissions = List<Permission>()4
}5

// The ACL property is a `RLMArray<RLMPermission *>` field 1
// with a user-defined name2
@interface Person : RLMObject3
@property NSString *name;4
@property RLMArray<RLMPermission *><RLMPermission> *permissions;5
@end6
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// The ACL property is a `RealmList<Permission>` field 1
// with a user-defined name2
public class Person extends RealmObject {3
  public String name;4
  public RealmList<Permission> permissions = new RealmList<>();5
}6

// The ACL property is a list-of-permission property 1
// with a user-defined name2
const PersonSchema = {3
    name: 'Person',4
    properties: {5
        name: 'string',6
        permissions: '__Permission[]'7
    }8
};9

// The ACL property is an `IList<Permission>` property with a user-d1
public class Person : RealmObject2
{3
    // Other properties ...4

5
    public IList<Permission> Permissions { get; }6
}7
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If there is an ACL property, but no permissions have been added for any role, 
then nobody except Realm Object Server admin users will have access to the 
object. This  includes the user creating the object.

Adding Object-level permissions for a role is done adding a new Permission object to the 
list of permissions. This requires a write transaction:

// Adding new permissions must be done within a write transaction1
try! realm.write {2

3
  // Grant users with the `shared-objects` role access to read and m4
  // this object5
  let person = getPerson();6
  let permissions = person.permissions.findOrCreate(forRoleNamed: "s7
  permissions.canRead = true8
  permissions.canUpdate = true9
  permissions.canDelete = true10
}11

// Comming soon 
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// Adding new permissions must be done within a write transaction1
realm.executeTransaction((Realm r) -> {2
  Person p = realm.where(Person.class).equalto("id", getId()).findFi3
  4
  // Grant users with the `shared-objects` role access to read and m5
  // this object6
  Role role = realm.where(Role.class)7
    .equalTo("name", "shared-objects")8
    .findFirst();9
  Permission p = new Permission.Builder(role)10
    .canRead(true)11
    .canUpdate(true)12
    .canDelete(true)13
    .build();14
      15
  // Add it to the list of permissions associated with the object16
  // for it to take affect.17
  p.permissions.add(permission);  18
});19
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// Adding new permissions must be done within a write transaction1
realm.write(() => {2
  let person = realm.objects('Person').filtered(`id = "my-id"`)[0];3
  4
  // Grant users with the `shared-objects` role access to read and m5
  // this object6
  let role = realm.objects(Realm.Permissions.Role)7
    .filtered(`id = "shared-objects"`)[0];8
  let permission = realm.create(Realm.Permissions.Permission, {9
    role: role,10
    canRead: true,11
    canUpdate: true,12
    canDelete: true,13
  });  14
  15
  // Add it to the list of permissions for it to take affect.16
  person.permissions.push(permission);17
});18

// Comming soon 

Modifying the Object-level permissions for an existing role is done by finding the 
permission object for that role and modifying it. This requires a write transaction:
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// Modifying permissions must be done within a write transaction1
try! realm.write {2
  let person = getPerson()3

4
  // Prevent `shared-objects` users from modifying this object.  5
  let permissions = person.permissions.findOrCreate(forRoleNamed: "s6
  permissions.canUpdate = false7
  permissions.canDelete = false8
}9

// Comming soon

// Modifying permissions must be done within a write transaction1
realm.executeTransaction((Realm r) -> {2
  Person p = realm.where(Person.class).equalTo("id", getId()).findFi3
  4
  // Find permissions for a specific role and change them5
  Permission permission = p.permissions.where()6
    .equalTo("role.name", "shared-objects")7
    .findFirst();8
  9
  // Prevent `shared-objects` users from modifying this object.10
  permission.setCanUpdate(false);11
  permission.setCanDelete(false);    12
});13
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// Modifying permissions must be done within a write transaction1
realm.write(() => {2
  let person = realm.objects('Person')3
    .filtered(`id = "${getId()}"`)[0];4
  5
  // Find permissions for a specific role and change them6
  let permission = person.permissions('role.name', 'shared-objects')7
  8
  // Prevent `shared-objects` users from modifying this object.9
  permission.canUpdate = false;10
  permission.canDelete = false;11
});12

// Comming soon

Any object that is reachable through links or collections from an object to which a user has 
Read access will also be readable by that user, even if they explicitly do not have Read 
access to the reachable object. This is due to a current limitation in the way object graphs 
are represented in Realm.

The following table describes the effect of enabling or disabling a given privilege at the 
Object level:

Type ENABLED DISABLED

canCreate N/A N/A

canRead
Role can see and read this object. This 
include any referenced objects.

Role cannot read or see 
this object.
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canUpdate

Role can update properties on this 
object. The ACL property is a special 
case handled by canSetPermissions .

Role is not allowed to 
change the value of any 
properties on the object.

canDelete Role can delete the object.
Role is not allowed to 
delete the object.

canQuery N/A N/A

canSetPermissions
Role can modify Permission objects 
referenced by the custom ACL property 
on the object.

Role is not allowed to 
modify the custom ACL 
property on the object.

canModifySchema N/A N/A

User Privileges

 

Because a User  can be part of multiple roles with many different permissions, it is often 

useful to be able to determine exactly what the current user can do with an object (or class, 
or the Realm file).

This can be achieved in the following way:

// Realm privileges1
let privileges = realm.getPrivileges()2
 3
// Class privileges for `Person`4
let privileges = realm.getPrivileges(Person.self)5
 6
// Object privileges7
let person = getPerson()8
let privileges = realm.getPrivileges(person)9
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// Realm privileges1
struct RLMRealmPrivileges privileges = [realm privilegesForRealm];2
 3
// Class privileges for `Person`4
struct RLMClassPrivileges privileges = [realm privilegesForClass:Per5
 6
// Object privileges7
Person *person = getPerson();8
struct RLMObjectPrivileges privileges = [realm privilegesForObject:p9

// Realm privileges1
RealmPrivileges privileges = realm.getPrivileges();2

3
// Class privileges for `Person`4
ClassPrivileges privileges = realm.getPrivileges(Person.class);5

6
// Object privileges7
Person person = getObject();8
ObjectPrivileges privileges = realm.getPrivileges(person);9

// Realm privileges1
let privileges = realm.privileges();2

3
// Class privileges for `Person`4
let classPrivileges = realm.privileges('Person');5

6
// Object privileges7
let person = getPerson();8
let objectPrivileges = realm.getPrivileges(person);9
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// Realm privileges1
var privileges = realm.GetPrivileges();2
 3
// Class privileges for Person4
var privileges = realm.GetPrivileges<Person>();5

6
// Class privileges for Person using the string API7
var privileges = realm.GetPrivileges("Person");8
 9
// Object privileges10
var person = realm.Find<Person>(someId);11
var privileges = realm.GetPrivileges(person);12

This can e.g. be used to toggle an Edit button if a user only have read access to an object:

let person = getPerson()1
let privileges = realm.getPrivileges(person)2

3
if privileges.contains(.update) {4
    showEditButton()5
}6
else {7
    hideEditButton()8
}9
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Person *person = getPerson();1
struct RLMObjectPrivileges privileges = [realm privilegesForObject:p2

3
if (privileges.update) {4
    showEditButton()5
}6
else {7
    hideEditButton()8
}9

Person person = getObject();1
ObjectPrivileges privileges = realm.getPrivileges(person);2

3
if (privileges.canUpdate()) {4
  showEditButton();5
} else {6
  hideEditButton();7
}8

let person = getPerson();1
let objectPrivileges = realm.getPrivileges(person);2

3
if (privileges.canUpdate) {4
  showEditButton();5
} else {6
  hideEditButton();7
}8
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var person = realm.Find<Person>(someId)1
var privileges = realm.GetPrivileges(person);2

3
if (privileges.HasFlag(ObjectPrivileges.Update))4
{5
    ShowEditButton();6
}7
else8
{9
    HideEditButton();10
}11

If a user does not have canRead  access to the classes used by the permission 

system, querying about privileges will always return false , even if the user might 
have access. See the next section for more details.

Restricting access to Permission metadata

 

Fine-grained permissions are implemented using Realm classes and objects. This means 
that the permission system itself is subject to the same permission rules as normal model 
classes. 

As a consequence it is possible to disallow users access to the information in the 
permission system by removing the canRead  privilege for those classes. This is generally 

not recommended as it prevent users from knowing the full extend of their privileges. 

The classes used for implementing the fine-grained permission system are:
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// Comming soon

// Comming soon

io.realm.sync.permissions.PermissionUser1
io.realm.sync.permissions.Permission2
io.realm.sync.permissions.RealmPermissions3
io.realm.sync.permissions.ClassPermissions4
io.realm.sync.permissions.Role5

6
See the API docs here: 7
 https://realm.io/docs/java/latest/api/io/realm/sync/permissions/pack8

// Comming soon
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// Comming soon

Specifically it means that:

A user cannot modify any Realm-level permissions unless they have the 
setPermissions  privilege on the Class-level permission object for the __Realm  class.

 A user cannot modify any Class-level permissions unless they have the 
setPermissions  privilege on the Class-level permission object for the __Class  class.

This can be verified the following way:

// Comming soon

// Comming soon
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// Check access to Realm-level permissions1
RealmPrivileges realmPrivs = realm.getPrivileges(RealmPermissions.cl2
realmPrivs.canRead(); // Can see Realm-level permissions3
realmPrivs.canSetPermissions(); // Can modify Realm-level permission4

5
// Check access to Class-level permissions6
ClassPrivileges classPrivs = realm.getPrivileges(ClassPermissions.cl7
classPrivs.canRead(); // Can see Class-level permissions8
classPrivs.canSetPermissions(); // Can modify Class-level permission9

// Check access to Realm-level permissions1
let realmPrivileges = realm.privileges(Realm.Permissions.Realm);2
realmPrivileges.canRead; // Can see Realm-level permissions3
realmPrivileges.canSetPermissions; // Can modify Realm-level permiss4

5
// Check access to Class-level permissions6
let classPrivileges = realm.privileges(Realm.Permissions.Class);7
classPrivileges.canRead; // Can see Class-level permissions8
classPrivileges.canSetPermissions; // Can modify Class-level permiss9

// Comming soon

Realm Studio

 



Realm Studio showing fine-grained permission classes

The fine-grained permission data can be seen and edited from Realm Studio. In order to see 
it, you need to enable "Show system classes" Under the "View" menu item. 

They are stored in the tables named __Realm  , __Class , __Role , __User  and 

__Permission .

Realm-level permissions are defined in a special object with id = 0  in the __Realm  table.

Class-level permissions are stored in the __Class  table. Each Realm class has an entry in 

that table. 

Examples

 

How do I prevent users from adding themselves to Roles?
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Since it is Roles that are granted privileges, not users, it can be considered a security hole if 
users can add themselves to other roles, effectively elevating their own privileges.

This can be prevented by making the Role  class readonly for anyone except 

administrators. This is done by modifying the the Class-level permissions for the Role  

class the following way:

realm.write(() => {1
  // Get the Class-level Permissions for the Role class.2
  val rolePermissions = realm.permissions(Realm.Permissions.Role);3
  4
  // Reduce privileges to read only for the default "everyone" role5
  // that all users are part of. Users can, now, only modify roles i6
  // are part of another role that grant that privilege.7
  val permissions = rolePermissions.findOrCreate("everyone");8
  permissions.canCreate = false;9
  permissions.canModify = false;10
  permissions.canDelete = false;11
})12

13

Modifying the Role this way should either be done by a server side script or alternatively by 
using Realm Studio:



Edit the Class-level permissions for the __Role class
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How do I share an object with another user?

If a model class does not have an ACL property defined then all objects of that type is 
available to everyone if the Class-level permission for the class allow it.

If you want to allow some users to see your object and not others, you need to enable the 
Object-level permissions by adding the ACL property to the schema for that class:

const PersonSchema = {1
    name: 'Person',2
    properties: {3
        name: 'string',4
        permissions: '__Permission[]' // ACL property5
    }6
};7

Once that is done, permissions can now be added to the object. Realm have created pre-
defined roles for each user that  only have the user as a member. You can use these roles if 
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you only want to share the object with one other person.

realm.write(() => {1
  // Grant full privileges to the creator of the object2
  let ownIdentity = user.identity;3
  let role = realm.objects(Realm.Permissions.Role)4
    .filtered(`id = "__User:{$ownIdentity}"`)[0];5
  let permission = realm.create(Realm.Permissions.Permission, {6
    role: role,7
    canRead: true,8
    canUpdate: true,9
    canDelete: true,10
    canSetPermissions: true,11
  });  12
  13
  // Grant read privileges to another user14
  let otherUserIdentity = getOtherUserIdentitySync();15
  let role = realm.objects(Realm.Permissions.Role)16
    .filtered(`id = "__User:{$otherUserIdentity}"`)[0];17
  let permission = realm.create(Realm.Permissions.Permission, {18
    role: role,19
    canRead: true,20
  });  21
});22

Creating an object does not automatically grant admin privileges over that 
object. You also need to add your own privileges.

How do I find another users identity?

Users on the Realm Object Server are defined by an identity  . The identity is used when 

finding a single users Role or otherwise assigning people to roles.

You can find your own identity this way:
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let credentials = Realm.Sync.Credentials.usernamePassword(username, 1
Realm.Sync.User.login(url, credentials).then((user) => {2
  user.identity // Get the users identity3
});4

Admin users can also lookup other users identity using their email:

let provider = 'password';1
let userId = 'user@email.com';2
adminUser.retrieveAccount(provider, userId).then((account) => {3
  account.user_id; // Users identity4
});5

Non-admin users do not, currently , have any way of automatically looking up another users 
identity.

Not what you were looking for? Leave Feedback

https://realm3.typeform.com/to/A4guM3


Monitoring Network Activity
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Overview

When you open a synchronized Realm, it will establish a network connection with the server 
in the background. Realm Platform uses Websockets with a custom binary protocol 
designed to be highly efficient for real-time performance. The Cloud version uses SSL/TLS 
by default, whereas with the Self-Hosted version this requires setup.

Sync Session

 

The client APIs provide access to the underlying networking through a session object. This 
can be used to query for the networking state.

Session objects representing Realms opened by a specific user can be retrieved from 
that user’s SyncUser  object using the SyncUser.allSessions()  or 

SyncUser.session(for:)  APIs.

The state of the underlying session can be retrieved using the state  property. This 

can be used to check whether the session is active, not connected to the server, or in 
an error state. If the session is valid, the configuration  property will contain a 

SyncConfiguration  value that can be used to open another instance of the same 

Realm (for example, on a different thread).
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A synced Realm’s connection to the Realm Object Server is represented by a 
RLMSyncSession  object. Session objects representing Realms opened by a specific 

user can be retrieved from that user’s RLMSyncUser  object using the 

+[RLMSyncUser allSessions]  or -[RLMSyncUser sessionForURL:]  APIs.

The state of the underlying session can be retrieved using the state  property. This 

can be used to check whether the session is active, not connected to the server, or in 
an error state. If the session is valid, the configuration  property will contain a 

RLMSyncConfiguration  value that can be used to open another instance of the 

same Realm (for example, on a different thread).

A synced Realm’s connection to the Realm Object Server is represented by a 
SyncSession  object. A session object for a specific Realm can be retrieved by 

using the SyncManager.getSession(SyncConfiguration)  API.

A synced Realm’s connection to the Realm Object Server is represented by a 
Session  object. Session objects can be retrieved by calling realm.syncSession .

The state of the underlying session can be retrieved using the state  property. This 

can be used to check whether the session is active, not connected to the server, or in 
an error state.
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A synced Realm’s connection to the Realm Object Server is represented by a Session 
object. Session objects can be retrieved by calling realm.GetSession().

The state of the underlying session can be retrieved using the State property. This 
can be used to check whether the session is active, not connected to the server, or in 
an error state.

Progress Notifications

 

https://realm.io/docs/dotnet/latest/api/reference/Realms.Sync.Session.html
https://realm.io/docs/dotnet/latest/api/reference/Realms.Sync.RealmSyncExtensions.html#Realms_Sync_RealmSyncExtensions_GetSession_Realms_Realm_
https://realm.io/docs/dotnet/latest/api/reference/Realms.Sync.Session.html#Realms_Sync_Session_State
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Session objects allow your app to monitor the status of a session’s uploads to and 
downloads from the Realm Object Server by registering progress notification blocks 
on a session object.

Progress notification blocks will be invoked periodically by the synchronization 
subsystem on the runloop of the thread in which they were originally registered. If no 
runloop exists, one will be created. (Practically speaking, this means you can register 
these blocks on background queues in GCD and they will work fine.) As many blocks 
as needed can be registered on a session object simultaneously. Blocks can either 
be configured to report upload progress or download progress.

Each time a block is called, it will receive the current number of bytes already 
transferred, as well as the total number of transferrable bytes (defined as the 
number of bytes already transferred plus the number of bytes pending transfer).

When a block is registered, the registration method returns a token object. The 
invalidate()  method can be called on the token to stop notifications for that 

particular block. If the block has already been deregistered, calling the stop method 
does nothing. Note that the registration method might return a nil token if the 
notification block will never run again (for example, because the session was 
already in a fatal error state, or there is no further progress to report).

There are two types of blocks. Blocks can be configured to report indefinitely. These 
blocks will remain active unless explicitly stopped by the user and will always report 
the most up-to-date number of transferrable bytes. This type of block could be used 
to control a network indicator UI that, for example, changes color or appears only 
when uploads or downloads are actively taking place.

let session = SyncUser.current!.session(for: realmURL)!1
let token = session.addProgressNotification(for: .download,2
                                            mode: .reportIndefinitel3
    if progress.isTransferComplete {4
        hideActivityIndicator()5
    } else {6
        showActivityIndicator()7
    }8



}9
10

// Much later...11
token?.invalidate()12

Blocks can also be configured to report progress for currently outstanding work. 
These blocks capture the number of transferrable bytes at the moment they are 
registered and always report progress relative to that value. Once the number of 
transferred bytes reaches or exceeds that initial value, the block will automatically 
unregister itself. This type of block could, for example, be used to control a progress 
bar that tracks the progress of an initial download of a synced Realm when a user 
signs in, letting them know how long it is before their local copy is up-to-date.

let session = SyncUser.current!.session(for: realmURL)!1
var token: SyncSession.ProgressNotificationToken?2
token = session.addProgressNotification(for: .upload,3
                                        mode: .forCurrentlyOutstandi4
    updateProgressBar(fraction: progress.fractionTransferred)5
    if progress.isTransferComplete {6
        hideProgressBar()7
        token?.invalidate()8
    }9
}10



Objective-C

Session objects allow your app to monitor the status of a session’s uploads to and 
downloads from the Realm Object Server by registering progress notification blocks 
on a session object.

Progress notification blocks will be invoked periodically by the synchronization 
subsystem on the runloop of the thread in which they were originally registered. If no 
runloop exists, one will be created. (Practically speaking, this means you can register 
these blocks on background queues in GCD and they will work fine.) As many blocks 
as needed can be registered on a session object simultaneously. Blocks can either 
be configured to report upload progress or download progress.

Each time a block is called, it will receive the current number of bytes already 
transferred, as well as the total number of transferrable bytes (defined as the 
number of bytes already transferred plus the number of bytes pending transfer).

When a block is registered, the registration method returns a token object. The 
-invalidate  method can be called on the token to stop notifications for that 

particular block. If the block has already been deregistered, calling the stop method 
does nothing. Note that the registration method might return a nil token if the 
notification block will never run again (for example, because the session was 
already in a fatal error state, or there is no further progress to report).

There are two types of blocks. Blocks can be configured to report indefinitely. These 
blocks will remain active unless explicitly stopped by the user and will always report 
the most up-to-date number of transferrable bytes. This type of block could be used 
to control a network indicator UI that, for example, changes color or appears only 
when uploads or downloads are actively taking place.

RLMSyncSession *session = [[RLMSyncUser currentUser] sessionForURL:r1
void(^workBlock)(NSUInteger, NSUInteger) = ^(NSUInteger downloaded, 2
    if ((double)downloaded/(double)downloadable >= 1) {3
        [viewController hideActivityIndicator];4
    } else {5
        [viewController showActivityIndicator];6
    }7
};8



RLMProgressNotificationToken *token;9
token = [session addProgressNotificationForDirection:RLMSyncProgress10
                                                mode:RLMSyncProgress11
                                               block:workBlock];12

13
// Much later...14
[token invalidate];15

Blocks can also be configured to report progress for currently outstanding work. 
These blocks capture the number of transferrable bytes at the moment they are 
registered and always report progress relative to that value. Once the number of 
transferred bytes reaches or exceeds that initial value, the block will automatically 
unregister itself. This type of block could, for example, be used to control a progress 
bar that tracks the progress of an initial download of a synced Realm when a user 
signs in, letting them know how long it is before their local copy is up-to-date.

RLMSyncSession *session = [[RLMSyncUser currentUser] sessionForURL:r1
RLMProgressNotificationToken *token;2
void(^workBlock)(NSUInteger, NSUInteger) = ^(NSUInteger uploaded, NS3
    double progress = ((double)uploaded/(double)uploadable);4
    progress = progress > 1 ? 1 : progress;5
    [viewController updateProgressBarWithFraction:progress];6
    if (progress == 1) {7
        [viewController hideProgressBar];8
        [token invalidate];9
    }10
};11
token = [session addProgressNotificationForDirection:RLMSyncProgress12
                                                mode:RLMSyncProgress13
                                               block:workBlock];14



Java

Session objects allow your app to monitor the status of a session’s uploads to and 
downloads from the Realm Object Server by registering progress notifications on a 
session object.

Progress notifications are invoked periodically by the synchronization subsystem. 
The notification callback will happen on a worker thread, so manipulating UI 
elements must be done using Activity.runOnUiThread or similar. As many 

notifications as needed can be registered on a session object simultaneously. 
Notifications can either be configured to report upload progress or download 
progress.

Each time a notification is called, it will receive the number of bytes already 
transferred, as well as the total number of transferrable bytes (the number of bytes 
already transferred plus the number of bytes pending transfer).

Notifications can be un-registered by using SyncSession.removeProgressListener .

There are two types of notification modes: ProgressMode.CURRENT_CHANGES  and 

ProgressMode.INDEFINITELY . Notifications configured with 

ProgressMode.INDEFINITELY  will remain active unless explicitly stopped by the 

user and will always report the most up-to-date number of transferrable bytes. This 
type of block could be used to control a network indicator UI that, for example, 
changes color or appears only when uploads or downloads are actively taking place. 
A notification in this mode can report Progress.isTransferComplete  multiple 

times.

ProgressListener listener = new ProgressListener() {1
    @Override2
    public void onChange(Progress progress) {3
        activity.runOnUiThread(new Runnable) {4
            @Override5
            public void run() {6
                if (progress.isTransferComplete()) {7
                    hideActivityIndicator();8
                } else {9
                    showActivityIndicator();10



                }11
            }12
        }13
    }14
};15

16
SyncSession session = SyncManager.getSession(getSyncConfiguration())17
session.addDownloadProgressListener(ProgressMode.INDEFINITELY, liste18

19
// When stopping activity20
session.removeProgressListener(listener);21

Notifications configured with ProgressMode.CURRENT_CHANGES  only report progress 

for currently outstanding work. These notifications capture the number of 
transferrable bytes at the moment they are registered and always report progress 
relative to that value. Once the number of transferred bytes reaches or exceeds that 
initial value, the notification will send one final event where 
Progress.isTransferComplete  is true  and then never again. The listener should 

be unregistered at this point. This type of notification could, for example, be used to 
control a progress bar that tracks the progress of an initial download of a synced 
Realm when a user signs in, letting them know when their local copy is up-to-date.

final SyncSession session = SyncManager.getSession(getSyncConfigurat1
ProgressListener listener = new ProgressListener() {2
    @Override3
    public void onChange(Progress progress) {4
        activity.runOnUiThread(new Runnable) {5
            @Override6
            public void run() {7
                if (progress.isTransferComplete()) {8
                    hideProgressBar();9
                    session.removeProgressListener(this);10
                } else {11
                    updateProgressBar(progress.getFractionTransferre12
                }13
            }14
        }15
    }16
};17
setupProgressBar();18
session.addDownloadProgressListener(ProgressMode.CHANGES_ONLY, liste19





Javascript

Session objects allow your app to monitor the status of a session’s uploads to and 
downloads from the Realm Object Server by registering a progress notification 
callback on a session object by calling 
[realm.syncSession.addProgressNotification(direction, mode, callback)] or one of the 
asynchronous methods Realm.open  and Realm.openAsync (these methods 

support only a subset of the progress notifications modes).

Progress notification callbacks will be invoked periodically by the synchronization 
subsystem. As many callbacks as needed can be registered on a session object 
simultaneously. Callbacks can either be configured to report upload progress or 
download progress.

Each time a callback is called, it will receive the current number of bytes already 
transferred, as well as the total number of transferable bytes (defined as the number 
of bytes already transferred plus the number of bytes pending transfer).

To stop receiving progress notifications a callback can be unregistered using 
[realm.syncSession.removeProgressNotification(callback)]. Calling the function a 
second time with the same callback is ignored.

There are two progress notification modes for the progress notifications:

reportIndefinitely  - the registration will stay active until the callback is 

unregistered and will always report the most up-to-date number of transferable 
bytes. This type of callback could be used to control a network indicator UI that, 
for example, changes color or appears only when uploads or downloads are 
actively taking place.

let realm = new Realm(config);1
const progressCallback = (transferred, transferables) => {2
    if (transferred < transferables) {3
        // Show progress indicator4
    } else {5
        // Hide the progress indicator6
    }7
};8

https://realm.io/docs/javascript/latest/api/reference/Realms.Sync.ProgressMode.html#fields


9
realm.syncSession.addProgressNotification('upload', 'reportIndefinit10
// ...11
realm.syncSession.removeProgressNotification(progressCallback);12

forCurrentlyOutstandingWork  - the registration will capture the number of 

transferable bytes at the moment it is registered and always report progress 
relative to that value. Once the number of transferred bytes reaches or exceeds 
that initial value, the callback will be automatically unregistered. This type of 
progress notification could, for example, be used to control a progress bar that 
tracks the progress of an initial download of a synced Realm when a user signs 
in, letting them know how long it is before their local copy is up-to-date.

let realm = new Realm(config);1
const progressCallback = (transferred, transferable) => {2
    const progressPercentage = transferred / transferable;3
};4

5
realm.syncSession.addProgressNotification('download', 'forCurrentlyO6
// ...7
realm.syncSession.removeProgressNotification(progressCallback);8

The asynchronous methods Realm.open  and Realm.openAsync  for opening a 

Realm can also be used to register a callback for sync progress notifications. In this 
case only ‘download’ direction and ‘forCurrentlyOutstandingWork’ mode are 
supported. Additional callbacks can be registered after the initial open is completed 
by using the newly created Realm instance.

Realm.open(config)1
      .progress((transferred, transferable) => {2
          // update UI3
      })4
      .then(realm => {5
          // use the Realm6
      })7
      .catch((e) => reject(e));8

9
Realm.openAsync(config,10



          (error, realm) => {11
             // use the Realm or report an error12
          },13
          (transferred, transferable) => {14
            // update UI15
          }, );16



.Net

Session objects allow your app to monitor the status of a session’s uploads to and 
downloads from the Realm Object Server by registering a subscriber on the 
IObservable instance, obtained by calling session.GetProgressObservable(direction, 
mode).

The subscription callback will be invoked periodically by the synchronization 
subsystem. As many subscribers as needed can be registered on a session object 
simultaneously. Subscribers can either be configured to report upload progress or 
download progress. Each time a subscriber is called, it will be passed a 
SyncProgress instance that will contain information about the current number of 
bytes already transferred, as well as the total number of transferable bytes (defined 
as the number of bytes already transferred plus the number of bytes pending 
transfer).

Each time a subscriber is registered, an IDisposable token will be returned. You must 
keep a reference to that token for as long as progress notifications are desired. To 
stop receiving notifications, call Dispose on the token.

There are two modes for the progress subscriptions: 

ReportIndefinitely  - the subscription will stay active until Dispose  is 

explicitly called and will always report the most up-to-date number of 
transferrable bytes. This type of callback could be used to control a network 
indicator UI that, for example, changes color or appears only when uploads or 
downloads are actively taking place.

var token = session.GetProgressObservable(ProgressDirection.Download1
                   .Subscribe(progress =>2
                   {3
                       if (progress.TransferredBytes < progress.Tran4
                       {5
                           // Show progress indicator6
                       }7
                       else8
                       {9
                           // Hide the progress indicator10
                       }11

https://msdn.microsoft.com/en-us/library/dd990377(v=vs.110).aspx
https://realm.io/docs/dotnet/latest/api/reference/Realms.Sync.Session.html#Realms_Sync_Session_GetProgressObservable_Realms_Sync_ProgressDirection_Realms_Sync_ProgressMode_
https://realm.io/docs/dotnet/latest/api/reference/Realms.Sync.SyncProgress.html
https://msdn.microsoft.com/en-us/library/system.idisposable(v=vs.110).aspx
https://msdn.microsoft.com/en-us/library/es4s3w1d(v=vs.110).aspx
https://realm.io/docs/dotnet/latest/api/reference/Realms.Sync.ProgressMode.html#fields


                   });12

ForCurrentlyOutstandingWork  - the subscription will capture the number of 

transferable bytes at the moment it is registered and always report progress 
relative to that value. Once the number of transferred bytes reaches or exceeds 
that initial value, the subscriber will automatically unregister itself. This type of 
subscription could, for example, be used to control a progress bar that tracks the 
progress of an initial download of a synced Realm when a user signs in, letting 
them know how long it is before their local copy is up-to-date.

var token = session.GetProgressObservable(ProgressDirection.Download1
                   .Subscribe(progress =>2
                   {3
                       var progressPercentage = progress.Transferred4
                       progressBar.SetValue(progressPercentage);5

6
                       if (progressPercentage == 1)7
                       {8
                           progressBar.Hide();9
                       }10
                   });11

Note that those examples use the ObservableExtensions.Subscribe extension 
method to simplify subscribing. We recommend using the Reactive Extensions class 
library as it greatly simplifies working with observable sequences. For example, 
here’s a more advanced scenario, where both upload and download progress is 
tracked, throttled, and finally, dispatched on the main thread:

var uploadProgress = session.GetProgressObservable(ProgressDirection1
var downloadProgress = session.GetProgressObservable(ProgressDirecti2

3
var token = uploadProgress.CombineLatest(downloadProgress, (upload, 4
                          {5
                              return new6
                              {7
                                  TotalTransferred = upload.Transfer8
                                  TotalTransferable = upload.Transfe9
                              };10

https://msdn.microsoft.com/en-us/library/ff402849(v=vs.103).aspx
https://github.com/Reactive-Extensions/Rx.NET


                          })11
                          .Throttle(TimeSpan.FromSeconds(0.1))12
                          .ObserveOn(SynchronizationContext.Current)13
                          .Subscribe(progress =>14
                          {15
                              if (progress.TotalTransferred < progre16
                              {17
                                  // Show spinner18
                              }19
                              else20
                              {21
                                  // Hide spinner22
                              }23
                          });24

Not what you were looking for? Leave Feedback 

https://realm3.typeform.com/to/A4guM3


Migrating Your Data

Additive Changes

Synchronized Realms only support additive changes. This is to ensure that older clients can
continue to sync with newer clients. As a result, synced migrations tend to be simpler.

If you remove a property from a schema with a synced Realm, this only removes 
the reference in your code. The underlying property is not removed from the 
database to maintain backwards compatibility.



Swift

When your Realm is synced with Realm Object Server, the migration process is a 
little different—and in many cases, simpler. Here’s what you need to know:

You don’t need to set the schema version (although you can).
Additive changes, such as adding a class or adding a field to a class, are 
applied automatically.
Removing a field from a schema doesn’t delete the field from the database, but 
instead instructs Realm to ignore that field. New objects will continue to be 
created with those properties, but they will be set to null . Non-nullable fields 

will be set to appropriate zero/empty values: 0  for numeric fields, an empty 

string for string properties, and so on.
You must not include a migration block.

Suppose your application has the Dog  class:

class Dog: Object {1
    @objc dynamic var name = ""2
}3

Now you need to add the Person  class and give it an owner  relationship to Dog . 

You don’t need to do anything other than adding the class and associated properties 
before syncing:

class Dog: Object {1
    @objc dynamic var name = ""2
    @objc dynamic var owner: Person?3
}4

5
class Person: Object {6
    @objc dynamic var name = ""7
    @objc dynamic var birthdate: NSDate? = nil8
}9

10
let syncServerURL = URL(string: "http://localhost:9080/Dogs")!11
let config = Realm.Configuration(syncConfiguration: SyncConfiguratio12



13
let realm = try! Realm(configuration: config)14



Objective-C

When your Realm is synced with Realm Object Server, the migration process is a 
little different—and in many cases, simpler. Here’s what you need to know:

You don’t need to set the schema version (although you can).
Additive changes, such as adding a class or adding a field to a class, are 
applied automatically.
Removing a field from a schema doesn’t delete the field from the database, but 
instead instructs Realm to ignore that field. New objects will continue to be 
created with those properties, but they will be set to null . Non-nullable fields 

will be set to appropriate zero/empty values: 0  for numeric fields, an empty 

string for string properties, and so on.
You must not include a migration block.

Suppose your application has the Dog  class:

@interface Dog : RLMObject1
@property NSString *name;2
@end3

Now you need to add the Person  class and give it an owner  relationship to Dog . 

You don’t need to do anything other than adding the class and associated properties 
before syncing:

@interface Dog : RLMObject1
@property NSString *name;2
@property Person   *owner;3
@end4
RLM_ARRAY_TYPE(Dog)5

6
@interface Person : RLMObject7
@property NSString *name;8
@property NSDate   *birthdate;9
@end10
RLM_ARRAY_TYPE(Person)11

12



// Required properties of an Objective‑C reference13
// type have to be declared in combination with:14
@implementation Person15
+ (NSArray *)requiredProperties {16
    return @[@"name"];17
}18
@end19

20
NSURL *syncServerURL = [NSURL URLWithString:@"http://localhost:9080/21
RLMRealmConfiguration *config = [RLMRealmConfiguration defaultConfig22
config.syncConfiguration = [[RLMSyncConfiguration alloc] initWithUse23

24
RLMRealm *realm = [RLMRealm realmWithConfiguration:config error:nil]25



Java

When your Realm is synced with Realm Object Server, the migration process is a 
little different—and in many cases, simpler. Here’s what you need to know:

You don’t need to set the schema version (although you can).
Additive changes, such as adding a class or adding a field to a class, are 
applied automatically.
Removing a field from a schema doesn’t delete the field from the database, but 
instead instructs Realm to ignore that field. New objects will continue to be 
created with those properties, but they will be set to null . Non-nullable fields 

will be set to appropriate zero/empty values: 0  for numeric fields, an empty 

string for string properties, and so on.
You must not include a migration block.

Suppose your application has the Dog  class:

public class Dog extends RealmObject {1
    private String name = "";2
}3

Now you need to add the Person  class and give it an owner  relationship to Dog . 

You don’t need to do anything other than adding the class and associated properties 
before syncing:

public class Dog extends RealmObject {1
  private String name = "";2
  private Person owner;3
  // getter / setter4
}5

6
public class Person extends RealmObject {7
  private String name = "";8
  private Date birthdate;9
  // getter / setter10
}11

12



String syncServerURL = "realm://localhost:9080/Dogs"13
SyncConfiguration config = new SyncConfiguration.Builder(user, syncS14

15
Realm realm = Realm.getInstance(config);16



Javascript

When your Realm is synced with Realm Object Server, the migration process is a 
little different—and in many cases, simpler. Here’s what you need to know:

You don’t need to set the schema version (although you can).
Additive changes, such as adding a class or adding a field to a class, are 
applied automatically.
Removing a field from a schema doesn’t delete the field from the database, but 
instead instructs Realm to ignore that field. New objects will continue to be 
created with those properties, but they will be set to null . Non-nullable fields 

will be set to appropriate zero/empty values: 0  for numeric fields, an empty 

string for string properties, and so on.
You must not include a migration block.

Suppose your application has the Dog  class:

let schemas.Dog = {1
  name: 'Dog',2
  properties: {3
    name: 'string'4
  }5
};6

Now you need to add the Person  class and give it an owner  relationship to Dog . 

You don’t need to do anything other than adding the class and associated properties 
before syncing:

let schemas.Dog = {1
  name: 'Dog',2
  properties: {3
    name: 'string',4
    owner: 'Person'5
  }6
};7

8
let schemas.Person = {9



  name: 'Person',10
  properties: {11
    name: 'string',12
    birthdate: 'date'13
  }14
};15

16
let config = {17
  sync: {18
     user: user,19
     url: syncServerUrl20
  },21
  schema: [schemas.Person, schemas.Dog] 22
};23
Realm.open(config).then(realm => { /* ... */ });24



.Net

When your Realm is synced with Realm Object Server, the migration process is a 
little different—and in many cases, simpler. Here’s what you need to know:

You don’t need to set the schema version (although you can).
Additive changes, such as adding a class or adding a field to a class, are 
applied automatically.
Removing a field from a schema doesn’t delete the field from the database, but 
instead instructs Realm to ignore that field. New objects will continue to be 
created with those properties, but they will be set to null . Non-nullable fields 

will be set to appropriate zero/empty values: 0  for numeric fields, an empty 

string for string properties, and so on.
You must not include a migration block.

Suppose your application has the Dog  class:

public class Dog : RealmObject1
{2
    public string Name { get; set; }3
}4

Now you need to add the Person  class and give it an Owner  relationship to Dog . 

You don’t need to do anything other than adding the class and associated properties 
before syncing:

public class Dog : RealmObject1
{2
    public string Name { get; set; }3
    public Person Owner { get; set; }4
}5

6
public class Person : RealmObject {7
    public string Name { get; set; }8
    public DateTimeOffset Birthdate { get; set; }9
}10

11



var syncServerUri = new Uri("http://localhost:9080/Dogs");12
var config = new SyncConfiguration(user, syncServerUri);13

14
var realm = Realm.GetInstance(config);15

Destructive Changes

 

If you need to perform a destructive schema change, you will need to create a new Realm. 
You can also manually delete the existing Realm and recreate it if you are in development.



Swift

Since synced Realms don’t support migration blocks, destructive changes for a 
migration—changing a primary key, changing field types of existing fields (while 
keeping the same name), or changing a property from optional to required or vice-
versa—need to be handled in a different way. Create a new synchronized Realm with 
the new schema, and copy data from the old Realm to the new Realm:

class Dog: Object {1
    @objc dynamic var name = ""2
    @objc dynamic var owner: Person?3
}4

5
class Person: Object {6
    @objc dynamic var name = ""7
}8

9
class PersonV2: Object {10
    @objc dynamic var name: String? = nil11
}12

13
var syncServerURL = URL(string: "realm://localhost:9080/Dogs")!14
var config = Realm.Configuration(syncConfiguration: SyncConfiguratio15
// Limit to initial object type16
config.objectTypes: [Dog.self, Person.self]17

18
let initialRealm = try! Realm(configuration: config)19

20
21

syncServerURL = URL(string: "realm://localhost:9080/DogsV2")!22
config = Realm.Configuration(syncConfiguration: SyncConfiguration(us23
// Limit to new object type24
config.objectTypes: [Dog.self, PersonV2.self]25

26
let newRealm = try! Realm(configuration: config)27

Custom migrations can also be applied to synced Realms by writing a notification 
handler on the client side to make the changes, or as a server-side event handler. 
However, if the migration makes a destructive change, the Realm will stop syncing 
with ROS, producing a Bad changeset received  error.

https://realm.io/docs/swift/latest/#notifications


Objective-C

Since synced Realms don’t support migration blocks, destructive changes for a 
migration—changing a primary key, changing field types of existing fields (while 
keeping the same name), or changing a property from optional to required or vice-
versa—need to be handled in a different way. Create a new synchronized Realm with 
the new schema, and copy data from the old Realm to the new Realm:

@interface Dog : RLMObject1
@property NSString *name;2
@property Person *owner;3
@end4
RLM_ARRAY_TYPE(Dog)5

6
@interface Person : RLMObject7
@property NSString *name;8
@end9
RLM_ARRAY_TYPE(Person)10

11
@implementation Person12
+ (NSArray *)requiredProperties {13
    return @[@"name"];14
}15

16
@interface PersonV2 : RLMObject17
@property NSString *name;18
@end19
RLM_ARRAY_TYPE(PersonV2)20

21
@implementation PersonV222
+ (NSArray *)requiredProperties {23
    return @[];24
}25

26
NSURL *syncServerURL = [NSURL URLWithString: @"realm://localhost:90827
RLMRealmConfiguration *config = [RLMRealmConfiguration defaultConfig28
config.syncConfiguration = [[RLMSyncConfiguration alloc] initWithUse29
// Limit to initial object type30
config.objectClasses = @[Dog.class, Person.class];31

32
RLMRealm *initialRealm = [RLMRealm realmWithConfiguration:config err33

34
syncServerURL = [NSURL URLWithString: @"realm://localhost:9080/DogsV35
config = [RLMRealmConfiguration defaultConfiguration];36
config.syncConfiguration = [[RLMSyncConfiguration alloc] initWithUse37
// Limit to new object types38



config.objectClasses = @[Dog.class, PersonV2.class];39
40

RLMRealm *newRealm = [RLMRealm realmWithConfiguration:config error:n41

Custom migrations can also be applied to synced Realms by writing a notification 
handler on the client side to make the changes, or as a server-side event handler. 
However, if the migration makes a destructive change, the Realm will stop syncing 
with ROS, producing a Bad changeset received  error.

https://realm.io/docs/swift/latest/#notifications


Java

Since synced Realms don’t support migration blocks, destructive changes for a 
migration—changing a primary key, changing field types of existing fields (while 
keeping the same name), or changing a property from optional to required or vice-
versa—need to be handled in a different way. Create a new synchronized Realm with 
the new schema, and copy data from the old Realm to the new Realm:

public class Dog extends RealmObject {1
  private String name = "";2
  private Person owner;3
  // getter / setter4
}5

6
public class Person extends RealmObject {7
  @Required8
  private String name = "";9
  // getter / setter10
}11

12
public class PersonV2 extends RealmObject {13
  private String name = "";14
  // getter / setter15
}16

17
@RealmModule(classes = { Person.class, Dog.class }) class InitialMod18

19
String syncServerURL = "realm://localhost:9080/Dogs"20
SyncConfiguration config = new SyncConfiguration.Builder(user, syncS21
              .modules(new InitialModule())22
              .build();23
// Limit to initial object type24
Realm initialRealm = Realm.getInstance(config);25

26
27
28

@RealmModule(classes = { Person.class, DogV2.class }) class NewModul29
30

String syncServerURL = "realm://localhost:9080/Dogs"31
SyncConfiguration config = new SyncConfiguration.Builder(user, syncS32
              .modules(new NewModule())33
              .build();34
// Limit to new object type35
Realm initialRealm = Realm.getInstance(config);36



Your application can do this by listening for notifications on the old Realm, making 
the changes and copying them to the new Realm. (This is a good use case for 
Dynamic Realms.) You can also use a Realm Function (or event handler) running on 
the Object Server.

https://realm.io/docs/java/latest/#notifications
https://realm.io/docs/java/latest/#dynamic-realms


Javascript

Since synced Realms don’t support migration blocks, destructive changes for a 
migration—changing a primary key, changing field types of existing fields (while 
keeping the same name), or changing a property from optional to required or vice-
versa—need to be handled in a different way. Create a new synchronized Realm with 
the new schema, and copy data from the old Realm to the new Realm:

const DogSchema = {1
  name: 'Dog',2
  properties: {3
    name:  {type: 'string', default: ''},4
    owner: 'Person'5
  }6
};7

8
const PersonSchema = {9
  name: 'Person',10
  properties: {11
    name:  {type: 'string', default: ''}12
  }13
};14

15
const PersonSchemaV2 = {16
  name: 'Person',17
  properties: {18
    name:  {type: 'string', optional: true}19
  }20
};21

22
let config = {23
  sync: {24
    user: user,25
    url: 'realm://localhost:9080/Dogs'26
  },27
  schema: [DogSchema, PersonSchema]28
}29

30
let realm = new Realm(config);31

32
let configV2 = {33
  sync: {34
    user: user,35
    url: 'realm://localhost:9080/DogsV2'36
  },37
  schema: [DogSchema, PersonSchemaV2]38



}39
40

let realmV2 = new Realm(configV2);41
42

// TODO copy objects from realm to realmV243



.Net

Since synced Realms don’t support migration blocks, destructive changes for a 
migration—changing a primary key, changing field types of existing fields (while 
keeping the same name), or changing a property from optional to required or vice-
versa—need to be handled in a different way. Create a new synchronized Realm with 
the new schema, and copy data from the old Realm to the new Realm:

public class Dog : RealmObject1
{2
    public string Name { get; set; }3
    public Person Owner { get; set; }4
}5

6
// We can't change the name of the class in Realm, so we're7
// using [MapTo] to avoid collisions between the .NET classes.8
[MapTo("Person")]9
public class Person_Old : RealmObject10
{11
    // By default strings are nullable12
    public string Name { get; set; }13
}14

15
public class Person : RealmObject16
{17
    // Changing optionality is destructive change18
    [Required]19
    public string Name { get; set; }20
}21

22
var initialConfig = new SyncConfiguration(user, new Uri("http://loca23
{24
    // Limit to initial object type25
    ObjectClasses = new[] { typeof(Dog), typeof(Person_Old) }26
};27

28
var initialRealm = Realm.GetInstance(initialConfig);29

30
var newConfig = new SyncConfiguration(user, new Uri("http://localhos31
{32
    // Limit to new object type33
    ObjectClasses = new[] { typeof(Dog), typeof(Person) }34
};35

36
var newRealm = Realm.GetInstance(newConfig);37



Custom migrations can also be applied to synced Realms by writing a notification 
handler on the client side to make the changes, or as a server-side event handler. 
However, if the migration makes a destructive change, the Realm will stop syncing 
with ROS, producing a Bad changeset received  error.

Not what you were looking for? Leave Feedback

https://realm.io/docs/dotnet/latest/#notifications
https://realm3.typeform.com/to/A4guM3
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Errors

Swift

Error Reporting

Certain sync-related APIs perform asynchronous operations that may fail. These 
APIs take completion blocks which accept an error parameter; if the error parameter 
is passed in the operation failed. The error can be checked for more detail.

It is strongly recommended to also set an error handler on the SyncManager  

singleton. Errors involving the global synchronization subsystem or specific 
sessions (which represent Realms opened for synchronization with the server) will 
be reported through this error handler. When errors occur, the error handler will be 
called with an object representing the error, as well as a SyncSession  object 

representing the session the error occurred on (if applicable).

SyncManager.shared.errorHandler = { error, session in1
    // handle error2
}3

Realm Platform errors are represented by SyncError  values, which conform to 

Swift’s Error protocol.



Objective-C

Certain sync-related APIs perform asynchronous operations that may fail. These 
APIs take completion blocks which accept an error parameter; if the error parameter 
is passed in the operation failed. The error can be checked for more detail.

It is strongly recommended to also set an error handler on the RLMSyncManager  

singleton. Errors involving the global synchronization subsystem or specific 
sessions (which represent Realms opened for synchronization with the server) will 
be reported through this error handler. When errors occur, the error handler will be 
called with an object representing the error, as well as a RLMSyncSession  object 

representing the session the error occurred on (if applicable).

[[RLMSyncManager sharedManager] setErrorHandler:^(NSError *error, RL1
    // handle error2
}];3

Realm Mobile Platform errors are represented by NSError  objects whose domain is 

RLMSyncErrorDomain . Please consult the definitions of RLMSyncError  and 

RLMSyncAuthError  for error codes and what they mean.



Java

It is possible to set up error handling by registering an error handler:

SyncConfiguration configuration = new SyncConfigurtion.Builder(user,1
  .errorHandler(new Session.ErrorHandler() {2
    void onError(Session session, ObjectServerError error) {3
        // do some error handling4
    }5
  })6
  .build();7

It is also possible to register a default global error handler that will apply to all 
SyncConfigurations:

SyncManager.setDefaultSessionErrorHandler(myErrorHandler);



Javascript

The error handling is set up by registering a callback ( error ) as part of the 

configuration:

const config = {1
  sync: { 2
    user: userA,3
    url: realmUrl,4
    error: (error) => {5
      console.log(error.name, error.message);6
    },7
  },8
  schema: [{ name: 'Dog', properties: { name: 'string' } }]9
};10

11
var realm = new Realm(config);12



.Net

Realm Platform errors are represented by SessionExceptions. In addition to the 
standard exception properties, you have access to an ErrorCode that contains 
information about the type of the error and allows you to have strongly typed 
handling logic, e.g.:

Session.Error += (session, errorArgs) =>1
{2
    var sessionException = (SessionException)errorArgs.Exception;3
    switch (sessionException.ErrorCode)4
    {5
        case ErrorCode.AccessTokenExpired:6
        case ErrorCode.BadUserAuthentication:7
            // Ask user for credentials8
            break;9
        case ErrorCode.PermissionDenied:10
            // Tell the user they don't have permissions to work wit11
            break;12
        case ErrorCode.Unknown:13
            // Likely the app version is too old, prompt for update14
            break;15
        // ...16
    }17
};18

Setting the client logging level 

 

While developing your application, you will likely need to troubleshoot unexpected behavior. 
When doing this, it is useful to increase the Realm logging level within your application.  

https://realm.io/docs/dotnet/latest/api/reference/Realms.Sync.Exceptions.SessionException.html
https://realm.io/docs/dotnet/latest/api/reference/Realms.Sync.Exceptions.ErrorCode.html


Swift

Objective-C

The synchronization subsystem supports a number of logging levels, useful while 
developing an app. These can be selected by setting the logLevel  property on the 

SyncManager  singleton to the desired verbosity:

SyncManager.shared.logLevel = .debug

The logging level must be set before any synced Realms are opened. Changing it 
after the first synced Realm is opened will have no effect.

The synchronization subsystem supports a number of logging levels, useful while 
developing an app. These can be selected by setting the logLevel  property on the 

RLMSyncManager  singleton to the desired verbosity:

[[RLMSyncManager sharedManager] setLogLevel:RLMSyncLogLevelDebug];

The logging level must be set before any synced Realms are opened. Changing it 
after the first synced Realm is opened will have no effect.



Java

Javascript

.Net

By enabling more verbose logs, you can better see what is happening through 
Android logcat .

RealmLog.setLevel(Log.DEBUG);

These can be selected by setting the logLevel  property on Realm.sync  to the 

desired verbosity. For example:

Realm.Sync.setLogLevel("debug");

The LogLevel  is a static property on the SyncConfiguration class

It can be set like so: 

configuration.LogLevel = debug;

Available levels are as follows: 

https://www.realm.io/docs/dotnet/3.0.0/api/reference/realms.sync.syncconfiguration#Realms_Sync_SyncConfiguration_LogLevel


fatal 

error 

warn 

info 

detail 

debug 

trace 

Errors

 

Client Reset



Swift

If a Realm Object Server crashes and must be restored from a backup, there is a 
possibility that an app might need to carry out a client reset on a given synced 
Realm. This will happen if the local version of the Realm in question is greater than 
the version of that same Realm on the server (for example, if the application made 
changes after the Realm Object Server was backed up, but those changes weren’t 
synced back to the server before it crashed and had to be restored).

The client reset procedure is as follows: a backup copy of the local Realm file is 
made, and then the Realm files are deleted. The next time the app connects to the 
Realm Object Server and opens that Realm, a fresh copy will be downloaded. 
Changes that were made after the Realm Object Server was backed up but weren’t 
synced back to the server will be preserved in the backup copy of the Realm, but will 
not be present when the Realm is re-downloaded.

The need for a client reset is indicated by an error sent to the SyncManager  error 

handler. This error will be denoted by the code .clientResetError .

The error object will also contain two values: the location of the backup copy of the 
Realm file once the client reset process is carried out, and a token object which can 
be passed into the SyncSession.immediatelyHandleError(_:)  method to 

manually initiate the client reset process.

If the client reset process is manually initiated, all instances of the Realm in question 
must first be invalidated and destroyed. Note that a Realm  might not be fully 

invalidated, even if all references to it are nil’ed out, until the autorelease pool 
containing it is drained. However, doing so allows the Realm to be immediately re-
opened after the client reset process is complete, allowing syncing to resume.

If the client reset process is not manually initiated, it will instead automatically take 
place after the next time the app is launched, upon first accessing the SyncManager  

singleton. It is the app’s responsibility to persist the location of the backup copy if 
needed, so that the backup copy can be found later.

A Realm which needs to be reset can still be written to and read from, but no 
subsequent changes will be synced to the server until the client reset is complete 



and the Realm is re-downloaded. It is extremely important that your application 
listen for client reset errors and, at the very least, make provisions to save user data 
created or modified after a client reset is triggered so it can later be written back to 
the re-downloaded copy of the Realm.

The backup copy file path and reset initiation token can be obtained by calling 
SyncError.clientResetInfo()  on the error object.

The following example shows how the client reset APIs might be used to carry out a 
client reset:

SyncManager.shared.errorHandler = { error, session in1
    let syncError = error as! SyncError2
    switch syncError.code {3
    case .clientResetError:4
        if let (path, clientResetToken) = syncError.clientResetInfo(5
            closeRealmSafely()6
            saveBackupRealmPath(path)7
            SyncSession.immediatelyHandleError(clientResetToken)8
        }9
    default:10
        // Handle other errors...11
        ()12
    }13
}14



Objective-C

If a Realm Object Server crashes and must be restored from a backup, there is a 
possibility that an app might need to carry out a client reset on a given synced 
Realm. This will happen if the local version of the Realm in question is greater than 
the version of that same Realm on the server (for example, if the application made 
changes after the Realm Object Server was backed up, but those changes weren’t 
synced back to the server before it crashed and had to be restored).

The client reset procedure is as follows: a backup copy of the local Realm file is 
made, and then the Realm files are deleted. The next time the app connects to the 
Realm Object Server and opens that Realm, a fresh copy will be downloaded. 
Changes that were made after the Realm Object Server was backed up but weren’t 
synced back to the server will be preserved in the backup copy of the Realm, but will 
not be present when the Realm is re-downloaded.

The need for a client reset is indicated by an error sent to the RLMSyncManager  error 

handler. This error will be denoted by the code RLMSyncErrorClientResetError .

The error object will also contain two values: the location of the backup copy of the 
Realm file once the client reset process is carried out, and a token object which can 
be passed into the +[RLMSyncSession immediatelyHandleError:]  method to 

manually initiate the client reset process.

If the client reset process is manually initiated, all instances of the Realm in question 
must first be invalidated and destroyed. Note that a RLMRealm  might not be fully 

invalidated, even if all references to it are nil’ed out, until the autorelease pool 
containing it is drained. However, doing so allows the Realm to be immediately re-
opened after the client reset process is complete, allowing syncing to resume.

If the client reset process is not manually initiated, it will instead automatically take 
place after the next time the app is launched, upon first accessing the 
RLMSyncManager  singleton. It is the app’s responsibility to persist the location of the 

backup copy if needed, so that the backup copy can be found later.

A Realm which needs to be reset can still be written to and read from, but no 
subsequent changes will be synced to the server until the client reset is complete 



and the Realm is re-downloaded. It is extremely important that your application 
listen for client reset errors and, at the very least, make provisions to save user data 
created or modified after a client reset is triggered so it can later be written back to 
the re-downloaded copy of the Realm.

The backup copy file path can be obtained by calling 
-[NSError rlmSync_clientResetBackedUpRealmPath] upon the NSError  object. It 

can also be extracted directly from the userInfo  dictionary using the 

kRLMSyncPathOfRealmBackupCopyKey  key.

The reset initiation token can be obtained by calling 
-[NSError rlmSync_errorActionToken]  upon the NSError  object. It can also be 

extracted directly from the userInfo  dictionary using the 

kRLMSyncErrorActionTokenKey  key.

The following example shows how the client reset APIs might be used to carry out a 
client reset:

[[RLMSyncManager sharedManager] setErrorHandler:^(NSError *error, RL1
    if (error.code == RLMSyncErrorClientResetError) {2
        [realmManager closeRealmSafely];3
        [realmManager saveBackupRealmPath:[error rlmSync_clientReset4
        [RLMSyncSession immediatelyHandleError:[error rlmSync_errorA5
        return;6
    }7
    // Handle other errors...8
}];9



Java

Details coming soon!



Javascript

If a Realm Object Server crashes and must be restored from a backup, there is a 
possibility that an app might need to carry out a client reset on a given synced 
Realm. This will happen if the local version of the Realm in question is greater than 
the version of that same Realm on the server (for example, if the application made 
changes after the Realm Object Server was backed up, but those changes weren’t 
synced back to the server before it crashed and had to be restored).

The client reset procedure is as follows: a backup copy of the local Realm file is 
made, and then the Realm files are deleted. The next time the app connects to the 
Realm Object Server and opens that Realm, a fresh copy will be downloaded. 
Changes that were made after the Realm Object Server was backed up but weren’t 
synced back to the server will be preserved in the backup copy of the Realm, but will 
not be present when the Realm is re-downloaded.

The need for a client reset is indicated by an error sent to the registered error handler. 
The property name  will be ClientReset .

The error object will also contain two values: the location of the backup copy of the 
Realm file once the client reset process is carried out, and a token object which can 
be passed into the Realm.Sync.initiateClientReset method to manually initiate the 
client reset process.

If the client reset process is manually initiated, all instances of the Realm in question 
must first be invalidated and destroyed. Note that a Realm  might not be fully 

invalidated, even if all references to it are nil’ed out, until the autorelease pool 
containing it is drained. However, doing so allows the Realm to be immediately re-
opened after the client reset process is complete, allowing syncing to resume.

If the client reset process is not manually initiated, it will instead automatically take 
place after the next time the app is launched. It is the app’s responsibility to persist 
the location of the backup copy if needed, so that the backup copy can be found 
later.

A Realm which needs to be reset can still be written to and read from, but no 
subsequent changes will be synced to the server until the client reset is complete 



and the Realm is re-downloaded. It is extremely important that your application 
listen for client reset errors and, at the very least, make provisions to save user data 
created or modified after a client reset is triggered so it can later be written back to 
the re-downloaded copy of the Realm.

The following example shows how the client reset APIs might be used to carry out a 
client reset:

config.sync.error = (error) => {1
  if (error.name === 'ClientReset') {2
    const path = realm.path;3
    realm.close();4
    Realm.Sync.initializeClientReset(path);5
    // copy required objects from Realm at error.config.path6
  }7
};8



.Net

If a Realm Object Server crashes and must be restored from a backup, there is a 
possibility that an app might need to carry out a client reset on a given synced 
Realm. This will happen if the local version of the Realm in question is greater than 
the version of that same Realm on the server (for example, if the application made 
changes after the Realm Object Server was backed up, but those changes weren’t 
synced back to the server before it crashed and had to be restored).

The client reset procedure is as follows: a backup copy of the local Realm file is 
made, and then the Realm files are deleted. The next time the app connects to the 
Realm Object Server and opens that Realm, a fresh copy will be downloaded. 
Changes that were made after the Realm Object Server was backed up but weren’t 
synced back to the server will be preserved in the backup copy of the Realm, but will 
not be present when the Realm is re-downloaded.

The need for a client reset is indicated by an error sent to Session.Error subscribers. 
You can check the error type by examining the result of 
sessionException.ErrorCode.IsClientResetError or safe-casting the exception to 
ClientResetException. This type contains an additional property - BackupFilePath - 
that contains the location of the backup copy of the Realm file once the client reset 
process is carried out, as well as a method - InitiateClientReset which can be called 
to initiate the client reset process.

If the method is called to manually initiate the client reset process, all instances of 
the Realm in question must first be closed by calling Dispose() before the method is 
invoked. However, doing so allows the Realm to be immediately re-opened after the 
client reset process is complete, allowing syncing to resume.

If InitiateClientReset is not called, the client reset process will automatically take 
place after the next time the app is launched, upon first obtaining a Realm instance. 
It is the app’s responsibility to persist the location of the backup copy if needed, so 
that the backup copy can be found later.

A Realm which needs to be reset can still be written to and read from, but no 
subsequent changes will be synced to the server until the client reset is complete 
and the Realm is re-downloaded. It is extremely important that your application 

https://realm.io/docs/dotnet/latest/api/reference/Realms.Sync.Session.html#Realms_Sync_Session_Error
https://realm.io/docs/dotnet/latest/api/reference/Realms.Sync.Exceptions.ErrorCodeExtensions.html#Realms_Sync_Exceptions_ErrorCodeExtensions_IsClientResetError_Realms_Sync_Exceptions_ErrorCode_
https://realm.io/docs/dotnet/latest/api/reference/Realms.Sync.Exceptions.ClientResetException.html
https://realm.io/docs/dotnet/latest/api/reference/Realms.Sync.Exceptions.ClientResetException.html#Realms_Sync_Exceptions_ClientResetException_BackupFilePath
https://realm.io/docs/dotnet/latest/api/reference/Realms.Sync.Exceptions.ClientResetException.html#Realms_Sync_Exceptions_ClientResetException_InitiateClientReset
https://realm.io/docs/dotnet/latest/api/reference/Realms.Sync.Exceptions.ClientResetException.html#Realms_Sync_Exceptions_ClientResetException_InitiateClientReset
https://realm.io/docs/dotnet/latest/api/reference/Realms.Realm.html


listen for client reset errors and, at the very least, make provisions to save user data 
created or modified after a client reset is triggered so it can later be written back to 
the re-downloaded copy of the Realm.

The following example shows how the client reset APIs might be used to carry out a 
client reset:

void CloseRealmSafely()1
{2
    // Safely dispose the realm instances, possibly notify the user3
}4

5
void SaveBackupRealmPath(string path)6
{7
    // Persist the location of the backup realm8
}9

10
void SetupErrorHandling()11
{12
    Session.Error += (session, errorArgs)13
    {14
        var sessionException = (SessionException)errorArgs.Exception15
        if (sessionException.ErrorCode.IsClientResetError())16
        {17
            var clientResetException = (ClientResetException)errorAr18
            CloseRealmSafely();19
            SaveBackupRealmPath(clientResetException.BackupFilePath)20
            clientResetException.InitiateClientReset();21
        }22

23
        // Handle other errors24
    }25
}26

Permission Denied



Swift

If a user attempts to perform operations on a Realm for which they do not have 
appropriate permissions, a permission denied error will be reported. Such an error 
may occur, for example, if a user attempts to write to a Realm for which they only 
have read permissions or opens a Realm for which they have no permissions at all.

It is important to note that if a user has only read access to a particular 
synchronized Realm they must open that Realm asynchronously using the 
Realm.asyncOpen(configuration:, callbackQueue:, callback:) API. Failure to 

do so will lead to a permission denied error being reported.

A permission denied error will be denoted by the code .permissionDeniedError . 

The error object will contain an opaque token which can be used to delete the 
offending Realm file. The token can be obtained by calling 
SyncError.deleteRealmUserInfo()  on the error object.

In all cases, a permission denied error indicates that the local copy of the Realm on 
the user’s device has diverged in a way that cannot be reconciled with the server. The 
file will be automatically deleted the next time the application is launched. The token 
included with the error can also be passed into the 
SyncSession.immediatelyHandleError(_:)  method in order to immediately delete 

the Realm files.

If the token is used to immediately delete the Realm files, all instances of the Realm 
in question must first be invalidated and destroyed. Note that a Realm  might not 

be fully invalidated, even if all references to it are nil’ed out, until the autorelease 
pool containing it is drained. However, doing so allows the Realm to be immediately 
re-opened in the correct way or after the correct permissions have been set, allowing 
syncing to resume.



Objective-C

If a user attempts to perform operations on a Realm for which they do not have 
appropriate permissions, a permission denied error will be reported. Such an error 
may occur, for example, if a user attempts to write to a Realm for which they only 
have read permissions or opens a Realm for which they have no permissions at all.

It is important to note that if a user has only read access to a particular 
synchronized Realm they must open that Realm asynchronously using the 
+[RLMRealm asyncOpenWithConfiguration:callbackQueue:callback:]  API. Failure 

to do so will lead to a permission denied error being reported.

A permission denied error will be denoted by the code 
RLMSyncErrorPermissionDeniedError  . The error object will contain an opaque 

token which can be used to delete the offending Realm file. The token can be 
obtained by calling -[NSError rlmSync_errorActionToken]  upon the NSError  

object. It can also be extracted directly from the userInfo  dictionary using the 

kRLMSyncErrorActionTokenKey  key.

In all cases, a permission denied error indicates that the local copy of the Realm on 
the user’s device has diverged in a way that cannot be reconciled with the server. The 
file will be automatically deleted the next time the application is launched. The token 
included with the error can also be passed into the 
+[RLMSyncSession immediatelyHandleError:]  method in order to immediately 

delete the Realm files.

If the token is used to immediately delete the Realm files, all instances of the Realm 
in question must first be invalidated and destroyed. Note that a RLMRealm  might 

not be fully invalidated, even if all references to it are nil’ed out, until the autorelease 
pool containing it is drained. However, doing so allows the Realm to be immediately 
re-opened in the correct way or after the correct permissions have been set, allowing 
syncing to resume.



Java

Javascript

Details coming soon!

Details coming soon!



. Net

If a user attempts to perform operations on a Realm for which they do not have 
appropriate permissions, a permission denied error will be reported. Such an error 
may occur, for example, if a user attempts to write to a Realm for which they only 
have read permissions or opens a Realm for which they have no permissions at all.

It is important to note that if a user has only read access to a particular 
synchronized Realm they must open that Realm asynchronously using the 
Realm.GetInstanceAsync  API. Failure to do so will lead to a permission denied 

error being reported.

A permission denied error will be denoted by the code 
ErrorCode.PermissionDenied  and its runtime type will be 

PermissionDeniedException . In all cases, this error indicates that the local copy of 

the Realm can no longer synchronize with the remote one and will be automatically 
deleted the next time the application is launched. If you want to perform the deletion 
immediately so you can reopen the Realm, you can invoke the 
PermissionDeniedException.DeleteRealmUserInfo  method with an argument 

deleteRealm: true . Be advised that all references to that Realm must be disposed 

of prior to invoking the method. If you want to cancel the deletion, you can pass 
deleteRealm: false .

Session Specific Errors

Error Message Cause

204 “Illegal 
Realm path 
(BIND)”

Indicates that the Realm path is not valid for the user.



207 or 208 
“Bad server file 
identifier 
(IDENT)”

Indicates that the local Realm specifies a link to a server-side Realm 
that does not exist. This is most likely because the server state has 
been completely reset.

211 “Diverging 
histories 
(IDENT)”

Indicates that the local Realm specifies a server version that does not 
exists. This is most likely because the server state has been partially 
reset (for example because a backup was restored).

Client Level Errors

Error 
Message

Cause

105 “Wrong 
protocol 
version 
(CLIENT)”

The client and the server use different versions of the sync protocol due 
to a mismatch in upgrading. For example: "client protocol version = 24, 
server protocol version = 22". Refer to Version Compatibilities table to 
ensure client and server are compatible.

108 “Client file 
bound in other 
session 
(IDENT)”

Indicates that multiple sync sessions for the same client-side Realm file 
overlap in time.

203 “Bad user 
authentication 
(BIND, 
REFRESH)”

Indicates that the server has produced a bad token, or that the SDK has 
done something wrong.

206 
“Permission 
denied (BIND, 
REFRESH)”

Indicates that the user does not have permission to access the Realm at 
the given path.

Not what you were looking for? Leave Feedback 

https://realm3.typeform.com/to/A4guM3


Version Compatibilities

Realm Object Server 3.x is backwards compatible with all SDK's that supports ROS 3.0 or 
later. So when a new ROS version is available, always update the server first and then the 
client SDKs.

While ROS supports older SDK's than the ones listed below, the versions listed are required 
to support the new ROS 3.0 features like Query-based Synchronization and Fine-grained 
Permissions.

With ROS 3.11 a new capability to compress server side files was introduced which requires 
updated SDK version as listed below.

ROS
Realm      
JS

Realm Swift + 
Objective-C

Realm 
Java

Realm 
.Net

Realm 
MSSQL 
Data 
Adapter

Realm 
Postgres
Data 
Adapter

Realm 
Studio

3.0 - 
3.10

>= 2.3 >= 3.2 >= 5.0 >= 3.0 >= 1.1 >= 1.1 >= 1.0

3.11 
-

>= 2.17 >= 3.10
>= 
5.7.0

TBD 2.0.0 1.6.0 >= 3.0

Node.js 6.0 or later is required for installation of the server.

Not what you were looking for? Leave Feedback

https://www.getfeedback.com/r/uO1Zl0vE


GraphQL - Web Access

Overview

Realm Platform offers a GraphQL API which enables retrieving Realm data in a web 
browser or in other backend language environments unsupported with Realm SDKs 
currently. The API supports retrieving data or applying changes via HTTP requests and 
realtime subscription events via a Websockets connection.

Why GraphQL?

When we were first planning to add web integration, our first thought was to generate a 
REST API based off the Realms and their schemas in the server. However, one of the 
limitations of standard REST APIs is that the server defines them. This becomes 
problematic when you have an object-graph data model, like Realm. For example lets say 
you have two models in your Realm: Person  and Dog :

// Dog model1
class Dog: Object {2
    @objc dynamic var name = ""3
    4
    override static func primaryKey() -> String? {5
        return "name"6
    }7
}8

9
// Person model10
class Person: Object {11
    @objc dynamic var name = ""12
    @objc dynamic var birthdate = Date(timeIntervalSince1970: 1)13
    let dogs = List<Dog>()14
}15

Serializing a Realm object into JSON means you have to decide on whether you include the 
linked objects. In the example, if you had a REST API /persons  which would return all 

Person  objects from the Realm, do you include the related Dog  objects within the JSON 

https://github.com/facebook/graphql/blob/master/rfcs/Subscriptions.md


or do you just include the primary keys? This becomes more problematic the deeper your 
object-graph becomes.

GraphQL offers an elegant solution to this problem by defining a query language that a 
client can use with a single HTTP endpoint that allows it to define the API action rather than
the server. This ends up mapping perfectly with Realms' data model. Following the example 
above here is how you could request Person  objects from the GraphQL API:

query {1
    persons {2
        name3
        birthdate4
        dogs {5
            name        6
        }7
}8

You can learn more about the syntax later, the key point is that the client is able to specify 
which fields it wants returned. As a result, we can specify that we want the Dog  objects 

and we also want to include their name  field values. With a complex object-graph this 

allows the client the freedom to specify just the right amount of data needed, reducing 
unnecessary roundtrips to look up related objects by IDs or sending wasteful data that is 
unneeded.

Subscriptions

In addition to the benefits that GraphQL mates well with Realm's data model for standard 
read or write operations, there is another feature of GraphQL that ultimately completes the 
pairing: Subscriptions. This operation is designed to allow the client to subscribe to data 
change events. It isn't as common with GraphQL implementations because it requires a 
reactive architecture to power the data change events. With Realm Platform, though, 
reactivity is standard! Realm objects are "live objects" that automatically update in 
response to changes across threads, processes, or with Realm Platform devices. Our APIs 
offer the ability to register callbacks for not only events that the data changed but also 
metadata on what changes occurred.

http://graphql.org/blog/subscriptions-in-graphql-and-relay/


This meant that adding GraphQL subscriptions was seamless. Clients can subscribe for 
queries which establishes a Websockets connection with the client so that data change 
events can be pushed from the server. As a result, with Realm Platform you can develop a 
web application using the GraphQL API and provide the same realtime reactivity that our 
Realm SDKs provide for mobile!



How to use the API

Endpoints

The GraphQL endpoint is mounted on /graphql/:path  where path is the url-encoded 

relative path of the Realm.

The subscription endpoint is ws://ROS-URL:ROS-PORT/graphql/:path .

The GraphiQL (visual exploratory tool) endpoint is mounted on /graphql/explore/:path  

where path, again, is the path of the Realm.

Query

 

To query, you start with a query  node. The schema of the Realm file is automatically used 

to generate the GraphQL schema that exposes the following operations:

Query for all objects of a certain type: all object types have a pluralized node, e.g. 
users , accounts , etc. It accepts the following optional arguments:

query : a verbatim realm.js query that will be used to filter the returned dataset.

sortBy : a property on the object to sort by.

descending : sorting direction (default is false , i.e. ascending).

skip : offset to start taking objects from.

take : maximum number of items to return.

Query for object by primary key: object types that have a primary key defined will have 
a singularized node, e.g. user , realmFile , etc. It accepts a single argument that is 

the primary key of the object.

For models which already have a plural name definition in your schema, you will 
need to add another "s" to your query.  (i.e. "cars" becomes "carss", "data" 
becomes "datas", etc)

https://realm.io/docs/javascript/latest/#filtering


For more information on how to use query  see the GraphQL documentation.

Mutation

 

To mutate an object, start with a mutation  node. The schema of the Realm file is 

automatically used to generate the GraphQL schema that exposes the following operations:

Add object: all object types have an addObjectType  node, e.g. addUser , 

addAccount , etc. It accepts a single argument that is the object to add. Related 

objects will be added as well, e.g. specifying accounts  in the addUser  input will add 

the account objects.
Add or update object: objects with primary key defined have an updateObjectType  

node, e.g. updateUser , updateRealmFile . It accepts a single argument that is the 

object to update. Partial updates are also allowed as long as the primary key value is 
specified.
Delete objects:

Objects with primary key defined have a deleteObjectType  node, e.g. 

deleteUser , deleteRealmFile . It accepts a single argument that is the primary 

key of the object to delete. Returns true  if object was deleted, false  otherwise.

All object types have a deleteObjectTypes  node, e.g. deleteUsers , 

deleteAccounts , etc. It accepts a single optional argument - query  that will be 

used to filter objects to be deleted. If not supplied, all objects of this type will be 
deleted.

For more information on how to use mutation  see the GraphQL documentation.

Subscription

 

To subscribe for change notifications, start with a subscription  node. The schema of the 

Realm file is automatically used to generate the GraphQL schema that exposes the 
following operations:

http://graphql.org/learn/queries/
http://graphql.org/learn/queries/#mutations


Subscribing for queries: all object types have a pluralized node, e.g. users , 

accounts , etc. Every time an item is added, deleted, or modified in the dataset, the 

updated state will be pushed via the subscription socket. The node accepts the 
following optional arguments:

query : a verbatim realm.js query that will be used to filter the returned dataset.

sortBy : a property on the object to sort by.

descending : sorting direction (default is false , i.e. ascending).

skip : offset to start taking objects from.

take : maximum number of items to return.

https://realm.io/docs/javascript/latest/#filtering


Using the GraphQL Client

Since the GraphQL API is just a regular HTTP API, any http client can be used to query it. To 
make it easier to get started, Realm provides a few helper and convenience API for the 
Apollo Client, a popular Javascript client that supports a variety of web frameworks as well 
as Node.js.

Here's a minimal getting started example:

const credentials = Credentials.usernamePassword('SOME-USERNAME', 'SOME-PA1
const user = await User.authenticate(credentials, 'http://my-ros-instance:2

3
const config = await GraphQLConfig.create({ 4
  user: user,5
  realmPath: '/~/test'6
});7

8
const httpLink = concat(9
    config.authLink,10
    // Note: if using node.js, you'll need to provide fetch as well.11
    new HttpLink({ uri: config.httpEndpoint })12
  );13

14
// Note: if using node.js, you'll need to provide webSocketImpl as well.15
const subscriptionLink = new WebSocketLink({16
  uri: config.webSocketEndpoint,17
  options: {18
    connectionParams: config.connectionParams,19
  }20
});21

22
// Send subscription operations to the subscriptionLink and23
// all others - to the httpLink24
const link = split(({ query }) => {25
    const { kind, operation } = getMainDefinition(query);26
    return kind === 'OperationDefinition' && operation === 'subscription';27
  },28
  subscriptionLink,29
  httpLink30
);31

32
client = new ApolloClient({33
  link: link,34
  cache: new InMemoryCache()35
});36

https://www.apollographql.com/client


37
// You can now query the GraphQL API38
const response = await client.query({39
  query: gql`40
    query {41
      people(query: "age > 18", sortBy: "name") {42
        name43
        age44
      }45
    }46
  `47
});48

49
const people = response.data.people;50

Looking for the client API reference docs? They're here.

Prerequisites

Add the apollo-client-preset, apollo-link-ws, and subscriptions-transport-ws packages to 
your project:

npm install apollo-client-preset apollo-link-ws subscriptions-transport-ws -

Then, add the Realm GraphQL client package:

npm install realm-graphql-client --save

Authenticating the user 

To start consuming the GraphQL API, you'll need to login a User:

https://realm.io/docs/realm-object-server/latest/api/graphql/
https://www.npmjs.com/package/apollo-client-preset
https://www.npmjs.com/package/apollo-link-ws
https://www.npmjs.com/package/subscriptions-transport-ws
file:///Users/matt/Documents/GitHub/realm.io/source/en/docs/realm-object-server/2.0/api/graphql/classes/user.html


Node.js

C#

const credentials = Credentials.usernamePassword('SOME-USERNAME', 'S1
const user = await User.authenticate(credentials, 'http://my-ros-ins2

var credentials = Credentials.UsernamePassword('SOME-USERNAME', 'SOM1
var authURL = new Uri('http://my-ros-instance:9080');2
var user = await User.LoginAsync(credentials, authURL);3

Other credential providers are supported, such as JWT, Facebook, Google, etc. They are all 
exposed as factories on the Credentials class. If you passed 
disableAuthentication: true  when creating the GraphQL service, you can also 

authenticate with an anonymous user:

const credentials = Credentials.anonymous();1
const user = await User.authenticate(credentials, 'http://my-ros-instance:2

After you have your user, you can create a GraphQLConfig that will handle token refreshes 
and authentication by passing in the user  and the realmPath 

const config = await GraphQLConfig.create({ 1
  user,2
  `/~/test`3
});4

Note that each config is created per Realm path, so if you need to query multiple Realms, 
you'll need to obtain a config instance for each of them.

file:///Users/matt/Documents/GitHub/realm.io/source/en/docs/realm-object-server/2.0/api/graphql/classes/credentials.html
https://docs.realm.io/platform/v/3.x/self-hosted/develop/integration/api/graphql/classes/credentials.html#anonymous
file:///Users/matt/Documents/GitHub/realm.io/source/en/docs/realm-object-server/2.0/api/graphql/classes/graphqlconfig.html


Setting up the Client

Once you have a config, you can use that to create an Apollo client instance and configure 
it. The config exposes 4 properties:

httpEndpoint : This is the endpoint you'll use to execute queries and mutations 

against. It can be used to configure Apollo's httpLink.
authLink : This is a link that provides an Authorization header for the user/path 

combination. It should be composed together with your httpLink .

webSocketEndpoint : This is the endpoint you'll use to execute subscriptions against. 

It can be used to configure Apollo's WebSocket Link.
connectionParams : This is a function that will provide an authorization object each 

time a websocket connection is established. You should pass that directly (without 
invoking it) to the WebSocketLink's constructor's options.

const httpLink = concat(1
    config.authLink,2
    // Note: if using node.js, you'll need to provide fetch as well.3
    new HttpLink({ uri: config.httpEndpoint })4
  );5

6
// Note: if using node.js, you'll need to provide webSocketImpl as well.7
const subscriptionLink = new WebSocketLink({8
  uri: config.webSocketEndpoint,9
  options: {10
    connectionParams: config.connectionParams,11
  }12
});13

Queries

Querying data is as simple as invoking client.query() :

const response = await client.query({1
  query: gql`2
    query {3
      companies {4
        companyId5

https://www.apollographql.com/docs/link/links/http.html
https://www.apollographql.com/docs/link/links/ws.html


        name6
        address7
      }8
    }9
  `10
});11

12
const companies = response.data.companies;13

For a complete list of supported query operations, refer to the GraphQL Server docs.

For a detailed documentation on the Apollo Client query capabilities, refer to the Apollo 
docs.

Mutations

Mutating data happens when you invoke the client.mutate() method:

const response = await client.mutate({1
  mutation: gql`2
    mutation {3
      result: addCompany(input: {4
        companyId: "some-unique-id"5
        name: "My Amazing Company"6
        address: "Mars"7
      }) {8
        companyId9
        name10
        address11
      }12
    }13
  `14
});15

16
const addedCompany = response.data.result;17

For a complete list of supported mutation operations, refer to the GraphQL Server docs.

For a detailed documentation on the Apollo Client mutation capabilities, refer to the Apollo 
docs.

https://docs.realm.io/platform/v/3.x/self-hosted/develop/integration/web-integration#query
https://www.apollographql.com/docs/angular/basics/queries.html
https://docs.realm.io/platform/v/3.x/self-hosted/develop/integration/web-integration#mutation
https://www.apollographql.com/docs/angular/basics/mutations.html


Subscriptions

Subscribing for changes happens when you invoke the client.subscribe()  method. You 

get an Observable  sequence you can then add an observer to:

const observable = await client.subscribe({1
  query: gql`2
    subscription {3
      companies {4
        companyId5
        name6
        address7
      }8
    }9
  `10
});11

12
observable.subscribe({13
  next(data) {14
    const companies = data.data.companies;15
    // Update you UI16
  },17
  error(value) {18
    // Notify the user of the failure19
  }20
});21

For a complete list of supported subscription operations, refer to the GraphQL Server docs.

For a detailed documentation on the Apollo Client subscription capabilities, refer to the 
Apollo docs.

Errors: 

 

"Cannot access realm that has been closed."

Realm's GraphQL Service works by querying cached Realm files from the server. While these 
cached files should always be available, there are a few rare conditions where they may get 

https://www.apollographql.com/docs/angular/features/subscriptions.html


closed. In this event, you'll want to reach out to our support team.  When you do this please 
provide the following: instance information (i.e. cloud URL or self-hosting version 
information for all packages) and a reproduction case.

https://support.realm.io/


GraphiQL Explorer

The GraphiQL explorer is a useful tool to explore the operations and their responses while 
developing. To run it, open your browser and navigate to
http://localhost:9080/graphql/explore/%2F__admin  or 

https://your-cloud-url/graphql/explore/%2F__admin - this will open the GraphiQL 

explorer for the /__admin  Realm. If you'd like to browse another Realm, just replace the 

%2F__admin  segment with the url-encoded relative path of the Realm.The GraphiQL 

explorer endpoints are subject to the same authentication rules as the regular GraphQL 
endpoints, so unless you've disabled authentication, you'll need to provide an authorization 
header. If you're using Chrome, you can use an extension, such as ModHeader to inject the 
header into your requests.

Querying

To query, you start with a query  node. All possible query nodes should be suggested by 

the autocompletion engine. You must explicitly specify all properties/relationships of the 
returned objects.

Mutating

To mutate an object, start with a mutation  node. All possible mutation methods should be

suggested by the autocompletion engine. The returned values are objects themselves, so 
again, you should explicitly specify the properties you're interested in.

Subscribing

You can subscribe to a query by starting a subscription  node. Whenever the Realm 

changes, an update will be pushed, containing the matching dataset. Additionally, 
immediately upon subscribing, the initial dataset will be sent.

Inspecting the schema

http://localhost:9080/graphql/explore/%2F__admin
http://localhost:9080/graphql/explore/%2F__admin
https://chrome.google.com/webstore/detail/modheader/idgpnmonknjnojddfkpgkljpfnnfcklj


You can see the schema of the Realm by querying the __schema  node (it will also include 

some built-in GraphQL types):

{1
  __schema {2
    types {3
      name4
      fields {5
        name6
      }7
    }8
  }9
}10



Realm Studio

Overview

Realm Studio is our developer tool, built so you can easily manage the Realm Database 
and Realm Platform. With Realm Studio, you can open and edit local and synced Realms, 
and administer any Realm Object Server instance.

Supported Platforms & Installation

To get started, pick your platform and download the application:

Mac OSX 10.12+ Download

https://realm.io/products/realm-database
https://realm.io/products/realm-platform
https://studio-releases.realm.io/latest/download/mac-dmg
https://studio-releases.realm.io/latest/download/mac-dmg


Ubuntu 14.04+ 
Debian 8+ 
CentOS/RHEL 7+

Download

Windows 8+ 
Windows Server 2012+

Download

Older Versions

Need an older version of Realm Studio for compatibility? 
You can find all versions available for download here.

Not what you were looking for? Leave Feedback 

https://studio-releases.realm.io/latest/download/linux-appimage
https://studio-releases.realm.io/latest/download/linux-appimage
https://studio-releases.realm.io/latest/download/win-setup
https://studio-releases.realm.io/latest/download/win-setup
https://studio-releases.realm.io/
https://realm3.typeform.com/to/A4guM3


View Your Data

Click "Open Realm file" to bring up the file window

Local Realms

Realm Studio allows you to open local Realm files and view the data. Once opened, you can
edit data and save changes to the Realm.

If you are working with Realm files on a device, you will need to transfer them 
onto your machine.



View and edit local Realm files - a demo file is available to try it out!

Viewing Realms From Emulators

Studio allows you to live-observe (and edit) any Realm local to it. This can be useful very 
useful during mobile app development, since you can run an emulator on the same 
machine as Realm Studio and observe Realms in real time while debugging your app. The 
only challenge is that emulators often make it really hard to find their local files.

Fortunately you can get the on-disk storage location from the Realm configuration: dump it 
to the debug console, and then use that path to open the Realm in Studio:



Swift

JavaScript

// Get on-disk location of the default Realm1
let realm = try! Realm()2
print("Realm is located at:", realm.configuration.fileURL!)3

// Get on-disk location of the default Realm1
Realm.open({}).then(realm => {2
    console.log("Realm is located at: " + realm.path);3
});4



Java

.NET

The filesystem used by Android emulators are unfortunately not directly accessible 
from the machine running Realm Studio. In this case you need to download the file 
from the emulator before it can be accessed.

// Run this on the device to find the path on the emulator1
Realm realm = Realm.getDefaultInstance();2
Log.i("Realm", realm.getPath());3

Then download the file using ADB. This can be done while the app is running.

> adb pull <path>

You can also upload the modified file again using ADB, but only do this while the 
app is not running  as it otherwise can corrupt the file.

> adb push <file> <path>

var realm = Realm.GetInstance();1
Console.WriteLine($"Realm is located at: {realm.Config.DatabasePath}2

Importing Data



Realm Studio supports the ability to create a Realm file from CSV. To do so, go to File  

then Create Realm from  --> CSV .

Note that when importing from CSV, the first row will be used as the object 
properties.

For example, a CSV formatted like: 

data.csv

device,number,flag1
gizmo,1,TRUE2
widget,2,FALSE3

This will result in a model named data that has three properties: device  which will be a 

string , number  which will be an int  and flag  which will be a bool  



View the list of Realms in your server

Server Realms

Realm Studio allows you to connect to a Realm Object Server, either Self-Hosted or Cloud-
based. Once connected you can browse to all of the synchronized Realms on the server and 
open them to view the data. Any changes you make to the data will be automatically 
synchronized to any other devices sharing the data.

Realms

Once you have logged into your server, you will be able to see a list of the available Realms:

 You can create new synchronized Realms through Studio. This is useful when 
you are creating a shared Realm that will be accessed by many users.



View your data

Edit Schema

You can also use Studio to make changes to synchronized Realm schemas. This is limited 
to additive changes: creating new models and properties.





__ Models

When using query-based synchronization, you'll notice that a number of special models are 
created inside of your Realm.  They are prefaced with "__" and are used for implementation 
purposes.  These models are as follows: 

__Class
__DefaultRealmVersion
__Permission
__Realm
__Role
__User

Not what you were looking for? Leave Feedback 

https://realm3.typeform.com/to/A4guM3


Administer Users

View your list of users

Overview

When connected to a server, Realm Studio allows you to administer users.

Create Users

You can create a new username/password user.



Update Existing Users

With existing users, you can designate if they are an admin user. If the user was created via 
username/password you can change the password. Finally, you can delete the user.



Not what you were looking for? Leave Feedback 

https://realm3.typeform.com/to/A4guM3


View Logs

Overview

When connected to a server, Realm Studio allows you to view the logs.

You can adjust the log level as needed in the lower right.

Not what you were looking for? Leave Feedback 

https://realm3.typeform.com/to/A4guM3


Self-Hosting

Installation /self-hosted/installation

Running the Server /self-hosted/running-the-server

Getting Started /getting-started-1

Manage /self-hosted/manage

Troubleshoot /using-synced-realms/troubleshoot



Installation

Realm Object Server is a Node application that is distributed via npm.  To help get you 
started quickly, we have a few different installation options.  If you are already familiar with 
Node and NPM, we suggest using the manual install via npm.  If not, we suggest using our 
quick start install via our own curl script.

These instructions detail the base install which is used for getting started and basic testing. 
Once it is time to move into a production environment, you will want to follow our enterprise 
architecture guidelines to support your application at scale.    

Supported Operating Systems

 

We currently support the following operating systems:

macOS 10+
Ubuntu 16.04+
RHEL 6+
CentOS 7+

We plan to add native support for Windows. In the meantime, you can use Docker during 
your development period.  

Ports

The Realm Object Server utilizes websocket connections over TCP to synchronize data.  
This means that you will need to make sure your firewall allows TCP communication over 
whichever ports your ROS is configured to use.  By default, this is port 9080 for HTTP 
traffic.  We recommend securing your server by enabling HTTPs communication which is 
done over port 9443.  

Quick Start Install

 



This will install a number of items like NVM, Node, NPM at a global level.  If you 
have existing installations, they may potentially be upgraded / downgraded.  If 
this is an issue, please use our manual install 

The simplest method of installation is by using our install script, which will resolve all 
prerequisites for you:

curl -s https://raw.githubusercontent.com/realm/realm-object-server/master/i

Manual Install

 

Prerequisites

To get started, please ensure you have Node installed on your machine. Instructions are 
available here and we recommend using NVM.

https://nodejs.org/en/download/package-manager/
https://github.com/creationix/nvm


Ubuntu

macOS

// Ubuntu 16.04 (64 bit; 32-bit is not supported)1
//It is recommended that you install the server as a normal user.2

3
sudo apt-get update4

5
sudo apt-get install build-essential libssl-dev6

7
sudo apt-get install python8

9
curl -o- https://raw.githubusercontent.com/creationix/nvm/v0.33.4/in10

11
// Force current session to know changes or logout and log back in12
source ~/.profile13

14
nvm install --lts15

16
npm install -g node-gyp17

curl -o- https://raw.githubusercontent.com/creationix/nvm/v0.33.4/in1
2

nvm install --lts3
4

npm install -g node-gyp5



RHEL/CentOS

//Install Node.js LTS1
curl --silent --location https://rpm.nodesource.com/setup_8.x | sudo 2
sudo yum -y install nodejs3

4
//To compile and install native addons from npm5
sudo yum install gcc-c++ make6

Install the Server

npm install -g realm-object-server

This will install the server globally which is the easiest way to try it out since it includes a 
CLI. For Linux, if you are installing as root (not recommended), you may need to add 
--unsafe-perm  to the npm install  commands.

Connecting to the Server

 

Connections to the server are made via websockets which communicate (by default) over 
port 9080, so you'll need to be sure to open this port.  The port number can be reconfigured 
within your server's index file.  The simplest way to test connectivity is by using Realm 
Studio.

Upgrading the Server

 

Upgrading the server is as simple as running an NPM install command within your ROS 
project



#specify specific version after the @1
npm install realm-object-server@latest2

Troubleshooting a failed installation

 

Having issues with your installation?  We're here to help.  Please contact us via our support 
channel.  If possible, include the following information: 

Steps that you followed during the installation 
Relevant error messages and/or logs
Versions of NPM and Node
Operating system information

Running on an unsupported OS

 

For users who need to run on Windows for development purposes, Docker can be used 
though we ultimately recommend moving to a Linux environment when ready for 
production.  

We have a prebuilt docker image which can be run like so: 

docker pull realm/realm-object-server1
##make sure to input your own feature token 2
docker run -it --rm -e SYNC_WORKER_FEATURE_TOKEN="[FEATURE_TOKEN]" realm/r3

To customize your docker deployment (adding special auth, GraphQL, etc), you may see the 
following guide for creating your own Dockerfile.  

 

https://support.realm.io/
https://github.com/realm/realm-server-side-samples/tree/master/15-running-ros-with-docker


Going into Production

It is strongly advised that you do not enter production with a single node instance of the 
Realm Object Server.  If you are getting ready to deploy your application to production, you 
will want to head over to our enterprise architecture documents.  We strongly recommend 
using our cluster deployment that utilizes Kubernetes and Helm for the best experience.  

What's next?  Learn how to start the server

 

Not what you were looking for? Leave Feedback

https://realm3.typeform.com/to/A4guM3


Deploy to Bluemix Cloud Foundry

1. Install the Server 

Node.js should be installed on the machine to run the following commands 

Trying running with sudo  if you find that you don't have permission

#install the server1
npm install -g realm-object-server2

3
#create a new project 4
ros init realm-object-server-app 5

2. Update src/index.ts  file from realm-object-server-
app project with the port number 

 

Navigate to the index.ts  file within your newly created realm-object-server-app project.  

(This is created in the directory where you executed ros init ) . 

import { BasicServer } from 'realm-object-server'1
import * as path from 'path'2

3
const server = new BasicServer()4

5
server.start({6
        // This is the location where ROS will store its runtime data7
        dataPath: path.join(__dirname, '../data')8

9
        // The address on which to listen for connections10



        // Default: 0.0.0.011
        // address?: string12

13
        // The port on which to listen for connections14
        // Default: 908015
        // port?: number = 908016
        port : process.env.PORT,17
        18
        //... 19

20
    })21
    .then(() => {22
        console.log(`Your server is started `, server.address)23
    })24
    .catch(err => {25
        console.error(`There was an error starting your file`)26
    })27

3. Create manifest.yml  file to deploy realm-object-
server-app on Bluemix Node.js runtime/build-pack 

 

The following excerpt is from a sample manifest.yml: 

---1
applications:2
- name: samplenodejsapp3
  random-route: true4
  memory: 1024M5
  host: samplenodejsapp6
  domain: mydomain.us-west.mybluemix.net7

4. Add dependency for node-pre-gyp package in 
package.json  

 

Edit your package.json  to include the following: 



package.json

"scripts": {1
    "build": "rm -rf dist; ./node_modules/.bin/tsc",2
    "clean": "rm -rf dist",3
    "start": "npm run build && node dist/index.js"4
},5
"devDependencies": {6
    "typescript":"2.5.3"7
},8
"dependencies": {9
    "node-pre-gyp":"*",10
    "realm-object-server":"^2.2.0"11
}12

5. Deploy application on Bluemix

 

Use the Eclipse tool or CF CLI tool: 

Sample URL: http://samplenodejsapp.kpsj001.us-west.mybluemix.net/  

Additional Reference Links

 

Deploy a sample Node.js application on Bluemix
Sample manifest.yml 

Not what you were looking for? Leave Feedback 
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Running the Server

Running the Server

Realm Object Server is a Node package which requires a Node project to run within. To 
make it easy to get going, the installation includes a command-line interface to bootstrap a 
project for you!

Create a new ROS project instance:

ros init my-app

This creates a Typescript-based Node project for you. Later on you can explore customizing 
it but for now simply start the server with defaults by:

If you have trouble running a ros  command it may be due to your version of 

NVM . Try running nvm use 8  in your terminal.

1) Add your feature token:

Starting with Realm Object Server 3.5.0, a feature token is required to run the 
server. You can get your own feature token here.

From inside of your project folder, you'll need to open the index file which can be found at 
src/index.ts You'll need to paste in your feature token as shown below:

import { BasicServer, FileConsoleLogger } from 'realm-object-server'1
import * as path from 'path'2

https://realm.io/trial/self-hosted-standard-plan/


3
const server = new BasicServer()4

5
server.start({6
        // ..7
        featureToken: '<INSERT YOUR FEATURE TOKEN HERE>',8
        //....9
    })10

2) Start the server

cd my-app/1
npm start2

That’s it! You now have a functioning Realm Object Server running locally on port 9080! The
server is tied to your terminal window for now and can be stopped by pressing Ctrl-C.

Click here for more information on the command-line interface for ROS.

Running ROS in the Background

 

Once you are ready to go into production, you will want to daemonize your application 
project so that it runs in the background and automatically on server startup. We 
recommend using pm2 to maintain instances of Realm Object Server in production. PM2 is 
a battle tested process manager that allows your applications to stay alive forever and 
helps with mission critical administration during downtime.

Install PM2

You can install pm2 in your machine using npm with:

https://github.com/Unitech/pm2


JavaScript

npm install pm2 -g

Start ROS

pm2 start path/to/myserver/src/index.js

Now your ROS instance is daemonized, monitored and kept alive forever.

You can supply a name to your started instance with the --name  option:

pm2 start path/to/myserver/src/index.js --name my-ros



TypeScript

If you’re interested in starting the TypeScript source you’ll need to have pm2 install 
TypeScript via:

pm2 install typescript

You will only have to run the install once.

Then run.

pm2 start my-ros/src/index.ts

You can supply a name to your started instance with the --name  option:

pm2 start my-ros/src/index.ts --name my-ros

Stop ROS

pm2 stop my-ros

Restart ROS

pm2 restart my-ros



Delete ROS

When you are no longer interested in registering a daemonized and monitored instance you 
can use delete :

pm2 delete my-ros

What's next - Install Realm Studio

 

Not what you were looking for? Leave Feedback
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Customize

Realm Object Server 2.x and later is also a fully featured web framework! Adding 
functionality is simple, modular, and service oriented. A ROS custom service is just a class 
that you can add to a Server instance. This section covers a number of the various 
customizations that are possible.

Where to get started?

 

Learn about authentication 
Write your own middleware 
Take a look at some example code 

Not what you were looking for? Leave Feedback
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Authentication



Username/Password

Realm Object Server provides a built-in username and password authentication provider. 
This is great to quickly get started with but isn’t designed to be a full-featured 
authentication system (such as providing email capabilities).

When you start Realm Object Server via:

ros start

The username/password provider is included and a default admin is created with the 
following credentials:

username = 'realm-admin'1
password = '' // Empty string2

To customize the username/password provider, create a ROS project via ros init : (then 

start the server with npm start  to use the custom configuration)

src/index.ts

import { auth, BasicServer, FileConsoleLogger } from 'realm-object-server'1
import * as path from 'path'2

3
const server = new BasicServer()4

5
// Customize username/password provider6
let usernamePasswordProvider = new auth.PasswordAuthProvider({7
    autoCreateAdminUser: true,8
    saltLength: 32,9
    iterations: 10000,10
    keyLength: 512,11
    digest: "sha512"12
});13

14
server.start({15



  // Other options...16
  authProviders: [ usernamePasswordProvider ],17
}).catch((err) => {18
  console.error("There was an error starting your custom ROS Server", err)19
});20

Not what you were looking for? Leave Feedback
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Password Reset and Email Confirmation

It is possible for users of the Username/Password authentication provider to ask for email 
confirmation or a password reset. To do this, the clients will make an API call to the Realm 
Object Server in order to generate a token that will be used to complete the flow (password 
reset or email confirmation), this token is sent by email from the Realm Object Server. 

Configuring Realm Object Server to send emails

 

Sending a confirmation email or password reset email only applies to the Password 
Provider, we need to configure this provider so it can send emails by adding an 
emailHandlerConfig  option.

emailHandlerConfig

It's an object that contains the configuration options for the built-in email handler. It allows  
you to configure some basic properties, such as sender email, smtp, or an email template.

We're going to edit the my-app/src/index.ts  configuration of our project 

(generated previously by ros init my-app )

SMTP parameters

src/index.ts

server.start({1
  // Other options...2
    authProviders: [new auth.PasswordAuthProvider({3
        emailHandlerConfig: {4
            baseUrl: 'https://example.com', // Used to replace %BASE_URL% 5
            connectionString: 'smtp://smtp_username:smtp_password@smtp.exa6
            from: 'foo@bar.com'7
        }8

https://docs.realm.io/platform/~/edit/drafts/-LAsnHmaA1RnER9TsPEx/v/3.x/self-hosted/customize/authentication/username-password
https://docs.realm.io/platform/self-hosted/running-the-server


    })],9
    10

The built-in email handler uses nodemailer to send out emails.

connectionString

The connection url to configure the nodemailer transporter.

from

The email address of the sender. All email addresses can be plain sender@server.com  or 

formatted "Sender Name" sender@server.com .

Customizing the email templates 

Realm Object Server provides a default email template for both password reset and email 
confirmation operations, if you wish to customize one or both of them, you can do so by 
setting the following  optionals variables: resetActionConfig  and/or 

confirmActionConfig,  both take the same arguments:

subject

The subject of the email that will be sent.

textTemplate

The template for the text version of the email. It may contain placeholders, such as 
%TOKEN%  or %IP% .

htmlTemplate

The template for the html version of the email. It may contain placeholders, such as 
%TOKEN%  or %IP%

https://nodemailer.com/
https://nodemailer.com/smtp/


%TOKEN%  %BASE_URL% and %IP%  are placeholders that will be replaced by the 

actual values before sending the email by the Realm Object Server. 

Here's an example that customizes the password reset email, but keeps the default for 
email confirmation:

authProviders: [new auth.PasswordAuthProvider({1
     emailHandlerConfig: {2
        connectionString: 'smtp://smtp_username:smtp_password@smtp.example3
        from: 'foo@bar.com',4
        resetActionConfig: {5
            subject: 'Forgot your password?',6
            textTemplate: `Please use this link below to reset your passwo7
                          %BASE_URL%/reset-password?token=%TOKEN%`,8
            htmlTemplate: `<html>9
            <body>10
                 <h3>Did you forget your password?</h3>11
                 <a href="%BASE_URL%/reset-password?token=%TOKEN%">Reset y12
            </body>13
          </html>`14
        },15
      } 16
    })],17

Deep linking 

By default Realm Object Server will send an email that will redirect to 
https://ros-url/some-page?token=%TOKEN%  where a generic UI will be shown to 

complete the password reset. However, it's possible to customize this URL,  e.g. change it to 
myapp://update-account/%TOKEN%  to allow the client application to handle it itself (using 

deep linking) . It's the developer's responsibility to extract the token, then complete the 
password reset or email confirmation flow within the application. This can be achieved by 
overriding the default value of baseUrl .

baseUrl (optional):

https://en.wikipedia.org/wiki/Mobile_deep_linking


Define the %BASE_URL%  that will be used inside the email template.  

Example, with the  following configuration :

emailHandlerConfig: {1
        connectionString: 'smtp://smtp_username:smtp_password@smtp.example2
        from: 'foo@bar.com',3
        baseUrl: 'myapp://update-account/'4
}5

You'll get these links generated inside the emails:

Reset password

myapp://update-account/reset-password?token=005f77885fd1f45bf69fb72d7a82374d

Email confirmation

myapp://update-account/confirm-email?token=b21bf2cda3e5245cfc27235248718e129



Custom Authentication

Chances are you’d like to integrate your own authentication mechanism to identify your 
users. Realm Object Server supports authenticating users using a custom auth subclass. 
Let’s imagine that you have a custom REST endpoint to authenticate your company’s 
custom logic and it looks like this:

POST http://mycompany.com/auth1
{2
  "departmentId": "1234abc",3
  "email" "joe@mycompany.com"4
  "pin": 12345
}6

And say it returns to you a 200 success response like:

HTTP Response 2001
{2
  "companyUserId": "987abc",3
  "profileInfo":  {4
    "firstName": "Joe",5
    "lastName": "Budden",6
    "level": "Director"7
  }8
}9

In NodeJS we can use superagent a popular library to make HTTP JSON Requests to this 
endpoint.

import { post } from 'superagent'1
2

post('http://mycompany.com/auth')3
    .send({4
      "departmentId": "1234abc",5
      "email": "joe@mycompany.com",6
      "pin": body.pin7
    })8

https://github.com/visionmedia/superagent


    .then(successJSON => {9
10

    })11
    .catch(err => {12

13
    })14

With ROS we can wrap this entire flow into a custom AuthProvider

1. In your index.ts  file import and extend the AuthProvider  class. You will also need 

the errors  namespace 

import { BasicServer, auth, User, errors } from 'realm-object-server'1
2

class MyCustomAuthProvider extends auth.AuthProvider {3
4

  name = "mycustomauthprovider"5
6

  authenticateOrCreateUser(body: any): Promise<User> {7
    // body is the incoming JSON body from a Realm client request8
  }9
}10

    2. Wrap the superagent  post JSON call within the authenticateOrCreateUser  . Use 

this to post to your end point. 

import { BasicServer, AuthProvider, User, errors } from 'realm-object-serv1
import { post } from 'superagent'2

3
class MyCustomAuthProvider extends auth.AuthProvider {4

5
  name = "mycustomauthprovider"6

7
  authenticateOrCreateUser(body: any): Promise<User> {8
    const departmentId: string = body.departmentId;9
    const email: string = body.email10
    const pin: string = body.pin11
    return post('http://mycompany.com/auth')12
      .send({13
        "departmentId": "1234abc",14
        "email": body.email,15



        "pin": body.pin16
      }).then(successResponse => {17
        return this.service.createOrUpdateUser(18
          successResponse.body.companyUserId,19
          this.name, // this is the name of the provider,20
          false, // this is if the user should or should not be an admin21
          successResponse.body.profileInfo22
        )23
      })24
  }25
}26

    3. Make sure to handle errors

In the event that the custom authentication fails, maybe due to bad credentials or some 
other reason, then make sure to reject the invalid credentials error.

In the catch block, return an error with a detail like so:

import { BasicServer, auth, User, errors } from 'realm-object-server'1
import { post } from 'superagent'2

3
class MyCustomAuthProvider extends auth.AuthProvider {4

5
  name = "mycustomauthprovider"6

7
  authenticateOrCreateUser(body: any): Promise<any> {8
    // body is the incoming JSON body from a Realm client request9

10
    // Here we make a very simple call 11
    return post('http://mycompany.com/auth')12
      .send({13
        "departmentId": "1234abc",14
        "email": body.email,15
        "pin": body.pin16
      })17
      .then((successResponseJSON) => { 18
        return this.service.createOrUpdateUser(19
          successResponseJSON.body.companyUserId20
          this.name, // this is the name of the provider,21
          false, // this is if the user should or should not be an admin22
          successResponseJSON.profileInfo23
        )24
      })25
      .catch(err => {26



Javascript

        return errors.realm.InvalidCredentials({27
            detail: `Oh! No your information was wrong`28
        })29
      })30
  }31
}32

    5. Add the custom auth provider to the server instance

server.start({1
  // This is the location where ROS will store its runtime data2
  authProviders: [ new MyCustomAuthProvider() ]3
})4

    6. Try out your authentication with a client login

In Realm-JS you can call your custom authentication handler with the 
Realm.Sync.User.registerWithProvider 

import * as Realm from 'realm'1
2

return Realm3
  .Sync4
  .User5
  .registerWithProvider(`http://localhost:9080`, 6
    { provider: 'mycustomauthprovider', providerToken: null, userInf7
      "email": "joe@mycompany.com",8
      "pin", 12349
    }})10



Realm Studio

While attempting to login via Realm Studio, select the "Other" tab and login with a 
request body like: 

{1
    "provider": "mycustomauthprovider",2
    "userInfo": {3
        "email": "joe@mycompany.com",4
        "pin": 12345
        }6
}7

Specifying a custom userId

 

In the event you want to specify your own custom userId instead of the automatically 
generated userId, then you can add the final optional parameter to set the userId to your 
liking. Note only userIds with characters of alpha-numeric (0-9, A-Z, a-z), “_”, and “-“ are 
allowed.

this.service.createOrUpdateUser(1
  successResponseJSON.companyUserId2
  this.name, // this is the name of the provider,3
  false // this is if the user should or should not be an admin4
  successResponseJSON.profileInfo,5
+  "MYCUSTOMUSERID123"6
)7

Upon login in your client SDKs, your Realm.Sync.User  or SyncUser  identity will be 

MYCUSTOMUSERID123 .



Not what you were looking for? Leave Feedback 
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JWT Custom Authentication

JWT Custom Authentication

The JSON Web Token provider allows you to integrate with an existing authentication 
system. It requires that you modify the authentication server to expose a flow that produces 
signed JSON Web Tokens that your app then transmits to the Realm Object Server for 
verification.

Issuing JWTs

The only prerequisite is that your authentication server can issue RS256 signed JSON Web 
Tokens that contain a payload with a userId  field that represents a unique user identifier - 

this will be the Id of the user in Realm Object Server. If you already have that in place, you 
can skip to the enabling the JWT provider section.

Generating RS256 key

To generate an RS256 key, you can use the following snippet:

openssl genrsa -des3 -out private.pem 40961
// Enter and confirm password when prompted2
openssl rsa -in private.pem -outform PEM -pubout -out public.pem3

The private.pem  is the private key you'll use to sign the tokens, and public.pem  is the 

public key you'll supply to Realm Object Server to verify them.

Issuing tokens

There are a variety of libraries that support generating and signing custom tokens. The 
code sample will use auth0's node-jsonwebtoken, but it can easily be translated to a 
language of choice. For a complete list, check out jwt.io.

To issue a custom token, add jsonwebtoken  to your project by running 

npm install jsonwebtoken . Then copy private.pem  generated in the previous step to a 

https://github.com/auth0/node-jsonwebtoken
https://jwt.io/


well known location and execute the following js code:

const jwt = require('jsonwebtoken');1
const fs = require('fs');2
const key = fs.readFileSync('private.pem');3

4
const payload = {5
  userId: '123',6
  isAdmin: true // optional7
  // other properties (ignored by Realm Object Server)8
};9

10
const token = jwt.sign(payload, { key:  key, passphrase: 'your-passphrase'11
// Send token to your client app12

The isAdmin  field in the payload is optional and if it is set to true , Realm Object Server 

will authenticate the user as admin user. If not set or set to false , the user will be a 

regular user. You can add additional properties in the payload but they'll be ignored by 
Realm Object Server.

Enabling the JWT provider

Let's assume we have a publicKey that looks like: 

key.pub

-----BEGIN PUBLIC KEY-----1
MIICIjANBgkqhki...2
-----END PUBLIC KEY-----3

To include and customize the JWT provider, create a Realm Object Server project via 
ros init :

const RealmObjectServer = require('realm-object-server');1
const path = require('path');2
const auth = RealmObjectServer.auth;3

4



const server = new RealmObjectServer.BasicServer();5
6

// Add your public key from "Generating RS256 key" section7
let jwtProvider = new auth.JwtAuthProvider(8
  {9
    publicKey: '-----BEGIN PUBLIC KEY-----\nMIICIjANBgkqhki...\n-----END P10
  }11
)12

13
server.start({14
    dataPath: path.join(__dirname, '../data'),15
    authProviders: [ jwtProvider ],16
}).catch((err) => {17
    console.error("There was an error starting your custom Realm Object Se18
});19

It is safest to copy and paste your public key into the index file.  Use \n  to 

preserve newlines within your token.  

Not what you were looking for? Leave Feedback 
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Nickname Authentication

The Nickname provider allows you to authenticate users just by their nickname without 
requiring passwords or other identifying information. This is useful when prototyping 
collaborative features for your app without worrying about the actual login flow until later in
the development lifecycle.

The Nickname provider is not secure and should never be enabled in production 
deployments. It's meant to only be used during development.

By default the Nickname provider is enabled when creating a project via ros init .

Disable Nickname Authentication

When creating a ROS project via ros init  the index  file that starts the server utilizes 

the BasicServer  class. This wrapper provides default values, including enabling the 

NicknameAuthProvider  . Once you are ready to go into production, you should disable the 

NicknameAuthProvider  by removing it from the provider list:

const RealmObjectServer = require('realm-object-server');1
const path = require('path');2

3
const server = new RealmObjectServer.BasicServer();4

5
// Create the necessary authentication providers needed6
const passwordProvider = new PasswordAuthProvider({ autoCreateAdminUser: t7

8
server.start({9
    dataPath: path.join(__dirname, '../data'),10
    11
    // Set the providers manually to override defaults12
    authProviders: [ passwordProvider ],13
});14



Enable Nickname Authentication

While included by default, if you need to include the NicknameAuthProvider  manually, edit 

your ROS index  file to pass in the NicknameAuthProvider  with the server configuration:

const RealmObjectServer = require('realm-object-server');1
const path = require('path');2
const server = new RealmObjectServer.BasicServer();3

4
const nicknameProvider = new RealmObjectServer.auth.NicknameAuthProvider()5

6
server.start({7
    dataPath: path.join(__dirname, '../data'),8
    authProviders: [ nicknameProvider ],9
});10

Not what you were looking for? Leave Feedback 
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Anonymous Authentication

Sometimes it's useful to create a synchronized Realm for a user without prompting them 
for credentials - e.g. in an e-commerce application where any disruption leads to user churn. 
For such cases, the Realm Object Server exposes an anonymous provider that requires no 
payload and creates a new user for every request (which means that you must use the built-
in client-side user caching to avoid resetting the app state on every launch).

By default the AnonymousAuthProvider  is enabled when creating a project via ros init .

Disable Anonymous Authentication

When creating a ROS project via ros init  the index  file that starts the server utilizes 

the BasicServer  class. This wrapper provides default values, including enabling the 

AnonymousAuthProvider . To disable, you can set the authentication providers manually 

with, including only the ones needed:

const RealmObjectServer = require('realm-object-server');1
const path = require('path');2

3
const server = new RealmObjectServer.BasicServer();4

5
// Create the necessary authentication providers needed6
const passwordProvider = new PasswordAuthProvider({ autoCreateAdminUser: t7

8
server.start({9
    dataPath: path.join(__dirname, '../data'),10
    11
    // Set the providers manually to override defaults12
    authProviders: [ passwordProvider ],13
});14

Enable Anonymous Authentication

While included by default, if you need to include the AnonymousAuthProvider  manually, 

edit your ROS index  file to pass in the AnonymousAuthProvider  with the server 

configuration:



const RealmObjectServer = require('realm-object-server');1
const path = require('path');2

3
const server = new RealmObjectServer.BasicServer();4

5
const anonymousProvider = new RealmObjectServer.auth.AnonymousAuthProvider6

7
server.start({8
    dataPath: path.join(__dirname, '../data'),9
    authProviders: [ anonymousProvider ],10
});11

Not what you were looking for? Leave Feedback 
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Included Third-party Auth Providers



Azure Authentication

The Realm Object Server package includes a pre-built provider for Azure Active Directory. 
Clients authenticate through Azure SDK/API and sends the access token to ROS. This 
provider handles validating the JWT access token and then authenticating in Realm.

To include or customize the Azure provider, create a ROS project via ros init :

import { AzureAuthProvider } from '../node_modules/realm-object-server/dis1
2

const RealmObjectServer = require('realm-object-server');3
const path = require('path');4

5
const server = new RealmObjectServer.BasicServer();6

7
// Add your Directory ID from the Azure Portal (under "Properties")8
let azureProvider = new AzureAuthProvider(9
  {10
    tenant_id: '81560d038272f7ffae5724220b9e9ea75d6e3f18'11
  }12
)13

14
server.start({15
    dataPath: path.join(__dirname, '../data'),16
    authProviders: [ azureProvider ],17
}).catch((err) => {18
    console.error("There was an error starting your custom ROS Server", er19
});20

Not what you were looking for? Leave Feedback
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CloudKit Authentication

macOS

Linux

You will need to create a public key for the Realm Object Server to access CloudKit. The 
steps are slightly different for Linux and macOS. 

Note that iCloud client support is only available on Apple platforms: iOS, macOS, 
tvOS, and watchOS.

1. Open a terminal and cd  to the Realm Object Server directory.

2. Generate a private key: 
openssl ecparam -name prime256v1 -genkey -noout -out 
cloudkit_eckey.pem  

3. Generate a public key to be submitted to the CloudKit Dashboard: 
openssl ec -in cloudkit_eckey.pem -pubout 

1. Generate a private key:
openssl ecparam -name prime256v1 -genkey -noout -out 
cloudkit_eckey.pem 

2. Generate a public key to be submitted to the CloudKit Dashboard:
openssl ec -in cloudkit_eckey.pem -pubout 



Generating an access key with the CloudKit Dashboard

Log in to Apple’s CloudKit Dashboard and select your application. In the left-hand side of 
the dashboard, select “API Access”, then select “Server-to-Server Keys”. Select “Add Server-
to-Server Key”. Give the new key a name and paste in the public key generated above. Click 
“Save.” After a few seconds, a key will be generated and displayed in the “Key ID” section at 
the top of the page.

Security note: Create a new private key for each application you plan on using with Realm 
CloudKit authentication. Reusing private keys can compromise all Realms using the shared 
key if the private key itself becomes compromised or needs to be revoked.

To include or customize the CloudKit provider, create a ROS project via ros init :

const RealmObjectServer = require('realm-object-server');1
const path = require('path');2

3
const server = new RealmObjectServer.BasicServer();4

5
// Add the Key ID, private key path, container ID and environment informat6

https://icloud.developer.apple.com/dashboard


const cloudKitProvider = new RealmObjectServer.auth.CloudkitAuthProvider({7
    container: 'iCloud.io.realm.exampleApp.ios',8
    // For production deployment on the App Store, you must specify 'produ9
    environment: 'development',10
    keyId: '0123456789abcdef0123456789abcdef0123456789abcdef0123456789abcd11
    privateKeyPath:  'cloudkit_eckey.pem'12
});13

14
server.start({15
    dataPath: path.join(__dirname, '../data'),16
    authProviders: [ cloudKitProvider ],17
}).catch((err) => {18
    console.error("There was an error starting your custom ROS Server", er19
});20

Please ensure the path to the privateKeyPath  is correct. If you followed the steps above, 

on Linux the path will be cloudkit_eckey.pem .
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Facebook Authentication

The Realm Object Server package includes a pre-built provider for Facebook. Clients 
authenticate through Facebook SDK/API and sends the access token to ROS. This provider 
handles validating the access token with Facebook’s API, and then authenticating in Realm.

To include the Facebook provider, create a ROS project via ros init :

import { auth } from 'realm-object-server';1
2

const facebookProvider = new auth.FacebookAuthProvider()3
4

const RealmObjectServer = require('realm-object-server');5
const path = require('path');6

7
const server = new RealmObjectServer.BasicServer();8

9
server.start({10
    dataPath: path.join(__dirname, '../data'),11
    authProviders: [ facebookProvider ],12
}).catch((err) => {13
    console.error("There was an error starting your custom ROS Server", er14
});15
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Google Authentication

The Realm Object Server package includes a pre-built provider for Google. Clients 
authenticate through Google SDK/API and sends the access token to ROS. This provider 
handles validating the access token with Google’s API, and then authenticating in Realm. To
setup, you must obtain a client Id described in this guide: 
https://developers.google.com/identity/protocols/OAuth2InstalledApp

To include the Google provider, create a ROS project via ros init :

const RealmObjectServer = require('realm-object-server');1
const path = require('path');2

3
const server = new RealmObjectServer.BasicServer();4
const googleProvider = new RealmObjectServer.auth.GoogleAuthProvider({5
    clientId: '012345678901-abcdefghijklmnopqrstvuvwxyz01234.apps.googleus6
});7

8
server.start({9
    dataPath: path.join(__dirname, '../data'),10
    authProviders: [ googleProvider ],11
}).catch((err) => {12
    console.error("There was an error starting your custom ROS Server", er13
});14
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Working with Realms on the Server

This section will walk you through the basics of working with Realms on the Server.  The 
majority of these examples require you to edit the index.ts  file which is created after 

running a ros init .  For more details, see running the server.  
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Opening up a Realm

Getting Started

If you ever need to open up a realm in your index.ts  file, you can easily request the server 

instance with a call to server.openRealm 

server.openRealm('/products')1
  .then(realm => {2
    console.log('My products realm!', realm)3
  })4

A schema is not required to open up a realm. However if you’d like to get a realm with 
specific schemas. Then you can run:

const ProductSchema: Realm.ObjectSchema = {1
  name: 'Product',2
  primaryKey: 'productId',3
  properties: {4
    productId: 'int',5
    name: 'string',6
    price: 'float'7
  }8
}9

10
const CompanySchema: Realm.ObjectSchema = {11
  name: 'Company',12
  primaryKey: 'companyId',13
  properties: {14
    companyId: 'int',15
    name: 'string',16
    address: 'string'17
  }18
}19

20
server.openRealm('/products', [ProductSchema, CompanySchema])21
  .then(realm => {22
    console.log('My products realm!', realm)23
  })24



The realm is always opened up with admin privileges.

Opening Realms Asynchronously 

 

In general, work done with synchronized realms will match that of its non-synchronized 
counterparts.  However, there are a few noteworthy caveats.  If a user only has read-only 
access to a Realm, it must be obtained with Realm.openAsync .  When this function is 

called, the data is fetched from the local sync-ed realm as well as any new data from the 
server since the last synchronization with your local copy.  To reiterate, this is only the case 
if a user does not have write access to the synchronized realm in question. 

Permission Denied Errors

The reason why you get a "permission denied"  error if you attempt to open a read-only 

synced Realm synchronously is that upon initialization a local Realm file will be created.  
Then immediately, write operations are performed to write the Realm's schema (i.e. create 
db tables, columns, and metadata). However, since the user does not have write access to 
the Realm, the Realm Object Server (ROS) rejects the changes and triggers your global error 
handler notifying you that an illegal attempt to modify the file was made by your user.

The reason why this doesn't happen with openAsync  is that it's an asynchronous 

operation and therefore doesn't need to give you a valid Realm immediately, so it doesn't 
need to "bootstrap" it by writing the schema to it. Instead, it requests the latest state of the 
Realm from ROS and vends it back to you once it's fully available in its latest state at the 
point in time at which the call was started.

If the local copy of the Realm already has its schema initialized (i.e. after a successful 
openAsync  call) and the in-memory schema defined by either the default schema or the 

custom object types specified in Realm.Configuration  hasn't changed, then no schema 

will be attempted to be written to the file.

This means that any time after a successful openAsync  call, the Realm could be accessed 

synchronously without going through openAsync  .  However, you may not have the most 

up to date data from the ROS.
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Ensuring a Realm Exists

If you want to make sure a Realm exists (for example, if you want to apply permissions to 
it), you can do so by calling

server.ensureRealmExists('/my-realm')1
  .then(result => {2
    // The Realm file exists and is empty, you can now apply permissions t3
  });4

If you want to create the Realm file in a user’s directory, for example as part of a 
bootstrapping logic upon user creation, you can pass an optional second argument that is 
the Realm owner’s Id:

const ownerId = 'some-user-id';1
// When ownerId is passed, you can use ~ in the url2
server.ensureRealmExists('/~/my-realm', ownerId)3
  .then(result => {4
    // The Realm file has been created and the user has admin privileges t5
  });6

If you don’t specify ownerId , then the Realm will still be created in the user’s directory but 

they won’t have permissions to access it. This can be useful, for example, when you want to
bootstrap a readonly per-user Realm, in which case, you’ll need to call 
server.applyPermissions  before the user can access the Realm.
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Changing Permissions of a Server Realm

If you need to grant or revoke access to a synced realm, you can do that by calling 
server.applyPermissions . This can be used for bootstrapping a server without relying on 

an external service to set the correct permissions of global Realm files. To be able to 
change the permissions of the file, it must exist.

server.applyPermissions({ userId: '*' }, '/my-shared-realm', 'read')1
  .then(result => {2
    console.log('Permissions applied. Affected users: ' + result.affectedU3
  });4

Permissions can be applied to global realm ( /my-realm ) or to user-owned realms (

/some-user-id/my-realm ). They can be applied either by user id, in which case *  means 

all users, including users created later, or by metadata key/value pair. The supported access 
levels are none , read , write , and admin .
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Writing to a Server Realm

After a Realm has been opened, writing to it is as simple as:

const realm = server.openRealm('/products', [ProductSchema])1
realm.write(() => {2
    let product = realm.create('product', {3
        productId: 1,4
        name: 'widget',5
        price: 9.99 6
    });7
})8

If you're looking for some code to get started, the following javascript performs a basic 
username/password login to the Realm Object Server and then writes to a Realm.

const BasicServer = require('realm-object-server').BasicServer1
2

//Params to edit3
var username = 'mycoolusername'; 4
var password = 'password';5

6
//set the Schema of your object to be stored in ROS -- depends on Kafka me7
const ProductSchema = {8
    name: 'Product',9
    primaryKey: 'productId',10
    properties: {11
      productId: 'int',12
      name: 'string',13
      price: 'float'14
    }15
}16
const server = new BasicServer()17
server.start({18
    // This is the location where ROS will store its runtime data19
    dataPath: path.join(__dirname, '../data')20
}).then(() =>{21
    // server.address will have the host and port. We can use this to cons22
    return await Realm.Sync.User.login(`http://${server.address}`, usernam23
})24
.then(user => {25
     return server.openRealm('/products', [ProductSchema])26



})27
.then(realm => {28
    realm.write(() => {29
        let newProduct = realm.create('Product', {30
            productId: 1,31
            name: 'widget',32
            price: 9.9933
        });34
    })35
})36
.catch(error => {37
    console.log('ROS Error' + error);38
});39
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Deleting Realms

As you're developing with the Realm Platform, there may be times when you want to 
completely remove a Realm database from your Realm Object Server. This is very easy to 
do. All it takes is a simple REST call.

Warning about Deleting Realms

 

You should never delete a realm while your app is in Production. Deleting a 
realm is a great way to clean up data while you learn and develop with Realm, 
but before deleting a realm from ROS, make sure that all clients (iOS, Android, 
Node etc.) have already deleted the database, or the entire app, locally. If this is 
not done, the client will try to upload their copy of the database - which might 
have been replaced in the meantime. 

Deleting a Realm with Server Side Code

 

If you've created a server side app with ros init  you can edit the server.ts  file with 

the following code. Realm Object Server comes with a dependency called superagent  that 

allows you to make easy http requests.

This example code will attempt to delete the realm /abc/products 

import RealmObjectServer = from 'realm-object-server'1
import * as path from 'path'2
import * as superagent from 'superagent'3

4
const server = new RealmObjectServer.BasicServer()5



6
const realmPath = `/8ec309f8cdbc42e8583d427f0ef91f81/products`7

8
server.start({9
        // This is the location where ROS will store its runtime data10
        dataPath: path.join(__dirname, '../data')11
    })12
    .then(() => {13
      const urlEncodedPath = encodeURI(realmPath)14
      return superagent.delete(`http:${server.address}/realm/files/${urlEn15
        .set({ Authorization: server.adminToken })16
    })17
    .then((response) => {18
      console.log(`Finished deleted ${response.body}`)19
    })20
    .catch(err => {21
        console.error(`Error with Realm Object Server: ${err.message}`)22
    })23

Deleting a Realm with a HTTP DELETE call

 

You can delete a Realm in the Realm Object Server by making an HTTP DELETE in the form 
of http[s]://IP:PORT/realms/files/:realmPath  with realmPath being the URI encoded 

path to the target realm, such as /<userId>/myRealm  .

For example: 

Let's say I have a database in a local ROS instance at: 

/abc/products

And the admin token:

eyJhcHBfaWQiOiJpby5yZWFsbS5hdXRoIiwiaWRlbnRpdHkiOiJfX2FkbWluIiwiYWNjZXNzIjpb



I could delete that database using that token by making an HTTP DELETE call to

http://127.0.0.1:9080/realms/files/abc%2Fproducts1
## Note the encoded slash in the database path $userId%2Fdatabase2

Full example using wget

$ wget --method DELETE --header 'Authorization: MY_ADMIN_TOKEN' http://127.0

Output

--2017-11-08 09:17:29-- http://127.0.0.1:9080/realms/files/8ec309f8cdbc42e1
2

Connecting to 127.0.0.1:9080... connected.3
HTTP request sent, awaiting response... 200 OK4
Length: 2 [application/json]5
Saving to: ‘abc%2Fproducts’6
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Web Integration with GraphQL

Realm Object Server offers a web API through GraphQL. This enables retrieving Realm data 
in a web browser or in other backend language environments unsupported with Realm 
SDKs currently. The GraphQL API is provided through an additional service that can be run 
within the Realm Object Server alongside the default services (sync, authentication, etc) or 
it can be run within another Realm Object Server standalone.

The GraphQL service supports query and mutation via standard HTTP requests and 
realtime subscription events via a websocket connection.

Setup GraphQL Service

 

To setup the GraphQL service you will need to either integrate it into an existing Realm 
Object Server project, or create another one specifically for the GraphQL service by running 
ros init :

ros init ros-graphql

Then, install the GraphQL service:

// Move into the ROS project1
cd ros-graphql2

3
// Install and save to package.json4
npm install realm-graphql-service --save5

Now we need to enable the service - open the /src/index.ts  file and edit it:

import { BasicServer } from 'realm-object-server'1

http://graphql.org/
http://graphql.org/learn/queries/
http://graphql.org/learn/queries/#mutations
https://github.com/facebook/graphql/blob/master/rfcs/Subscriptions.md


import * as path from 'path'2
import { GraphQLService } from 'realm-graphql-service'3

4
const server = new BasicServer()5

6
// Add the GraphQL service to ROS7
server.addService(new GraphQLService({8
    // Turn this off in production!9
    disableAuthentication: true10
}))11

12
server.start({13
      // Server configs...14
    })15
    .then(() => {16
        console.log(`Realm Object Server was started on ${server.address}`17
    })18
    .catch(err => {19
        console.error(`Error starting Realm Object Server: ${err.message}`20
    })21

Start the server with your GraphQL service:

npm start

You can verify that the service is running by opening up:
http://localhost:9080/graphql/explore/%2F__admin  which displays GraphiQL, the in-

browser IDE for exploring GraphQL. This url connects to your admin realm. Connect to a 
different realm like: http://localhost:9080/graphql/explore/<realm_path> 

For a detailed overview of the customization options, refer to the GraphQL 
Service API Reference.

How to use the API

 

 

http://localhost:9080/graphql/explore/%2F__admin
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Setting up a basic GraphQL Client

Authentication

 

By default, all endpoints and actions are authenticated. If you wish to disable 
authentication while developing, you can pass disableAuthentication: true  to the 

service constructor.If you're using the Realm GraphQL package for Apollo, authentication 
and token refreshes are handled automatically.

Obtaining an Access Token

Authentication is done with an Access Token, obtained by executing POST request against 
the /auth  endpoint.

First, you'll need to login the user with their provider. For example, when authenticating with 
username/password, pass the following payload:

{1
  "app_id":"",2
  "provider":"password",3
  "data":"MY-USERNAME",4
  "user_info": {5
    "register":false,6
    "password":"MY-PASSWORD"7
  }8
}9

The response will look something like:

{1
  "refresh_token": {2
    "token":"VERY-LONG-TOKEN-HERE"3
  }4
}5



We'll need the refresh token to obtain the access token by posting again to /auth :

{1
  "app_id":"",2
  "provider":"realm", // Note provider is 'realm'3
  "data":"REFRESH_TOKEN.TOKEN", // Token from previous response4
  "path":"REALM-PATH" // Path of the realm you want to access, e.g. '/user5
}6

The response will now contain:

{1
  "access_token": {2
    "token":"VERY-LONG-TOKEN-HERE"3
  },4
  "token_data": {5
    "expires": 1512402618 // unix timestamp6
  }7
}8

We'll need this access token to perform all graphql actions. This token must be refreshed 
before it expires using the refresh token obtained earlier to avoid getting Unauthorized  

responses.

Query and Mutations

Since the query and mutation actions are regular GET/POST requests, the authentication 
happens with a standard Authorization  header:

Authorization: ACCESS_TOKEN.TOKEN

Subscription



Subscriptions use websocket, which requires that authentication happens after the 
connection is established. Before sending any graphql-related messages, you'll need to 
send an object message, containing a token  field set to the access token:

{1
  token: ACCESS_TOKEN.TOKEN2
}3

IMPORTANT NOTE ON TOKEN VALIDATION: The access token for subscriptions 
is validated only when the socket connection is established and not when 
emitting notifications by the server. This means that it's the client's responsibility 
to terminate the connection if the user logs out or loses access to the Realm.

API Reference

 

The full GraphQL client API reference docs are located here.

The GraphQL Service API reference docs are here.
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Conflict Resolution

One of the defining features of mobile is the fact that you can never count on being online. 
Loss of connectivity is a fact of life, and so are slow networks and choppy connections. But 
people still expect their apps to work!

This means that you may end up having two or more users making changes to the same 
piece of data independently, creating conflicts. Note that this can happen even with perfect 
connectivity, as there may be enough latency between device and server that they can 
create conflicting changes at the same time.

What Realm does in this case is merge the changes according to specific rules that ensure 
sides always converge on the same result, even though their changes may have been made 
in a different order.

This means that you no longer have the kind of perfect consistency that you could have in 
a traditional database, but what is termed “strong eventual consistency”. You have to be 
aware of the rules to ensure the consistent resultS you want, but the upside is that by 
following those rules you can have devices working entirely offline and still converging on 
meaningful results when they meet.

At a very high level the rules are as follows:

Deletes always win. If one side deletes an object it will always stay deleted, even if the 
other side has made changes to it later on. 
 
Last update wins. If two sides update the same property, Realm will keep the value 
from the most recent update. 
 
Inserts in lists are ordered by time. If two items are inserted at the same position, the 
item that was inserted first will end up before the other item. This means that if both 
sides append items to the end of a list, will include both items in order of insertion time. 
 
Primary key designates object identity. If two sides both create objects of the same 
class with identical primary keys, they will be treated as instances of the same object.

Primary Keys

https://en.wikipedia.org/wiki/Eventual_consistency#Strong_eventual_consistency


A primary key is a property whose value uniquely identifies an object in a Realm (just like a 
primary key in a conventional relational database is a field that uniquely identifies a row in 
a table). Primary keys aren’t required by Realm, but you can enable them on any object type.
To do so, add the property you’d like to use as the primary key (such as id ) to a Realm 

model class, and then let Realm know that property is the primary key. The method for 
doing this depends on the language you’re using; in Cocoa, you override the primaryKey()  

class method, whereas Java and .NET use annotations. (Consult the documentation for 
your language SDK for more details.)

Once a Realm model class has a primary key, Realm will ensure that no other object with 
the same key value can be added to the Realm. You can update the existing object; in fact, 
you can update only a subset of properties on a specified object without fetching a copy of 
the object from the Realm. Again, consult the documentation for your language SDK for 
specifics.

For more information, read the Primary Keys Tutorial.

Counters

Using integers for counting is a special case. The way that most programming languages 
would implement an increment operation (like v += 1 ) is to read the value, increment the 

result, and then store it back. This will obviously not work if you have multiple parties doing 
incrementing simultaneously (they may both read 10 , increment it to 11 , and when it 

merged you would get a result of 11  rather than the intended 12 ).

To support this common use case we offer a way to express the intent that you are 
incrementing (or decrementing) the value, giving enough hints to the merge that it can 
reach the correct result. You have the choice to update the entire value or edit it in a way 
that conveys more meaning, allowing you to get more precise control of the conflict 
resolution.

Note: Counters are not exposed in all client APIs yet.

Strings

https://realm.io/news/realm-primary-keys-tutorial/


Strings are special in that you can see them both as scalar values and as lists of 
characters. This means that you can set the string to a new string (replacing the entire 
string) or you can edit the string. If multiple users are editing the same string, you want 
conflicts to be handled at the character level (similar to the experience you would have in 
something like Google docs).

Note: Sub-string edits are not exposed in client APIs yet.

Custom Conflict Resolution

The standard way to do custom conflict resolution is to change a property type from 
string  to list . Then each side can add its updates to the list and apply any conflict 

resolution rules it wants directly in the data model.

You can use this technique to implement max, min, first write wins, last write wins and 
pretty much any kind of resolution you can think of.
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Log Compaction

Background

Delivering realtime performance with Realm's data sync begins by taking advantage of a 
capability within Realm Database. Realm's multi-threading/process capabilities require the 
database to maintain a transaction log to coordinate operations across these boundaries. 
The log includes all the individual changes made to the database and when using a 
synchronized Realm, these operations are transmitted in the sync protocol.

This approach to data sync offers several benefits:

Less bandwidth and faster transmission by only sending the specific changes (as 
compared to a state-based system that might require resending the full modified 
object)
Semantically correct, for example an operation such as a move in Realm's ordered 
List  property is not transmitted as an insert and delete

The complete operation log for a synchronized Realm is maintained by the Realm Object 
Server. Whenever a client performs a change to a synchronized Realm, the database 
updates and produces a local log entry which is transmitted to the server and then 
incorporated into the complete log. The server sends the client an acknowledgement of this, 
which allows the client to prune its local copy of the log entry. This means that client 
devices don't have to maintain the entire history, keeping the storage space used by the 
application to a minimum.

So while the client can continually prune entries, the server must maintain the complete 
history to be able to coordinate sync across devices at different states. This is most 
prominent when a new device begins syncing for the first time and needs to incorporate the 
entire log to be in sync with up-to-date devices. To prevent the need to send the entire 
history, Realm Object Server, offers log compaction.

How Does It Work?

 



The log compaction algorithm runs alongside of the server process that merges and 
synchronizes changes. This allows the server to identify sequential operations that can be 
compacted but still result in the same output. For example, if you created an object, deleted, 
then re-created it again, these three operations can be compacted into a single create 
operation.

By default, the server has log compaction enabled but it can be disabled via server 
configuration:

import { BasicServer } from 'realm-object-server'1
import * as path from 'path'2

3
const server = new BasicServer()4

5
server.start({6
    // Default: true7
    enableDownloadLogCompaction: false8
})9

To control how the log compaction algorithm operates there is another server configuration 
option:

maxDownloadSize: 16000000 // 16MB

The maxDownloadSize  value represents the size of changes that will be considered as 

input to compaction. Generally, Realm Object Server can't discover how much space is 
saved by compaction without actually running the compaction algorithm, which is a CPU-
heavy task. It represents a "worst case" download size, which is when the compaction 
algorithm couldn't eliminate anything, but on the other hand more changes will be 
considered the larger it is, so the net result is that the smallest total number of bytes 
downloaded will decrease as the maxDownloadSize  value increases.

Thus, maxDownloadSize  is a compromise between download size and CPU usage. 

Typically, this value might need adjusted if you need to tune the initial download time of a 
synchronized Realm when a new client device connects. 



Cluster Deployment

When running the ROS as a cluster, you do not need to adjust the log compaction for the 
"Core Services" ROS. Instead, the log compaction configuration only applies to the ROS 
instances that have a sync service. For example:

const startConfig = {1
    services: [2
        new ros.LogService(),3
        new rose.ReplicatedSyncService({4
            // ... other configs5
            maxDownloadSize: 16000000,6
            enableDownloadLogCompaction: true7
        })8
    ],9
    // Other server configs10
    // The log compaction settings don't need to be duplicated here11
}12

13
server.start(startConfig).then(() => {14
    console.log(`Your server is started `, server.address)15
})16
.catch(err => {17
    console.error(`There was an error starting your file`)18
})19

Not what you were looking for? Leave Feedback

https://www.getfeedback.com/r/uO1Zl0vE


Services

ROS 2.x is also a fully featured web framework! Adding functionality is simple, modular, 
and service oriented. A ROS custom service is just a class that you can add to a Server 
instance.

You can expose methods as http endpoints using @Get, @Post, @Put, @Delete etc...
You can read parameters using the @Param('productId') or just @Param decorator
Services don't need http endpoints at all

Not what you were looking for? Leave Feedback 
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Writing a Service in TypeScript

We highly recommend when writing a custom service in TypeScript ensure that your 
tsconfig.json's compiler options has

"emitDecoratorMetadata": true,1
"experimentalDecorators": true2

It should look relatively similar to:

{1
  "compilerOptions": {2
    "target": "es6",3
    "module": "commonjs",4
    "moduleResolution": "node",5
    "emitDecoratorMetadata": true,6
    "experimentalDecorators": true7
    ... other options8
  }9
}10

If you are using ros init . You should have no problem with the generated 

tsconfig.json  file in your project.

Desiging your Service with GET, PUT, POST, DELETE

Remember, a service is just an object. You can easily write a ProductsService  like so:

class ProductsService { 1
2

}3



You can then add the service to the server:

server.addService(new ProductsService())

However this service doesn't really do anything! Let's give it some REST  behavior! First 

import some the HTTP decorators from the realm-object-server  package:

import { 1
  Get, 2
  Post, 3
  Put, 4
  Delete, 5
  BaseRoute6
} from 'realm-object-server'7

Now you can decorate your ProductsService  class with an expressive set of functions. In 

order for the service to have HTTP capabilities the service must have a @BaseRoute 
decorator. In this example we will have a ProductsService  that returns JSON objects 

with an HTTP GET request

@BaseRoute('/products')1
class ProductsService {2

3
  products = [{4
      productId: 1,5
      name: 'toyota',6
      price: 26000.257
    }, {8
      productId: 2,9
      name: 'book',10
      price: 20.0011
    }]12

13
  @Get('/')14
  getAllProducts(){15
    return this.products16
  }17
}18



You can now make a GET request to return your the products JSON at 
http://localhost:9080/products . Services can return normal objects (which will be 

serialized into JSON) or a Promise<any> , which will be serialized after the promise is 

resolved.

Thus the getAllProducts()  method could look like this:

  @Get('/')1
  getAllProducts(){2
    return new Promise((resolve, reject => {3
      setTimeout(() => {4
        return this.products5
      }, 2000)6
    })7
  }8

You can even add URL parameters (using @Params('param')  and query string (

@Query('querykey') ) decorators to methods. Parameters can be defined with a 

/:someparam . Multiple params can be chained with /:someparamone/:someparamtwo 

  @Get('/:productId')1
  getProductById(@Params('productId') productId: string){2
    return this.products.find((p) => p.productId === productId))3
  }4

An example with multiple params:

  @Get('/:productId/:name')1
  getProductById(@Params('productId') productId: string, @Params('name') n2
    return this.products.find((p) => p.productId === product && c.name === 3
  }4



An example with multiple params:

  @Get('/:productId')1
  getProductById(@Params('productId') productId: string, @Query('limit') l2
    let limitNumber: number = parseInt(limit)3
    return this.product.filter((c) => c.productId === productId && c.name 4
      .limit(limitNumber)5
  }6

All returned values will have an HTTP status code of 200  and will be serialized with a 

JSON body. If you need fine grained control over the message that you are returning you 
can even choose to pass in the raw express request and response with @Request  and 

@Response 

  @Get('/:productId')1
  getProductById(@Request req, @Response res){2
    res.status(203).send({3
      productId: 'something',4
      name: 'somethingelse'5
    })6
  }7

import { 1
  Get, 2
  Post, 3
  Put, 4
  Delete, 5
  BaseRoute, 6
  Body, 7
  Request, 8
  Response 9
} from 'realm-object-server'10

11
@BaseRoute('/product')12
class ProductsService {13

14
  products = [{15
      productId: 1,16
      name: 'toyota',17
    }, {18



      productId: 2,19
      name: 'ford',20
    }]21

22
  @Get('/all')23
  getAllProducts(){24
    return this.products25
  }26

27
  @Post('/')28
  async addNewProduct(@Body body: any) {29
    this.products.push(body.product)30
    return body31
  }32

33
  @Put('/:productId')34
  async updateProduct(@Body body: any) {35
    this.products.push(body.product)36
    return body37
  }38

39
  @Delete('/:productId')40
  async deleteProduct(@Param productId: string) {41
    for(let product of this.products) {42
      if (product.productId === productId) {43
        this.products.splice(this.products.indexOf(product), 1)44
      }45
    }46
  }47
}48

Writing a HTTP Service that uses Realm

If you want a service that uses a Realm  instance you can easily get realms with a few 

modifications to the code above.

1. First import ServerStarted  and Realm  into your service file

import { 1
  ServerStarted,2
  // ... other imports3
} from 'realm-object-server'4
import * as Realm from 'realm'5



1. Create or Reference your object Schema and get a reference to the Realm.

The @ServerStarted  decorator is fired when the server has started. This is a place where 

you can asynchronously open a Realm file of your choice via a remotePath  and a remote 

url

So let's say we have a schema like so:

const ProductSchema: Realm.ObjectSchema = { 1
  name: 'Product',2
  primaryKey: 'productId',3
  properties: { 4
    productId: 'int',5
    name: 'string',6
    price: 'float'7
  }8
}9

We can get a Realm  asynchronously with

@BaseRoute('/products')1
class ProductsService { 2

3
  realm: Realm4

5
  @ServerStarted()6
  async serverStarted(server: Server) {7
    this.realm = await server.openRealm(‘/path to realm’,[schema])8
  }9
} 10

1. Write a service to interface HTTP with your Realm Object

Let's say we want to get a Product by it's primary key and get all objects via a certain query

import {1
  BaseRoute,2



  Get,3
  ServerStarted,4
  Server,5
  Query6
} from 'realm-object-server'7

8
import * as Realm from 'realm'9

10
11

@BaseRoute('/products')12
class ProductsService { 13

14
  realm: Realm15

16
@ServerStarted()17
  async serverStarted(server: Server) {18
    this.realm = await server.openRealm(‘/path to realm’,[schema])19
  }20
  21
  @Get('/')22
  async get(Query('filter') filterQuery: string) {23
    return this.realm.objects("Product").filtered(filterQuery).slice()24
  }25
  26
  @Get('/')27
  async get() {28
    return this.realm.objectByPrimaryKey(Product.name, productId)29
  }30
} 31

Notice the slice. Slice turns Realm Objects into detached objects which makes it easily 
JSON serializable.

Not what you were looking for? Leave Feedback 
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Service Lifecycle

When designing services, it's important to know the lifecycle of the service. Services have 3 
events

1. an optional async start  method that can be decorated by @Start 

If you have isolated asynchronous setup code use this method.
You shouldn't be calling other services.
The server object is passed as the only argument, where you can grab the logger, 
discovery, or any other global configuration needed by the service.
Prefer not to block the execution of this method.

2. an optional async serverStarted  method that can be decorated by 

@ServerStarted 

At this stage, the server has successfully started all services that were added.
3. an optional async stop  method that can be decorated by @Stop 

This is called when the shutdown  command is called on the server.

Use this method to quickly dispose or close any connections.

Note, all these decorators are completely optional.

class SampleService {1
2

    @Start3
    async start(server: Server) {4
        // called when the server is about to startup5
    }6

7
    @ServerStarted8
    async serverStarted(server: Server) {9
        // called when all services have started and the underlying httpSe10
    }11

12
    @Stop13
    async stop(){14
        // do your service cleanup here15
        // called when the server is attempting to shutdown16
    }17
}18



Not what you were looking for? Leave Feedback 
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Discovering Services

For an Enterprise Edition (EE) deployment we utilize Consul for service discovery. It offers a 
consistent data store that can be run highly available, which we use to then store the 
information about which services and their URLs are participating in the cluster.

In this manner, each service can then lookup through the service discovery (which itself 
does a look up in the data store of Consul) to find out if a service is available and what the 
URL is for the primary node of that service is.

Let's use an example from the ROS code to see how this works. In the AuthService  it 

needs to be able to lookup the location of a given Realm file, specifically what sync worker 
it is located on--called the syncLabel . This information is maintained by the 

RealmDirectoryService . As a result, the AuthService  has to use the service discovery 

system to find the RealmDirectoryService  then call the endpoint on this service it needs.

Each service can register a function that is called when the Server  starts. It will be passed 

in the server  object which contains the discovery  object:

@Start()1
    async start(server: Server) {2
        this.logger = server.logger.withContext({ service: "auth" });3
        this.discovery = server.discovery;4

Now that the service is holding a reference to the discovery  object it can use it within its 

own logic. Looking at the method that generates an access token we see that the 
AuthService  must call the RealmDirectoryService . The first thing is that it must lookup 

the RealmDirectoryService  via discovery . The RealmDirectoryService  uses the 

name realms :

async accessToken(path: string, data: any, app_id?: string): Promise<Realm1
2

    ...3
4

    let realmsHandle = await this.discovery.find('realms');5

https://github.com/realm/realm-object-server-private/blob/master/src/services/AuthService.ts


This call returns a handle  which provides the location of the RealmDirectoryService , 

which it can then use to call out to it:

const response = await this.findRealmByPathUrl(realmsHandle, (partialSyncP1
const syncLabel = response.body['syncLabel'] as string2

Looking at the implementation of findRealmByPathUrl()  function we see the specifics:

private async findRealmByPathUrl(handle: ServiceHandle, path: string, toke1
    const findRealmByPathUrl = new URI(`http://${handle.address}:${handle.2
    .segment('/realms')3
    .segment('/files')4
    .segment(encodeURIComponent(path))5
    .toString()6

7
    return await superagent.get(findRealmByPathUrl)8
    .set({9
        'X-Realm-Access-Token': token10
    })11
}12

The handle.address  and handle.port  are used to build the REST request from the 

AuthService  to the RealmDirectoryService . 

This basic flow means that any additional service can perform similar actions in an EE 
cluster environment. Each service has a name and service discovery via Consul keeps track 
of each one.

Not what you were looking for? Leave Feedback 
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Middlewares

Use of Middlewares on ROS 2.x is built ontop of express-js. 

You are able to put middlewares on:

1. the entire server
2. on one service
3. on one route

Middlewares are isolated to the level that you put them in. So if you only put cors()  on 

one route of one service then you will only be hitting the cors()  middleware.

For example, this applies the middleware to the entire server

import * as cors from 'cors'1
import * as path from 'path'2

3
server.start({4
    dataPath: path.join(__dirname, '../data')5
    middlewares: [cors()]6
});7

Here’s an example of putting a middleware on just a single service. This will have no effect 
on SyncProxy , RealmDirectory , or AuthService . Any request to 

http://localhost:9080/cars  will have cors() middlewares being hit.

import { Server, BaseRoute } from 'realm-object-server' 1
import * as cors from 'cors'2

3
@BaseRoute('/cars')4
@MiddlewaresBefore(cors()) // this will hit the cors middleware only for C5
class CarService {6
  //service code here7
}8

9
const server = new Server()10
server.addService(new CarService())11



server.start()12

Here’s an example of putting a middleware on just a single route of a single service. Any 
request to http://localhost:9080/cars/toyotas  will have cors() middlewares being hit, 

while http://localhost:9080/cars/hondas  will not.

import { Server, BaseRoute, Get } from 'realm-object-server' 1
import * as cors from 'cors'2

3
@BaseRoute('/cars')4
class CarService {5
  //service code here6

7
  @Get('/toyotas')8
  @MiddlewaresBefore(cors())9
  getToyotas() {10
    // you'll only hit cors if you try 11
  }12

13
  @Get('/hondas')14
  getHondas() {15
    // no cors()16
  }17
}18

19
const server = new Server()20
server.addService(new CarService())21
server.start()22

Not what you were looking for? Leave Feedback 
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IP Filtering Middleware

IP Filtering Middleware

There are many scenarios where you'd like to limit IPs. The common cases are:

1. I'd like to limit specific IP addresses from accessing Realm Object Server entirely
2. I'd like to limit specific IP addresses from accessing a service entirely

Since Realm Object Server allows you to use express middlewares, you are fully capable of 
using express-ipfilter or ip-regex on your entire server instance, an entire service instance, 
and/or just a service route.

The following examples will use express-ip-filter . You can read more about its custom 

settings here.

Limiting the IP Address for your entire Server

You apply a middleware to the entire server by setting the middlewares  property on the 

ServerConfig  you use with server.start . It can be set to either a single middleware or 

to an array of middlewares.

import { IpFilter } from 'express-ipfilter'1
import { Server } from 'realm-object-server'2
import * as path from 'path'3

4
const server = new Server();5

6
const ips = ['127.0.0.1'];7
server.start({8
        dataPath: path.join(__dirname, '../data')9
        middlewares: ipfilter(ips, {mode: 'allow'})10
    })11
    .then(() => {12
        console.log('Only localhost (aka 127.0.0.1) can connect!');13
    });14

Limiting the IP Address for just a service

https://www.npmjs.com/package/express-ipfilter
https://www.npmjs.com/package/ip-regex
https://www.npmjs.com/package/express-ipfilter


There are instances where you'd only like to limit IPs for a certain service. In the following 
snippet we have limited whitelisting of ips for the entire CarsService .

import { IpFilter } from 'express-ipfilter'1
import { MiddlewaresBefore, Server, BaseRoute, Get } from 'realm-object-se2

3
const ips = ['127.0.0.1'];4
const middleware = ipfilter(ips, {mode: 'allow'});5

6
@BaseRoute('/cars')7
@MiddlewaresBefore(middleware)8
class CarsService {9

10
    @Get('/teslas')11
    getTeslas(){12
        // only whitelisted ips will enter in here13
        return someJson;14
    }15
}16

17
const server = new Server();18
server.start({19
        // Server configs20
    })21
    .then(() => {22
        console.log('Only localhost (aka 127.0.0.1) can get cars');23
    });24

Limiting the IP Address for just a service route

If you just want to limit the IP address of a single service route but not the entire service, 
you can use the MiddlewaresBefore  on a single route. In the following snippet we have 

limited whitelisting of ips only for the getTeslas  method on CarsService .

import { IpFilter } from 'express-ipfilter'1
import { MiddlewaresBefore, Server, BaseRoute, Get } from 'realm-object-se2

3
const ips = ['127.0.0.1'];4
const middleware = ipfilter(ips, {mode: 'allow'})5

6
@BaseRoute('/cars')7
class CarsService {8



    @Get('/teslas')9
    @MiddlewaresBefore(middleware)10
    getTeslas() {11
        // only whitelisted ips will enter in here12
        return someJson;13
    }14
}15

16
const server = new Server();17
server.start(18
        // Server configs19
    )20
    .then(() => {21
        console.log('Only localhost (aka 127.0.0.1) can get teslas')22
    });23

Just like with any middleware, they will be processed in the following order:

1. ServerConfig.middlewares 

2. @MiddlewaresBefore  on a Service class

3. @MiddlewaresBefore  on a Service class method

Not what you were looking for? Leave Feedback 
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Serving Static Files

Serving Static Files

You can serve static files from a service by using a @BaseRoute  with a @ServeStatic  

decorator. For example, to serve a directory or path, you could use the following snippet:

import { BaseRoute, ServeStatic } from 'realm-object-server'1
import * as path from 'path'2
@BaseRoute('some')3
@ServeStatic(path.join(__dirname, 'assets/index.html'))4
class SomeClass {5

6
}7

You can now reach the index.html  file at: http://localhost:9080/some 

Not what you were looking for? Leave Feedback 
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Manage

This is your one-stop shop for learning about the management of a running Realm Object 
Server.  You'll find details on high availability, security, and backups.  If you are a server 
administrator, you are in the right place.  

Not what you were looking for? Leave Feedback 
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Enterprise Architecture

Example Deployment Diagram

Key Components

Realm Object Server component services can scale independently, allowing for design 
elasticity between service demands and high availability with failover.  In this section, we 
will summarize these core services and components which are involved in a typical 
enterprise deployment.  

Realm Core Services

Realm Core Services is a stateless node application that contains many of the Realm 
administrative functions, such as the proxy, authentication, and directory service. These 
services can be deployed independently, or all in the same process by editing the 
services: array  of the ServerStart  config. Because Realm Core Services is stateless 

and independent it can be deployed in many environments including common PaaS 
solutions. There can only be a single RealmDirectory service running at any time, but all 
other services can be run in parallel for load balancing purposes. 

Realm Sync Workers

Realm Sync Workers is a stateful node application that stores the realms, serves the data to 
sync clients, and merges changes. These are deployed in clusters of three with a master, 
backup, and spare - master election is determined by Consul, which also detects failure and 
triggers failover. The sync worker group is configured with synchronous backup. Each 
change is written to both the master and the slave sync-worker before the sending an 
acknowledgement back to the realm-enabled mobile client. 

Consul Cluster



Consul Cluster is a cluster of at least three Consul servers that acts as a distributed key-
value store for consensus and service discovery in the ROS cluster. It has built-in failure 
detection which the ROS cluster continually checks. If a Sync Worker failure is detected, the 
ROS Core Services proxy module shifts the traffic to that cluster's slave, making it the 
master Sync Worker, and the spare becomes the new slave. In small deployments the 
Consul process can be run on the same server as the Sync Workers and Core Services, as 
shown below: 

While it is not required, we recommend a fourth Consul agent instance be deployed on the 
same node as Core Services. That agent relays traffic between Core Services and the 
Consul cluster, so that Core Services doesn't need to be hard-coded to connect to a specific 
Consul server, but does not participate in Consul consensus. 

In larger deployments with 10 or more ROS nodes, it is recommended to split out the Consul 
cluster into its own standalone cluster of at least three separate servers. 

Public Load Balancer

This is typically a geo-distributed load balancer that is designed to forward any Realm 
traffic from remote connections to the Realm proxy. It must have a publicly accessible 
address.  It is commonly deployed in a pool using a redundancy protocol like VRRP and 
must be automated and programmable in case the Realm Core Services proxy module DNS 
or IP changes or fails over.

Cluster Deployment

 

The following diagram shows the component pieces of the Realm Object Server deployed 
across a cluster. This also reiterates which of the components services are stateful vs 
stateless.  Deployment mediums should be considered based on these properties.   
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Kubernetes Deployment Instructions

Prerequisites

In order to deploy Realm Object Server using Kubernetes, you must have a Kubernetes 
Cluster available to you. Fortunately, you can easily run Kubernetes on your workstation if 
you're looking for a quick start.

Preparing a Kubernetes Cluster

Our cluster deployment utilizes Kubernetes. Before you get started, you'll need to create a 
cluster if you do not already have one.  



macOS

The easiest way to get started with Kubernetes is by using Docker for Mac. Start by 
downloading Docker for Mac here. Be sure to use the download link for "Get Docker 
CE for Mac (edge)." You will need to register or sign in to the Docker Store in order to 
download. Then, follow the provided install instructions.

If you have not already done so, launch the Docker application that you 
downloaded. Then, open the preferences and enable Kubernetes in the "Kubernetes" 
tab. Click "Apply" and wait a few minutes while Kubernetes starts.

After installation, verify that you have the latest version that was tested with this 
documenation:

$ docker version1
Client:2
 Version:      18.05.0-ce3
 API version:  1.374
 Go version:   go1.9.55
 Git commit:   f1503246
 Built:        Wed May  9 22:12:05 20187
 OS/Arch:      darwin/amd648
 Experimental: false9
 Orchestrator: swarm10

11
Server:12
 Engine:13
  Version:      18.05.0-ce14
  API version:  1.37 (minimum version 1.12)15
  Go version:   go1.10.116
  Git commit:   f15032417
  Built:        Wed May  9 22:20:16 201818
  OS/Arch:      linux/amd6419
  Experimental: true20

https://store.docker.com/editions/community/docker-ce-desktop-mac


Azure

Most major cloud cloud providers offer some kind of managed Kubernetes service.  
Microsoft Azure uses Azure Kubernetes Service (AKS)

Creating a cluster is easy with AKS.  You can use their quickstart guide as a 
reference. After you create the cluster, we recommend ensuring that you can connect 
via the kubectl  CLI.  This is also explained in the quickstart guide. At the time of 

writing, you can do this from an Azure cloud shell with the following command: 

##input your cluster information for connection 1
az aks get-credentials --resource-group myResourceGroup --name myAKS2

3
##verify connection by getting cluster information4
kubectl get nodes5

Helm CLI and Tiller

 iOur recommended Realm Object Server installation method requires Kubernetes' Helm 
command line utillity.  

https://docs.microsoft.com/en-us/azure/aks/
https://docs.microsoft.com/en-us/azure/aks/kubernetes-walkthrough-portal
https://helm.sh/


macOS

If you use macOS, you can use Homebrew to install it. Otherwise, refer to Helm's 
documentation.

brew install kubernetes-helm

If you have a new cluster, or one that has not been prepared with Tiller, you can do 
so using the CLI tool that you installed:

helm init --upgrade --wait

For production environments, make sure you understand the security 
implcations of running Tiller in your cluster. You can read more here.

https://docs.helm.sh/using_helm/#quickstart-guide
https://docs.helm.sh/using_helm/#securing-your-helm-installation


Azure

Using Helm and Tiller in Azure is easy, and you will find the process documented 
here. We recommend using the Azure Cloud Shell which comes with the Helm CLI 
already installed.  After this, you will need to configure Helm which is detailed in the 
article linked above.

If you are using an RBAC-enabled cluster, you will also need to create a 
service account to run tiller properly.  

Optional: Install the Kubernetes Dashboard

If you're running a cluster using Docker for Mac, you can use Helm to easily install the 
Kubernetes Dashboard in your cluster:

helm install --kube-context=docker-for-desktop --wait \1
            --name kubernetes-dashboard --namespace kube-system \2
            --set service.type=NodePort,service.nodePort=30443 \3
            stable/kubernetes-dashboard4

Confirm that you can access the UI at the URL: https://127.0.0.1:30443/. Bypass the 
insecure certificate warning, and choose "Skip" when presented with an authentication 
dialog.

Do NOT use this installation method for Kubernetes Dashboard on a cluster that 
is exposed to the internet! Proper deployment considerations are outlined at the 
projects Github Repository: https://github.com/kubernetes/dashboard

 

https://docs.microsoft.com/en-us/azure/aks/kubernetes-helm
https://127.0.0.1:30443/
https://github.com/kubernetes/dashboard


Using the Realm Object Server Helm Chart

Realm maintains a Helm Chart that can be used to install and maintain your deployed 
Realm Object Server. Think of it as APT or RPM, but for distributed applications.

Add the chart repository

Our charts are hosted on Github, and can be added to Helm with the following command:

helm repo add realm https://realm.github.io/charts

Prepare overrides file

You should have access to a Realm Object Server Feature Token. This token must be 
passed to our Helm chart in order for Realm Object Server to operate. You can do so with an 
overrides file that preempts the Healm chart's values file:

overrides.yaml

sync:1
  featureToken: YOUR_FEATURE_TOKEN_HERE2

Deploy Realm Object Server

Once you have created an overrides file, you can use it when deploying:

helm install realm/realm-object-server -f overrides.yaml

When successful, you should see some output similar to:

https://docs.helm.sh/developing_charts/#charts


NAME:   foolish-octopus1
LAST DEPLOYED: Thu Jun 21 20:11:02 20182
NAMESPACE: default3
STATUS: DEPLOYED4

5
RESOURCES:6
==> v1/Role7
NAME                          AGE8
foolish-octopus-sync-default  1s9

10
==> v1/StatefulSet11
NAME                          DESIRED  CURRENT  AGE12
foolish-octopus-sync-default  1        1        1s13

14
==> v1/RoleBinding15
NAME                          AGE16
foolish-octopus-sync-default  1s17

18
==> v1/Service19
NAME                                 TYPE       CLUSTER-IP      EXTERNAL-I20
foolish-octopus-realm-object-server  NodePort   10.103.219.36   <none>     21
foolish-octopus-metrics              ClusterIP  10.110.66.250   <none>     22
foolish-octopus-sync-default         ClusterIP  10.105.177.213  <none>     23

24
==> v1/Secret25
NAME             TYPE    DATA  AGE26
foolish-octopus  Opaque  1     1s27

28
==> v1/ConfigMap29
NAME                                 DATA  AGE30
foolish-octopus                      3     1s31

32
==> v1/ServiceAccount33
NAME                          SECRETS  AGE34
foolish-octopus-sync-default  1        1s35

36
==> v1/Deployment37
NAME                                 DESIRED  CURRENT  UP-TO-DATE  AVAILAB38
foolish-octopus-realm-object-server  1        1        1           0       39

40
==> v1/Endpoints41
NAME                          ENDPOINTS  AGE42
foolish-octopus-sync-default  <none>     1s43

44
==> v1/Pod(related)45
NAME                                                  READY  STATUS        46
foolish-octopus-realm-object-server-547948d998-zgwbq  0/1    ContainerCrea47
foolish-octopus-sync-default-0                        0/1    ContainerCrea48



As you can see, Helm named our deployment foolish-octopus . You can set your own 

name for the deployment at installation by using the chart --name  parameter. But to 

avoide confusion, we're treating it like a constant throughout.

Check the status of your deployment:

$ helm list1
NAME                    REVISION    UPDATED                     STATUS     2
kubernetes-dashboard    1           Thu Jun  7 16:00:46 2018    DEPLOYED   3
foolish-octopus         3           Thu Jun 21 20:11:02 2018    DEPLOYED   4

For future reference, you can uninstall Realm Object Server using the following command. 
If you get stuck, this might be the best course of action, after which you can start over:

helm delete --purge foolish-octopus

In order to obtain logs from Realm Object Server, we must first identify their pods:

$ kubectl get pods1
NAME                                                   READY     STATUS    2
foolish-octopus-realm-object-server-5f4fcbfbfc-gp7l2   1/1       Running   3
foolish-octopus-sync-default-0                         1/1       Running   4

The first pod listed is Realm Object Server without the sync server. That identifies it as "core 
services". The second pod listed is the sync worker. Use the pod names to obtain logs:

kubectl logs foolish-octopus-realm-object-server-5f4fcbfbfc-gp7l21
kubectl logs foolish-octopus-sync-default-02

Overriding Defaults



We already demonstrated how to override the chart's default configuration when we 
provided the feature token. If, for example, you would like to expose Realm Object Server by 
NodePort (suitable when using Docker for Mac), you can simply add to the overrides file

Now that we've verified that Realm Object Server is running, we can override the chart 
defaults in order to expose it. Open overrides.yaml  using your favorite editor and add a 

service:

overrides.yaml

sync:1
  featureToken: YOUR_FEATURE_TOKEN_HERE2
service:3
  type: NodePort4
  nodePort: 300805

This file is the same structure and format of the chart's values.yaml . You can refer to that 

file for all configurable attributes: https://github.com/realm/charts/blob/master/realm-
object-server/values.yaml

Now we can update our release with these modifications:

helm upgrade foolish-octopus realm-object-server -f overrides.yaml

Verify that our service is exposed with the supplied values:

kubectl describe service foolish-octopus-realm-object-server

... and look for these attributes:

Type:                     NodePort1
NodePort:                 http  30080/TCP2

https://github.com/realm/realm-object-server-private/blob/master/helm/realm-object-server/values.yaml
https://github.com/realm/charts/blob/master/realm-object-server/values.yaml


Great! Let's try to access the service with our browser. You should be presented with the 
Realm Object Server splash screen.

open http://localhost:30080

We can also access Realm Object Server using Realm Studio. The Helm chart contains a 
default private key, so you can use the following admin token to authenticate to the above 
URL:

eyJhcHBfaWQiOiJpby5yZWFsbS5hdXRoIiwiaWRlbnRpdHkiOiJfX2FkbWluIiwiYWNjZXNzIjpb

IMPORTANT: This method of exposing Realm Object Server is suitable for local 
installations using Docker for Mac.

Exposing Realm Object Server via LoadBalancer

When using a cloud provider such as AWS or GKE, you can use the LoadBalancer  service 

type to expose Realm Obbject Server to the internet. Here is a basic example of the 
overrides required to do so:

overrides.yaml

service:1
  type: LoadBalancer2

This override works in GKE, however AWS requires that we set a couple of options in order 
to properly handle websocket connections:



overrides.yaml

service:1
  type: LoadBalancer2
  annotations:3
    service.beta.kubernetes.io/aws-load-balancer-backend-protocol: "tcp"4
    service.beta.kubernetes.io/aws-load-balancer-connection-idle-timeout: 5

Enabling Stats

The realm-object-server  Helm chart includes a stats collection option. To enable it, add 

the following to your overrides.yaml  file (remember, these options are shown and 

documented in the chart's values.yaml  file).

overrides.yaml

prometheus:1
  enabled: true2
grafana:3

4
  enabled: true5
  # You can also configure the service and/or ingress, just as with6
  # core services:7
  service:8
    type: NodePort9
    port: 3008110

This will ensure that Prometheus is installed alongside Realm Object Server. It will be 
configured to scrape Realm Object Server periodically for stats, which can be viewed in 
Grafana. The Grafana installation includes a few canned dashboards that are 
preconfigured to view these metrics.

IMPORTANT: Grafana and Prometheus are only provided here as an example of 
how this could work. The example does not address security considerations for 
use in production.



Hardware Requirements and Scaling

Enterprise Production Deployment

The Realm process itself is single-threaded therefore only a single core is ever needed for 
ROS specific services. The size of the nodes varies by use-case but the  ROS Core Services 
and ROS sync-workers are designed to serve 10,000 concurrent connections from a single 
CPU server with 16GBs of RAM. The Realm files are files on disk and the sizing will be 
completely dependent on your dataset - a good starting point is to have 40GB of free disk 
space on the volume for Realm to have access to. 

Guidance of the sizing of Consul servers can be found here.  Typically these are much 
smaller servers with only a single CPU a couple GBs of RAM needed. 

The Consul and Realm components can be deployed on the same server - if this is the case 
you will want to make sure that each process has its own CPU.

More details around the structure of the deployment can be found here.  

Development and Test Deployments

 

For development and test environments the hardware requirements can be drastically 
scaled down to only a few GBs of RAM needed with a single core. Dev environments are 
commonly installed on a local laptop either manually or with Docker as seen here

Dependencies 

 

The Realm Components must be installed on a Linux server such as Ubuntu 16.04, there 
are a few dependencies that should be installed first such as Python, node.js, and npm - the 
exact details can be found here.   

https://www.consul.io/docs/guides/performance.html
https://docs.realm.io/platform/getting-started/install-realm-object-server/manual-install
https://docs.realm.io/platform/self-hosted/installation


Scaling out ROS components 

In the event of a ROS Core services node is overloaded as shown by a network monitoring 
tool multiple ROS Core services can be added to the pool by deploying more nodes using a 
CM tool and then added to the public load balancer configuration as healthy nodes in the 
LB pool. 

In the event of a ROS sync-worker group is overloaded as shown by a network monitoring 
tool another group can be added to the pool by deploying more nodes using a CM tool and 
by choosing a unique name for the SYNC_LABEL  (the same for every node in the group but 

different from other groups) and a unique SYNC_ID  for each sync-worker node. The group 

will automatically be discovered via consul and then new connections will start to take 
advantage of the increased capacity as distributed by the ROS proxy module. 

Not what you were looking for? Leave Feedback 

https://realm3.typeform.com/to/A4guM3


High Availability

Stateless Services

Key Concepts

Stateless Services

All internal services in Realm Object Server (except the Sync service) are stateless, in the 
sense that they don’t keep the state themselves, using the Sync service instead. 

auth

proxy

auth

proxy

sync

state

This allows spawning multiple Auth or Proxy services. The only thing that has a state is the 
Sync service, and the next two ideas solve that problem.

Synchronous replication 

The fact that the backup process is synchronous ensures that the committed data is 
replicated at any given point in time. 



Synchronous Replication

commit

master

commit

slave

upload upload

acknowledge acknowledge

Whenever a server fails, there is a full copy on another one.

Service Discovery

Reliable service discovery is what allows Realm Object Server to notice and react to 
failures. 

sync

healthy

sync

discovery

dead

sync

healthy

After a server becomes unavailable, Realm Object Server chooses the new master replica 
carefully. It will not start an incomplete copy (which would be a disaster for the data).

All three at once make Realm Object Server highly available.

Consul

Realm Object Server depends on Consul for service discovery.

https://consul.io/


ROS Failover in practice

The Auth and Proxy services ask Consul for the current Sync master. The Proxy service 
connects the clients to the master, and it drops all current connections in case a new master
is elected.

The Sync services use Consul to elect a master and a slave and expose themselves to other 
services.

Failover

 

In the event of failure for sync-worker master the slave will immediately take over the 
master role and turn the spare into a slave. The network monitoring tool should notice this 
outage and trigger a redeploy of the failed sync-worker and keep the SYNC_LABEL  and 

SYNC_ID  the same as the failed sync-worker - this will enable the rebuilt sync-worker to 

rejoin the same sync-worker group as a spare. 

In the event of failure of a ROS Core services node the network monitoring tool should send 
a trigger to immediately deploy a replacement ROS Core services node. Because the Core 
services is stateless multiple can be deployed in tandem and the load shared - spread out 
by the public load balancer. The network monitoring tool should also update the public load 
balancer with the DNS or IP of the new and healthy ROS core services module. Many 
software LBs such as nginx or HAproxy can be configured to do this themselves. 

In the event of consul failover the network monitoring tool should trigger a redeploy of the 
consul node to rejoin the cluster as specified in the consul documentation here. 

Disaster Recovery

 

https://www.consul.io/docs/guides/outage.html


Disaster Recovery

In the event that an entire datacenter goes down and traffic must be served from a 
secondary datacenter the operator should make use of Realm’s backup functionality. This 
backup can be performed at regular intervals on each of the masters of the sync worker 
group. This backup is zipped and stored as a file in the secondary datacenter. This backup 
command can be run at regular intervals such as every day, every hour, or even faster by 
tools such as a cron job.

Once failure of a DC has been determined by the network monitoring tool - CM scripts can 
be used to redeploy the entire ROS cluster as if it were an initial deployment except this time
the scripts will use the backup restore functionality and point to the latest backup file. Once 
this cluster is up the public load balancer can be adjusted to point to the new ROS proxy in 
the new datacenter.

If downtime must be kept to a minimum the ROS cluster can be kept in a “warm spare” 
mode where the nodes are ready but not serving traffic.The ROS sync-worker group can 
always be deployed with the most recent backup once one occurs. Once failure is detected 
the only thing needed to do is to adjust the forwarding address on the public load balancer.

Learn how to set up disaster recovery here! 

Server Maintenance 

 

In a production environment you will at some point need to upgrade or patch the Realm 
components while the system is live and serving customers. To do this and not interrupt the 
service to your clients you should use the failover functionality built into the Realm system. 
For upgrading the realm sync-workers first upgrade the slave to the needed version, once 
the slave is up and healthy and has synchronous replication established - trigger a failover 
event by stopping the sync worker process on the master. You may then upgrade the old 



master process. 

To upgrade the Realm core services module it is recommended to have a secondary 
process deployed and part of the load balanced pool. This secondary process should be on 
the needed patched version, then you can configure your load balancer to start directing all 
new connections to the secondary Realm core services app. Once the primary Core services 
app is free from connections you may stop it and upgrade the app. This procedure is 
known as connection draining and is built into many proxies such as HAproxy. 

Not what you were looking for? Leave Feedback 

https://realm3.typeform.com/to/A4guM3


Disaster Recovery

This guide will go over the process to setup disaster recovery for your Realm Object Server.  
To learn about how disaster recovery works at a high level, click here.  

Prerequisites: 

 

You'll need to install a second cluster just like your first cluster.  You can do this by 
following the instructions here.  

Do not start the cluster as you might trigger a client reset when you actually 
need to recover.

You'll want to do this in a different region to help mitigate risk.  In this example, I have spun 
up a cluster in the AWS West whereas my live cluster that is serving traffic is in AWS East. 
You will need a matching sync worker group in DR for each sync worker group in your live 
production cluster.

Preparing your server

 

Be sure to copy the auth.key  and auth.pub  from the primary site to the DR site. The 

backup command does bring the keys to the remote site along with the data but you may 
have auxiliary services like CoreServices which do not need a backup because they are built 
off the sync-workers. Also, be sure to match the SYNC_LABEL  of the primary site for each 

sync-worker group in the DR site.

Go to your Primary Cluster and SSH to the master sync worker and navigate to the data 
directory in the sync worker folder. You can find out the master quickly by going to the 
Consul UI > Key/Value and then clicking on sync-worker-group/<SYNC_LABEL>/master



Consul Admin UI

Looking at the UI, you can find the master swg: 

{"master":{"id":"swg-01-east","address":"10.237.244.116","port":7800},"slave":
{"complete":true,"id":"swg-03-east"}} 

You can see that swg-01-eastis the master. SSH to that node.

In the data directory you will need to symlink  user_data to a new directory called sync by 

using a command like this:

ubuntu@swg-01-east:~/syncWorker/data$ ln -s user_data/ sync

If you execute a ls -la  command in the data folder you should see:

sync -> user_data/

Creating a backup

 

Go back to the syncWorker folder and create a folder called backup, the run the following 
command:

ubuntu@swg-01-east:~/syncWorker$ node_modules/realm-object-server/dist/cli.j

Then you should see something like the following:



info: The data directory /home/ubuntu/syncWorker/data was backed up in the 1
11 Realms were successfully backed up2

If you go into the backup folder you should see a keys/  folder and a sync/  folder. 

Copying the backup to the remote master

 

Now we need a way of copying our backup folder to the remote master syncWorker in the 
DR cluster. You can use many tools to move this folder to the remote host such as 
distributed file-system, storage. In this example I will use rsync and an SSH key.  

#SSH key that maps to a corresponding key-pair on the remote host1
ubuntu@swg-01-east:~/syncWorker$ vi myKey.pem2
#Make the permissions secure3
ubuntu@swg-01-east:~/syncWorker$ sudo chmod 400 myKey.pem4
#Use rsync and your SSH key to transfer it over5
ubuntu@swg-01-east:~/syncWorker$ rsync -avz -e "ssh -i myKey.pem" backup/ 6

You will need to run the rsync command for each sync worker in your group - typically this 
is three. SSH to each remote sync worker node and rename that sync folder to user_data  

ubuntu@swg-01-west:~/remoteBackup$ mv sync/ user_data1
#Now copy the backup folder to the sync worker data directory2
ubuntu@swg-01-west:~$ cp -a remoteBackup/. syncWorker/data/3

And that’s it - your sync workers are ready to go. Simply startup the sync worker and other 
services when you are ready to failover and shift your global load balancer or DNS at the 
new disaster recovery public IP address. 



All of the above manual steps can be put into a Bash script that can be executed on a 
regular basis via a cron job. For instance, below the script grabs the IP address of the host 
server, checks to see if it is the master, and if it is creates a backup and copies it to the 
remote sync-worker cluster.

#!/usr/bin/sh -eo pipefail1
machineIp=$(ip addr show eth0 | grep -Eo '[0-9]{1,3}\.[0-9]{1,3}\.[0-9]{1,2
echo $machineIp3
consul_host="<CONSUL_HOST>"4
consul_response=$(curl -s "http://$consul_host:8500/v1/catalog/service/syn5
service_address_regex="\"ServiceAddress\":\\s*\"([^\"]*)\""6
if [[ $consul_response =~ $service_address_regex ]]; then7
   sync_master="${BASH_REMATCH[1]}"8
   echo $sync_master9
   if [[ $sync_master = $machineIp ]]; then10
     echo "I am the master sync-worker : " $sync_master11
    cd ~/syncworker12
    rm -rf backup13
    mkdir -p backup14
    node_modules/realm-object-server/dist/cli.js backup -f data -t backup15
    rsync -avz -e "ssh -i myKey.pem" backup/ ubuntu@<IP_OF_REMOTE_SYNC_WOR16
    rsync -avz -e "ssh -i myKey.pem" backup/ ubuntu@<IP_OF_REMOTE_SYNC_WOR17
    rsync -avz -e "ssh -i myKey.pem" backup/ ubuntu@<IP_OF_REMOTE_SYNC_WOR18
   fi19
else20
   echo "Could not determine the sync master. Consul response follows:"21
   echo $consul_response22
fi23

To make a seamless user experience you will want to add a client reset callback in the 
event that a DR event occurs. See here for more details. 

Below is a node script you can run that accomplishes the same effect but includes fault 
tolerance.

#!/usr/bin/env node1
2

const configuration = {3
    /** Path to the sync worker on this and the destination servers */4
    syncWorkerPath: "/apps/syncworker",5
    consulHost: "realm.consul.org",6
    /** Network interface that the sync worker is listening on. Used to co7

https://realm.io/docs/swift/latest/#client-reset


    networkInterface: "eth0",8
    destination: {9
        servers: [ 10
            "syncWorker1.cloud.org",11
            "syncWorker2.cloud.org",12
            "syncWorker3.cloud.org"13
        ],14
        /** SSH username for the remote servers */15
        username: "admin",16
        /** SSH keyfile to authenticate as `username` with */17
        pathToKeyfile: `${__dirname}/keyfile.pem`18
    },19
    /** How long do we wait for a single rsync job before we kill it and b20
    rsyncTimeout: 30 * 60 * 1000, // 30 minutes, in milliseconds,21
    emailErrorHandling: {22
        /** Who to send error messages to. */23
        mailbox: "info@example.tld",24
        /** Options for `nodemailer.createTransport`. See https://nodemail25
        nodemailerTransportOptions: undefined26
    },27
}28

29
const { promisify } = require("util");30
const { networkInterfaces, hostname } = require("os");31
const exec = promisify(require("child_process").exec);32

33
const Rsync = require("rsync");34
const Consul = require("consul");35
const nodemailer = require("nodemailer");36
const mkdirp = promisify(require("mkdirp"));37
const rimraf = promisify(require("rimraf"));38
const chmodr = promisify(require("chmodr"));39

40
async function getSyncMasterAddress() {41
    const consul = new Consul({42
        host: configuration.consulHost,43
        promisify: true44
    });45

46
    const services = await consul.catalog.service.nodes({ service: "sync",47
    if (services.length !== 1) {48
        throw new Error(`Expected exactly one sync master in Consul but go49
    }50
    return services[0].ServiceAddress;51
}52

53
async function runRealmBackup() {54
    await rimraf(`${configuration.syncWorkerPath}/backup`); // rm -rf55
    await mkdirp(`${configuration.syncWorkerPath}/backup`); // mkdir -p56

57
    console.log('Running ROS backup command.');58



    await exec('node_modules/.bin/ros backup -f data -t backup', {59
        cwd: configuration.syncWorkerPath,60
        env: {61
            "ROS_SKIP_PROMPTS": "1",62
            ...process.env63
        }64
    });65
    await chmodr(`${config.syncWorkerPath}/backup`, 0777); // chmod -R66
}67

68
async function runRsync(server) {69
    const rsync = new Rsync()70
        .shell(`ssh -i ${configuration.destination.pathToKeyfile}`)71
        .source(`${configuration.syncWorkerPath}/backup/`)72
        .destination(`${configuration.destination.username}@${server}${con73
        .archive()74
        .compress()75
        .set("omit-dir-times");76
    77
    try {78
        await exec(rsync.command(), { timeout: configuration.rsyncTimeout 79
    } catch (e) {80
        if (e.code === null && e.signal === "SIGTERM") {81
            throw new Error(`rsync to ${server} timed out.`);82
            console.error(e);83
        } else {84
            throw e;85
        }86
    }87
}88

89
async function main() {90
    console.log(`Starting backup job at ${Date()}`);91

92
    const currentSyncMasterAddress = await getSyncMasterAddress();93
    console.log(`${currentSyncMasterAddress} is sync master.`);94

95
    const localAddress = networkInterfaces()[configuration.networkInterfac96
    if (localAddress !== currentSyncMasterAddress) {97
        console.log('I am not sync master. Exiting.');98
        return;99
    }100

101
    console.log('I am sync master. Proceeding with backup.');102
    await runRealmBackup();103

104
    for (let server of configuration.destination.servers) {105
        console.log(`Running rsync to ${server}`);106
        await runRsync(server);107
    }108

109



    console.log(`Backup done at ${Date()}. Cleaning up.`);110
    await rimraf(`${configuration.syncWorkerPath}/backup`); // rm -rf111
}112

113
async function sendErrorEmail(error) {114
    const transport = nodemailer.createTransport(configuration.emailErrorH115

116
    await transport.sendMail({117
        from: `realm-backup-script@${hostname()}`,118
        to: configuration.emailErrorHandling.mailbox,119
        subject: "Error",120
        text: JSON.stringify(error)121
    });122
}123

124
main().catch(async error => {125
    console.error("Backup failed.");126
    console.error(error);127
    128
    if (configuration.emailErrorHandling.nodemailerTransportOptions) {129
        await sendErrorEmail(error);130
    }131

132
    process.exit(1);133
});134

Creating a cronjob

You can set up a cronjob through the use of crontab with the command:

env EDITOR=nano crontab -e

In the text editor you can edit the frequency at which the following commands will be 
executed. You can read more about the syntax here.

An example cronjob may look like this:

30 * * * *  cd ~/Desktop && ./script.sh

https://code.tutsplus.com/tutorials/scheduling-tasks-with-cron-jobs--net-8800


This creates a command to run hourly at the 30th minute (1:30, 2:30, etc.) by changing to 
the Desktop directory and running the desired script.

Not what you were looking for? Leave Feedback 

https://realm3.typeform.com/to/A4guM3


Monitoring

Background

Realm Object Server workers support sending metrics to statsd, which is assumed to be 
listening at localhost:8125 . You can then forward these metrics to graphite or similar 

systems for monitoring.

All metrics keys start with a prefix of realm.<hostname> :

realm.example.com.connection.online1
realm.example.com.connection.failed2
realm.example.com.realms.open3
realm.example.com.protocol.violated4
realm.example.com.protocol.bytes.received5
realm.example.com.authentication.failed6

Available Metrics

Name Type Description

<prefix>.client.unsyncable  counter

Triggered every time a client fails to 
initiate synchronization of a realm 
because of messed up history. Such 
clients need their realm file deleted 
and then recovered from the server. 
This might happen if the server 
crashes and is recovered from a 
backup.

<prefix>.session.started  counter
Triggered every time a session is 
started. A session is considered 
started even before the authentication.



<prefix>.session.online  gauge
The total number of sessions currently 
being served.

<prefix>.session.failed  counter
Triggered every time there is a session-
level error.

<prefix>.session.terminated  counter
Triggered every time a session 
terminates.

<prefix>.connection.started  counter
Triggered every time a client opens a 
connection.

<prefix>.connection.online  gauge
The total number of connections 
currently open. Multiple sessions may 
be served through a connection.

<prefix>.connection.failed  counter

Low-level errors on connections. 
Triggered every time a failure happens 
during accept() , read()  or 

write() .

<prefix>.connection.terminated  counter
Triggered every time a connection 
terminates. This includes the failed 
ones.

<prefix>.realms.open  gauge The number of currently open realms.

<prefix>.authentication.failed  counter
Triggered on authentication failures, 
e.g. token invalid or expired. Should 
not normally happen.



<prefix>.permission.denied  counter

Triggered on permission failures, e.g. 
trying to access a realm with a token 
for another realm or trying to upload 
with a download-only token. Should 
not normally happen.

<prefix>.protocol.<version>.used  counter

Triggered every time a connection over 
protocol version <version>  is 

established. Use this to track how 
many connections of each protocol 
version are initiated, and choose a 
better time to update the server and 
app.

<prefix>.protocol.violated  counter
Triggered every time the sync protocol 
is violated. May mean that the 
application is too old or badly written.

<prefix>.protocol.bytes.received  counter
Triggered every time an upload 
message is received by the server.

<prefix>.protocol.bytes.sent  counter
Triggered every time a download 
message is sent by the server.

<prefix>.protocol.bytes.received  gauge
The number of bytes received since 
the start.

<prefix>.protocol.bytes.sent  gauge
The number of bytes sent since the 
start.

In a production environment you would want to ship these metrics to a central 
repository so that you can programmatically trigger alerts or trigger deployment 
scripts. Realm provides a walkthrough on how to set-up Telegraf, InfluxDB, and 
Grafana for this but many others are available

https://realm.io/docs/tech-notes/rmp-walkthrough#adding-a-monitoring-system


Example: Adding a Monitoring System

 

Now let’s dive into the day two operations bits. First, we’ll set up a monitoring system and 
integrate it with our Realm distributed system. Realm uses statsd  endpoints for metrics. 

This guide will describe setting up a server with Grafana and InfluxDB, but you can use any 
statsd  compliant system.

It’s considered best practice to have a dedicated server separate from your other 
infrastructure. Set up a new server and SSH to it, then enter the following steps (as usual, 
#  lines are comments):

# Let's set-up the package sources1
curl -sL https://repos.influxdata.com/influxdb.key | sudo apt-key add -2
source /etc/lsb-release3
echo "deb https://repos.influxdata.com/${DISTRIB_ID,,} ${DISTRIB_CODENAME}4

5
# Update the repo6
sudo apt-get update7

8
# Install InfluxDB9
sudo apt-get install influxdb10

11
# Start Influx12
sudo systemctl start influxdb13

14
# Use the influx command line to create a database15
influx16
> CREATE DATABASE realmdemo17

18
# Use the SHOW DATABASES command to see output similar to the below19
> SHOW DATABASES20
name: databases21
name22
----23
_internal24
realmdemo25

26



> exit27

We need to setup Telegraf on the sync worker and gather the stats to export them to our 
monitoring server. So, now SSH to the server with the sync worker:

# Use the Influxdb repo to set up the package sources1
curl -sL https://repos.influxdata.com/influxdb.key | sudo apt-key add -2
source /etc/lsb-release3
echo "deb https://repos.influxdata.com/${DISTRIB_ID,,} ${DISTRIB_CODENAME}4

5
# Update the repo6
sudo apt-get update7

8
# Install Telegraf9
sudo apt-get install telegraf10

Now, open /etc/telegraf/telegraf.conf  in a text editor to add the InfluxDB server and 

database name in the outputs.influxdb  section. 

[[outputs.influxdb]]1
  urls = ["http://<IP_OF_MONITORING_SERVER>:8086"] # required2
  database = "realmdemo" # required3

We also need to add the inputs for statsd  for the Realm Object Server in the same file in 

the inputs.statsd  section:

[[inputs.statsd]]1
  service_address = ":8125"2

Now, enable and start Telegraf:



sudo systemctl enable telegraf1
sudo systemctl start telegraf2

Now that you have InfluxDB and Telegraf running, let’s set up Grafana to view the Realm 
data and metrics:

# Set up the Grafana repo1
echo "deb https://packagecloud.io/grafana/stable/debian/ wheezy main" | su2
curl https://packagecloud.io/gpg.key | sudo apt-key add -3

4
# Update the repo5
sudo apt-get update6

7
# Install Grafana8
sudo apt-get install grafana9

10
# Enable and start Grafana11
sudo systemctl enable grafana-server12
sudo systemctl start grafana-server13

Now let’s browse to the Grafana server in a web browser by going to port 3000 of the 
monitoring server’s public IP. The default login is admin/admin .



Grafana Web Browser Login Page

Then, click Add a Data Source and fill in the information for InfluxDB: 



Adding a new data source in Grafana

Now, you can select New Dashboard and start adding metrics to graphs. Realm-specific 
metrics will be prepended with realm_ . Add Telegraf on each Realm host in your 

distributed system.



Creating a new dashboard in Grafana

All available metrics can be found above.  

What's next?

 

After you've taken a look at some of our basic monitoring tips, we recommend following 
our Advanced Monitoring Guide which shows you how to monitor all kinds of metrics of 
your ROS deployment using Prometheus and Grafana.  

Not what you were looking for? Leave Feedback 

https://realm3.typeform.com/to/A4guM3


Advanced Monitoring

Background

This guide goes through setting up a monitoring and alerting system that integrates into 
the Realm Object Server deployed as either a single instance or a distributed cluster. There 
are  sample test apps that can be used to report the health of the whole system and 
integrate the results into an alerting system.

Within this guide, we will create and use a number of javascript files.  They can be found 
completed in this repository.  

Install Prometheus on Ubuntu 16.04

 

To start, let's open up a terminal window or ssh session and then run through the following:

#Update and install nginx1
ubuntu@monitoring-server:~$ sudo apt-get update2
ubuntu@monitoring-server:~$ sudo apt install nginx -y3
ubuntu@monitoring-server:~$ sudo systemctl start nginx4
ubuntu@monitoring-server:~$ sudo systemctl enable nginx5

6
#Create system users7
ubuntu@monitoring-server:~$ sudo useradd --no-create-home --shell /bin/fal8
ubuntu@monitoring-server:~$ sudo useradd --no-create-home --shell /bin/fal9

10
#Create directories and assign ownership11
ubuntu@monitoring-server:~$ sudo mkdir /etc/prometheus12
ubuntu@monitoring-server:~$ sudo mkdir /var/lib/prometheus13
ubuntu@monitoring-server:~$ sudo chown prometheus:prometheus /etc/promethe14
ubuntu@monitoring-server:~$ sudo chown prometheus:prometheus /var/lib/prom15

16
#Download Prometheus17
ubuntu@monitoring-server:~$ curl -LO https://github.com/prometheus/prometh18
ubuntu@monitoring-server:~$ tar xvf prometheus-2.2.1.linux-amd64.tar.gz19

20
#Move the binaries to the bin folder21
ubuntu@monitoring-server:~$ sudo cp prometheus-2.2.1.linux-amd64/prometheu22
ubuntu@monitoring-server:~$ sudo cp prometheus-2.2.1.linux-amd64/promtool 23

https://github.com/realm/realm-server-side-samples/tree/master/19-Advanced-Monitoring-Walkthrough/Prometheus-Stats-Sink


ubuntu@monitoring-server:~$ sudo chown prometheus:prometheus /usr/local/bi24
ubuntu@monitoring-server:~$ sudo chown prometheus:prometheus /usr/local/bi25

26
#Now move the folder libraries27
ubuntu@monitoring-server:~$ sudo cp -r prometheus-2.2.1.linux-amd64/consol28
ubuntu@monitoring-server:~$ sudo cp -r prometheus-2.2.1.linux-amd64/consol29
ubuntu@monitoring-server:~$ sudo chown -R prometheus:prometheus /etc/prome30

31
#Create a new config file32
ubuntu@monitoring-server:~$ sudo vi /etc/prometheus/prometheus.yml33

34

The contents of your config file should read something like: 

global:1
  scrape_interval: 15s2

3
scrape_configs:4
  - job_name: 'prometheus'5
    scrape_interval: 5s6
    static_configs:7
      - targets: ['localhost:9090']8

Then let's head back to the terminal window to create a unit file: 

#Now lets create the unit file1
ubuntu@monitoring-server:~$ sudo vi /etc/systemd/system/prometheus.service2

3

The contents of your unit file should read something like: 

[Unit]1
Description=Prometheus2
Wants=network-online.target3
After=network-online.target4

5
[Service]6
User=prometheus7



Group=prometheus8
Type=simple9
ExecStart=/usr/local/bin/prometheus \10
    --config.file /etc/prometheus/prometheus.yml \11
    --storage.tsdb.path /var/lib/prometheus/ \12
    --web.console.templates=/etc/prometheus/consoles \13
    --web.console.libraries=/etc/prometheus/console_libraries14

15
[Install]16
WantedBy=multi-user.target17

18

Back to our terminal again: 

#Now lets start and enable the daemon1
ubuntu@monitoring-server:~$ sudo systemctl daemon-reload2
ubuntu@monitoring-server:~$ sudo systemctl start prometheus3
ubuntu@monitoring-server:~$ sudo systemctl enable prometheus4

5

To confirm success, you can now go to http://<YOUR_SERVER_IP>:9090 in a web browser 
to see the Prometheus UI

Install and Configure Exporters

 

Now let’s set-up a node exporter - this will collect resource metrics from the server. If running
an enterprise cluster, you will add this to a sync worker node.

ubuntu@swg-01-east:~$ wget https://github.com/prometheus/node_exporter/rel1
ubuntu@swg-01-east:~$ tar -xvf node_exporter-0.16.0.linux-amd64.tar.gz2

3
#Copy to the bin folder and change owner4
ubuntu@swg-01-east:~$ sudo cp node_exporter-0.16.0.linux-amd64/node_export5
ubuntu@swg-01-east:~$ sudo useradd --no-create-home --shell /bin/false nod6
ubuntu@swg-01-east:~$ sudo chown node_exporter:node_exporter /usr/local/bi7

8
#Create the unit file9



ubuntu@swg-01-east:~$ sudo vi /etc/systemd/system/node_exporter.service10
11

The contents of your unit file:

node_exporter.service

[Unit]1
Description=Node Exporter2
Wants=network-online.target3
After=network-online.target4

5
[Service]6
User=node_exporter7
Group=node_exporter8
Type=simple9
ExecStart=/usr/local/bin/node_exporter10

11
[Install]12
WantedBy=multi-user.target13

Now back to the terminal: 

#Reload and Enable1
ubuntu@swg-01-east:~$ sudo systemctl daemon-reload2
ubuntu@swg-01-east:~$ sudo systemctl start node_exporter3
ubuntu@swg-01-east:~$ sudo systemctl enable node_exporter4

5

Now go back to your prometheus monitoring server and adjust the config

ubuntu@monitoring-server:~$ sudo vi /etc/prometheus/prometheus.yml1
2

And add this to the end of the file



Viewing metrics via the Prometheus Web UI

prometheus.yml

- job_name: 'node_exporter'1
    scrape_interval: 5s2
    static_configs:3
      - targets: ['<IP_OF_SYNC_WORKER>:9100']4

And restart the Prometheus service from the terminal window: 

ubuntu@monitoring-server:~$ sudo systemctl restart prometheus1
2

Now go back to the Prometheus web-ui and you should be able to add metrics into graphs

Add a Prometheus Monitoring Endpoint to Scrape for 
Realm

 

Adding the above node_exporter  will grab metrics about what is going on the server but 

does give realm specific metrics. To do this we will add a StatsSink  to each realm 

process in our distributed cluster. 
SSH to a server running a realm process and open the JS code in an editor

ubuntu@swg-01-east:~/syncWorker1$ vi syncWorker.js1
2

Then add the following lines to your code. Prometheus.js goes at the top of the JS code 
near your require statements and then add the new class constructors and configuration 



key-values in your StartConfig including the new MetricsService()  

You can use these example files for reference.  

address: getIPv4Address('eth0'),  

Is only needed for sync-workers 

Be sure to npm install any packages and do not double declare the ‘os’ npm package if you 
are already using it in your script. For instance a sync-worker could come out looking like 
this.

Next restart the realm process and you should see this in the logs:

detail: Starting service prometheus-metrics1
2

This will use Consul to register a new prometheus-metrics service for each realm node we 
configure this for - now go back to your Prometheus server and add this to your 
prometheus.yml

promtheus.yml

  - job_name: 'consul-metrics'1
    scrape_interval: 5s2
    consul_sd_configs:3
      - server: '<ADDRESS_OF_CONSUL>:8500'4
        services: ['prometheus-metrics']5

6

After you restart prometheus you should start seeing realm specific metrics like this:

https://github.com/realm/realm-server-side-samples/tree/master/19-Advanced-Monitoring-Walkthrough/Prometheus-Stats-Sink
https://github.com/realm/realm-server-side-samples/blob/master/19-Advanced-Monitoring-Walkthrough/Services/syncService.js


Realm metrics within the Prometheus Web UI

Add Health Endpoints

 

Realm recommends configuring a custom health endpoint on the ingress node for a 
distributed realm cluster. The custom health endpoint would look like this.

And it will be integrated into the ROS start like so.  

By adding the new CustomHealthService(),  class.

You can customize this health endpoint code to return whatever is relevant to your 
monitoring system such  as a different HTTP error code or more information in the JSON 
response. We would recommend installing the CustomHealthService on any ROS service 
that is not the replicated Sync Service as this checks to make sure there is a healthy master 
sync-worker and responds with the JSON:

{"version":"3.6.12","status":"UP"}

On the sync-workers we would recommend using the built-in health service that is part of 
the server startConfig with class new ros.HealthService() 

When querying the /health endpoint you will get a 200 back with the version of realm-
object-server installed like this if the ROS server has started:

{"version":"3.6.6"}

Install AlertManager

 

https://github.com/realm/realm-server-side-samples/blob/master/19-Advanced-Monitoring-Walkthrough/Services/customHealthService.js
https://github.com/realm/realm-server-side-samples/blob/master/19-Advanced-Monitoring-Walkthrough/Services/proxyService.js


Now that we have some basic reporting and health checks setup we need to get alerts 
based on thresholds being exceeded or triggers on our HTTP checks. SSH back to your 
monitoring server

#Create the user1
ubuntu@monitoring-server:~$ sudo adduser --no-create-home --disabled-login 2

3
#Create the directories and config files4
ubuntu@monitoring-server:~$ sudo mkdir /etc/alertmanager5
ubuntu@monitoring-server:~$ sudo mkdir /etc/alertmanager/template6
ubuntu@monitoring-server:~$ sudo mkdir -p /var/lib/alertmanager/data7
ubuntu@monitoring-server:~$ sudo touch /etc/alertmanager/alertmanager.yml8

9
#Now assign ownership to the alertmanager user10
ubuntu@monitoring-server:~$ sudo chown -R alertmanager:alertmanager /etc/a11
ubuntu@monitoring-server:~$ sudo chown -R alertmanager:alertmanager /var/l12

13
#Download and untar alertmanager14
ubuntu@monitoring-server:~$ wget https://github.com/prometheus/alertmanage15
ubuntu@monitoring-server:~$ tar -xvzf alertmanager-0.15.0-rc.2.linux-amd6416

17
#Copy the data to your bin and change ownership18
ubuntu@monitoring-server:~$ sudo cp alertmanager-0.15.0-rc.2.linux-amd64/a19
ubuntu@monitoring-server:~$ sudo cp alertmanager-0.15.0-rc.2.linux-amd64/a20
ubuntu@monitoring-server:~$ sudo chown alertmanager:alertmanager /usr/loca21
ubuntu@monitoring-server:~$ sudo chown alertmanager:alertmanager /usr/loca22

23
#Create your configuration file. 24

25
ubuntu@monitoring-server:~$ sudo vi /etc/alertmanager/alertmanager.yml26

27

Configure the Service

Your alertmanager.yml  should look something like: 

alertmanager.yml

route:1
  group_by: [Alertname]2
  # Send all notifications to me.3
  receiver: realm-alert4

5



receivers:6
- name: realm-alert7
  email_configs:8
  - to: "<SEND_TO_EMAIL>"9
    from: "<SEND_FROM_EMAIL>"10
    smarthost: smtp.gmail.com:58711
    auth_username: "<SEND_FROM_EMAIL_ACCOUNT>"12
    auth_identity: "<SEND_FROM_EMAIL_ACCOUNT>"13
    auth_password: "<SEND_FROM_EMAIL_PASSWORD>"14

15

There are a variety of built-in ways to alert with AlertManager. We use regular 
email here but there is also PagerDuty and Slack plugins. If you are using Gmail 
for development you can use this guide to generate an app token 

Starting the Service

Now let's add the AlertManager unit file and start the service

#Create the unit file1
ubuntu@monitoring-server:~$ sudo vi /etc/systemd/system/alertmanager.servi2

Contents of the file: 

alertmanager.service

[Unit]1
Description=Prometheus Alertmanager Service2
Wants=network-online.target3
After=network.target4

5
[Service]6
User=alertmanager7
Group=alertmanager8
Type=simple9
ExecStart=/usr/local/bin/alertmanager \10
    --config.file /etc/alertmanager/alertmanager.yml \11

https://support.google.com/accounts/answer/185833?hl=en


    --storage.path /var/lib/alertmanager/data12
Restart=always13

14
[Install]15
WantedBy=multi-user.target16

17

Head back to the terminal: 

#Reload the daemons and enable the service1
ubuntu@monitoring-server:~$ sudo systemctl daemon-reload2
ubuntu@monitoring-server:~$ sudo systemctl enable alertmanager3
ubuntu@monitoring-server:~$ sudo systemctl start alertmanager4

5

Finally, let's add this to prometheus via our /etc/prometheus/prometheus.yml 

alerting:1
  alertmanagers:2
  - static_configs:3
    - targets:4
      - localhost:90935

6

You'll need to restart Prometheus service to pick up the added AlertManager 
config

Add Health Checks

 

Here is a simple node app that will query the health endpoints that we just installed on 
each component service

https://github.com/realm/realm-server-side-samples/blob/master/19-Advanced-Monitoring-Walkthrough/Health-Checks/realmHealthCheck.js


This node application is HTTP GET request that will make sure the HTTP endpoint returns a
200. You should configure as many of these as there are Realm nodes in your distributed 
cluster. The health checks to the Custom Health Endpoint will tell you if there is a healthy 
Realm cluster in the backend (a sync-worker with a healthy master node). The health 
checks to the sync-workers will tell if you if the process is up and started. It should be 
configured to run as a regular cron job at an interval you specify. If the promise is rejected it 
should integrate into your alerting system to sound an alarm such as an email to an 
operations team. 

A cronjob can be set-up by using the crontab  command, like crontab -e  and choosing 

your favorite editor and then pasting in the path to your designated script into the cron file. 
For instance the above script could look like this on our monitoring server:

 * * * * /home/ubuntu/.nvm/versions/node/v8.11.3/bin/node /home/ubuntu/healt

This will tell the server to execute our health check script every 5 minutes using a specific 
path to a node version. If you are not familiar with node you may run into path issues in 
which case it may be better to run the health check script in a node process monitor like 
pm2 and then integrate into a monitoring system like Prometheus. We will need to edit the 
script a bit to integrate the prom-client  npm package like so.

#First lets install the needed npm packages1
ubuntu@monitoring-server:~/healthScripts$ npm install superagent2
ubuntu@monitoring-server:~/healthScripts$ npm install prom-client3

4
#Then we can start the script with a process monitor like pm25
ubuntu@monitoring-server:~/healthScripts$ pm2 start promHealthProbe.js --n6

7

Now we will want to point our Prometheus to scrape the newly created server which is 

https://github.com/realm/realm-server-side-samples/blob/master/19-Advanced-Monitoring-Walkthrough/Health-Checks/promHealthProbe.js


exposing the metrics we are now collecting for the health check. Add this to your 
prometheus.yml 

prometheus.yml

  - job_name: 'superagent-healthcheck'1
    scrape_interval: 5s2
    static_configs:3
      - targets: ['localhost:9085']4

5

And then restart the prometheus service - you will now see the new metric showing up in 
Prometheus.

#Now we will want to set-up an alerting rule for this metric 1
ubuntu@monitoring-server:/etc/prometheus$ sudo vi alert.rules2

3

And add this: 

alert.rules

groups:1
- name: example2
  rules:3
  4
    # Alert for any instance that is unreachable5
  - alert: rest_healthcheck6
    expr: health_reachability == 07
    labels:8
      severity: page9
    annotations:10
      summary: "Instance {{ $labels.instance }} down"11
      description: "{{ $labels.instance }} of job {{ $labels.job }} has re12

13

Now in our prometheus.yml  file add this:



Confirmation that Health Check Alert has loaded

Active alert from our monitoring dashboard

prometheus.yml

  rule_files:1
  - '/etc/prometheus/alert.rules'2

3

Then restart the prometheus service and if you reload the prometheus UI and append 
`/alerts` to the URL you should see the Alert loaded like below:

Testing our Setup

In the previous section we have set up an alert that will fire if an our HTTP endpoint returns 
a REST error code but when things go wrong this can fire many times and that is what 
Alertmanager can do - route alerts appropriately and stem the tide so that you are not 
spamming operators. It is a good best practice to have general defaults in your 
/etc/alertmanger/alertmanger.yml  like these:

/etc/alertmanger/alertmanger.yml

global:1
  resolve_timeout: 5m2
route:3
  group_wait: 30s4
  group_interval: 5m5
  repeat_interval: 12h6

Now if we shut down the ROS component that the health check was querying we should 
see this in the Alerts tab



Email alert letting us know that ROS is unhealthy

And you should get an email in your inbox 

Add Liveness Probe

 

In the previous section we added health checks for each component server of the Realm 
Object Server distributed cluster. This is particularly useful to identify which service is 
experiencing an issue, for instance, when one of your Auth services has a stuck process. 
But in most cases you will also want to have an end-to-end test that tests the distributed 
cluster as a whole - essentially acting as a fake mobile client and testing the Realm 
subsystems. This is what we will implement with a Liveness Probe.

Add a Simple Node client that will login and Open a Realm in your system

This node application is an end-to-end test that acts just like a mobile client that would be 
connecting in your production system. It should be configured to run as a regular cron job 
at an interval you specify. If the promise is rejected it should integrate into your alerting 
system and sound an alarm, such as an email to an operations team.

For integration into Prometheus we could use this script. 

Just like with the health checks in the previous section we recommend running 
these scripts either as a cronjob or in pm2 and then integrating with your alerting 
system when the system rejects the promise.

Install Grafana

 

https://github.com/realm/realm-server-side-samples/blob/master/19-Advanced-Monitoring-Walkthrough/Health-Checks/realmProbe.js
https://github.com/realm/realm-server-side-samples/blob/master/19-Advanced-Monitoring-Walkthrough/Health-Checks/promRealmProbe.js


Adding Prometheus as a Data Source in Grafana

Simple Granana Dashboard for Monitoring ROS

It is common practice to install another frontend on top of Prometheus for more advanced 
visuals, Grafana is a common choice.

#Add the repo1
ubuntu@monitoring-server:~$ curl https://packagecloud.io/gpg.key | sudo ap2
ubuntu@monitoring-server:~$ sudo add-apt-repository "deb https://packagecl3
ubuntu@monitoring-server:~$ sudo apt-get update4

5
#Install Grafana and Start it6
ubuntu@monitoring-server:~$ sudo apt-get install grafana7
ubuntu@monitoring-server:~$ sudo systemctl start grafana-server8
ubuntu@monitoring-server:~$ sudo systemctl enable grafana-server9

10

Once it is started you can go to port 3000 of the monitoring server IP in a web browser and 
login with admin/admin for the username/password 

Then select “Add New Data Source” and select Prometheus. You should be able to keep the 
defaults and click Save

You can then view this information via a Grafana Dashboard:

Additional Monitoring Topics

 

Monitoring is an expansive topic, and this guide could drag on with endless rules and 
probes to test all sorts of different scenarios. You should monitor, test, and alert on metrics 
and use cases that are relevant to your app and what you want to optimize for. You may be 



using Realm to back a webapp and so want to measure response time or perhaps Realm is 
backing a middleware tier and you want to autoscale the service when the requests per 
second reach a certain threshold. Only you will know what is appropriate for your particular 
app.

Alerting on free disk space

We do recommend always alerting on disk size however. Without free space the realm 
system will not be able to sync new data and may not even be able to accept new 
connections. Here is a sample rule set that sends a variety of increasing severity alerts as 
the volume continue to fill up

    - name: alerts1
      rules:2
      - alert: TenantVolumeHalfFull3
        expr: (sum by(tenant,syncLabel)(ros_sync_disk_usage_bytes) / sum b4
        labels:5
          severity: warning6
          priority: "P3"7
        annotations:8
          summary: Tenant volume is half full9
          description: 'Tenant volume {{"{{"}} $labels.tenant {{"}}"}} is 10
          remediation: TenantVolumeUsageHigh11
      - alert: TenantVolumeAlmostFull12
        expr: (sum by (tenant) (ros_sync_disk_free_bytes) / (1024 * 1024)) 13
        for: 5m14
        labels:15
          severity: warning16
          priority: "P2"17
        annotations:18
          summary: Tenant volume is almost full (< 200Mi)19
          description: 'Tenant volume is almost full: {{"{{"}} $labels.ten20
          remediation: TenantVolumeUsageHigh21
      - alert: TenantVolumeFull22
        expr: (sum by (tenant) (ros_sync_disk_free_bytes) / (1024 * 1024)) 23
        for: 2m24
        labels:25
          severity: critical26
          priority: "P1"27
        annotations:28
          summary: Tenant volume is full29
          description: 'Tenant volume is full: {{"{{"}} $labels.tenant {{"30
          remediation: TenantVolumeUsageHigh31

32



It is also a good practice to pull statistics from your process monitoring tool which you 
should be using to run ROS. We recommend using pm2 and there are a variety of plugins 
that will pull statistics from pm2 and feed them into Prometheus. Alerting on restarts and 
low uptime is a must in a production system. Here are a few free packages to use:

PM2 Prometheus Explorer 
PM2 performance monitoring using Statsd and Graphite 
 

https://github.com/burningtree/pm2-prometheus-exporter
https://github.com/Tjatse/pm2-ant


Logging

Overview

All components of the Realm Object Server output logs to a standard interface which can 
then be piped to the console or more commonly to a file on disk.  We like to recommend 
pm2 for more granular logging capabilities during development or testing.  

However, in a production system, it is a best practice to offload the logs to a central logging 
repository which has more refined tools for detecting anomalies and performing root cause 
analysis. There are a variety of tools on the market today, Realm provides a walkthrough on 
how to set-up one such free system with Elasticsearch, Filebeat, and Kibana. See here for 
details:

Using PM2 for Logging for a single server

 

You can use pm2 to monitor the usage of ROS instances by:

pm2 monit 

This will print a GUI that will display both logs, CPU usage, and Memory usage.

pm2 also includes robust log management. You can use it to display logs in realtime in 
your console, log to a file, and rotate logs. Please see the pm2 Log Management 
documentation to set this up.

In addition, Realm Object Server includes built-in logging capabilities as well. You can 
supply a custom logger to the server via a start parameter. The server includes three logging
classes for this:

ConsoleLogger 

This class will just log directly to console. It is included in the default configuration of the 
server, so no changes are needed to use it.

https://realm.io/docs/tech-notes/rmp-walkthrough#adding-a-logging-system
http://pm2.keymetrics.io/docs/usage/log-management/


FileLogger 

This class will log directly to a file, but not the console. This cannot be used with pm2 
logging. To use add it to your server start function:

server.start({1
  logger: new FileLogger('myfile.log', 'info')2
})3

FileConsoleLogger 

Finally, this class will log to the console and a file. To use add it to your server start 
function:

server.start({1
  logger: new FileConsoleLogger('myfile.log', 'info')2
})3

Example: Adding a dedicated logging system

 

In this example, we will show you how to setup a more sophisticated logging system to pull 
logs from the various components of the Realm Platform at regular intervals.  We will be 
using Elasticsearch and Kibana.  We will use the Filebeat utility to complete the integration 
with Realm.  

Install Elasticsearch and Filebeat

First, set up a new server or EC2 instance to use as the logging server. Once that’s done, 
SSH into it:

# Clear any pre-existing Java installs1



sudo apt-get remove --purge openjdk*2
3

# Add the Oracle repo4
sudo add-apt-repository -y ppa:webupd8team/java5

6
# Update the repo and install Java and wget7
sudo apt-get update8
sudo apt-get -y install oracle-java8-installer9
sudo apt-get install wget10

Then install Elasticsearch:

# Add Elasticsearch's key and repository1
wget -qO - https://artifacts.elastic.co/GPG-KEY-elasticsearch | sudo apt-k2
echo "deb https://artifacts.elastic.co/packages/5.x/apt stable main" | sud3
sudo apt-get update4

5
# Install Elasticsearch6
sudo apt-get install elasticsearch7
# Enable and start Elasticsearch8
sudo systemctl daemon-reload9
sudo systemctl enable elasticsearch.service10
sudo systemctl start elasticsearch.service11

Elasticsearch is now installed and listening on port 9200 by default. Next, let’s set-up 
Filebeat on the Realm Object Server and Realm Sync Worker. SSH back to the sync worker 
machine, not the logging machine:

# Set up the Filebeat repo and install1
echo "deb https://artifacts.elastic.co/packages/5.x/apt stable main" | sud2
sudo apt-get update3
sudo apt-get install filebeat4

If you use an initial template to build the Realm Object Server via ros init  a default file 

log file called log.txt  will be created in the realm object server folder. Otherwise you can 

add the following to your server startConfig  in your index.ts :



index.ts

       logger: new FileConsoleLogger(path.join(__dirname, '../log.txt'), '1
           file: {2
               timestamp: true,3
               level: 'debug'4
           },5
           console: {6
               level: 'info'7
           }8
       }),9

Add the following to your filebeat.prospectors 

filebeat.prospectors

# Each - is a prospector. Most options can be set at the prospector level, 1
# you can use different prospectors for various configurations.2
# Below are the prospector specific configurations.3

4
- input_type: log5

6
  # Paths that should be crawled and fetched. Glob based paths.7
  paths:8
    - /home/ubuntu/testROS/log.txt9
  tail_files: true10

11
output.elasticsearch:12
  # Array of hosts to connect to.13
  hosts: ["<logging_server_hostname>:9200"]14

Now let’s edit Filebeat’s configuration file at /etc/filebeat/filebeat.yml . This is a YAML

file, so watch the indentation!

input:1
      paths:2
        - /var/log/realm-sync-worker.log3
      tail_files: true4
output:5
  elasticsearch:6
    hosts: ["<logging_server_hostname>:9200"]7



Then, start Filebeat, so it picks up the config change:

sudo systemctl start filebeat

We also want to get the logs from our Realm Object Server, so let’s SSH to that host as well 
and set up Filebeat there, too:

# Set up the Filebeat repo and install1
echo "deb https://artifacts.elastic.co/packages/5.x/apt stable main" | sud2
sudo apt-get update3
sudo apt-get install filebeat4

The changes to Filebeat’s configuration file at /etc/filebeat/filebeat.yml  are similar, 

but just with a different log file path:

input:1
      paths:2
        - /var/log/realm-object-server.log3
      tail_files: true4
output:5
  elasticsearch:6
    hosts: ["<logging_server_hostname>:9200"]7

Then, start Filebeat over here, too:

sudo systemctl start filebeat

Now, let’s SSH back to the logging server. We need to set up Elasticsearch for the incoming 
Filebeat connections. Edit its configuration file at 
/etc/elasticsearch/elasticsearch.yml  and edit its network.host  block:



network.host: '0.0.0.0'

Finally, restart Elasticsearch:

sudo systemctl restart elasticsearch

Install Kibana

Kibana is another product from Elasticsearch that lets us visualize the logs and provides a 
UI.

SSH back to the logging server. (We’re almost done with the SSH hopping, we promise.)

The Elasticsearch package repository is already set up, so installing it over here is pretty 
easy:

sudo apt-get update1
sudo apt-get install kibana2

3
# enable and start the service4
sudo systemctl enable kibana5
sudo systemctl start kibana6

Update the kibana config to allow remote hosts to view by going to 
/etc/kibana/kibana.yml and change the server.host to this: 

server.host: "0.0.0.0"

Now, let’s login to our Kibana server! Go to http://<logging_server_hostname>:5601  in a 

web browser. The Kibana configuration page will open. Create an index pattern with the 



Setting up an instance in Kabana

name filebeat-* , and enter @timestamp  as the Time-field name:

Now, you can go to the Discover tab, and select a recent time interval, such as the last 15 
minutes. Start generating some connections to the Realm Object Server, and you should 
start to see Kibana populating with logs: 



Viewing logs in Kibana

Not what you were looking for? Leave Feedback 

https://realm3.typeform.com/to/A4guM3


Backup

The Realm Object Server provides one or two backup systems, depending on your Edition.

The manual backup system is included in all versions of the Realm Platform via a 
command line utility. It can be triggered during server operations to create a copy of the 
data in the Object Server.
The synchronous backup system, available in the Professional and Enterprise Editions, 
is a backup slave running alongside the master Realm Object Server. The backup slave 
continuously receives changes across all Realms.

Both systems create a data directory from which the Realm Object Server can be restarted 
after a server crash. The backed up data consists of the keys, the user Realms, user 
account information, and all other metadata used by the Realm Object Server. Backup can 
be made from a running Realm Object Server without taking it offline.

Manual backup

The manual backup is a console command that backs up a running instance of the Realm 
Object Server. This command can be executed on a server without shutting it down, any 
number of times, in order to create an “at rest” backup that can be stored on long-term 
storage for safekeeping. In order to be as agnostic as possible regarding the way the 
backup will be persisted, the command simply creates a directory structure containing 
everything the server needs to get started again in the event of a disk failure.

Because Realms can be modified during the backup process, the backup command uses 
Realm’s transaction features to take a consistent snapshot of each Realm. However, since 
the server is running continuously, the backed up Realms do not represent the state of the 
server at one particular instant in time. A Realm added to the server while a backup is in 
progress might be completely left out of the backup. Such a Realm will be included in the 
next backup.

To run ros backup  at the command line, type:

ros backup -f SOURCE -t TARGET



SOURCE  is the data directory of the Realm Object Server.

TARGET  is the directory where the backup files will be placed. This directory must be 

empty or absent when the backup starts for safety reasons.

After the backup command completes, TARGET  will be a directory containing all keys and 

Realms needed for backup.

Server Recovery From A Backup

If the data of a Realm Object Server is lost or otherwise corrupted, a new Realm Object 
Server can be restarted with the backed up data. This is done simply by stopping the server, 
if needed, and placing the latest backup directory into the Realm Object Server’s data 
directory. After the backup has been fully placed in the Realm Object Server’s data directory, 
the server may be restarted.

Client Recovery From A Backup

Any data added to the Object Server after its most recent backup will be lost when the 
server is restored from that backup. Since Realm Database clients communicate with the 
Realm Object Server continuously, though, it’s possible for clients to have been updated 
with that newer data that’s no longer on the server.

In the case of such an inconsistency, the Realm Object Server will send an error message to 
the client, and refuse to synchronize data.

The client side APIs will emit a “client reset” exception or error and give the app the 
possibility to reset the Realm and download the data from the server.

If client reset happens, the client will lose any data that was not included in the backup 
data. The best way to minimize this potential data loss is to use the synchronous backup 
system. If you can’t do that, run the manual backup system frequently.

Not what you were looking for? Leave Feedback 

https://realm3.typeform.com/to/A4guM3


Manual Deployment Instructions

Background

This document will walk you through how to set-up a small Realm Enterprise Cluster spread 
out across 4 nodes. In this guide, we will be using Ubuntu 16.04 although RHEL/CentOS is 
also supported. We will deploy 3 nodes of the replicated sync-worker service, this is the 
stateful service that stores the realm data, serves the realm sync clients, and merges 
conflicts if necessary. It is stateful and can be scaled out horizontally. Clients will 
automatically be distributed across the available pool of sync-workers by the 
Sync Proxy Service . The proxy service will deployed on the 4th node along with a variety 

of other stateless services which combined form Realm Core Services . The core services 

can be scaled independently of each other based upon load and are directed traffic from 
realm mobile sync clients by an external facing load balancer, such as AWS ELB or a F5. 
The one exception to this is the Realm Directory Service  where only one can exist in the 

cluster. Because core services pull their state from the backend sync workers they can be 
destroyed and brought up at will.

These commands and the installation of prerequisites are typically not done 
manually by an operator but instead is done with a configuration management 
tool like Chef, Puppet, Ansible, or Salt. These scripts are triggered on failure of a 
server which can be provided by a monitoring tool or for initial deployment 
which is usually manually started.

Additionally, it is recommended to use a process monitor like pm2 to ensure that 
the process stays up or is restarted in the event of error or reboot, see here for 
instructions.

http://pm2.keymetrics.io/


ROS EE Architecture

Prerequisite: Consul Installation

 

The first thing to do when setting up Realm Enterprise Cluster is to get Consul up, running, 
and healthy. Consul servers as the distributed key-value store for the cluster, allowing for 
disparate services to discover each other by registering their network locations IP and ports. 
It also serves to facilitate failover should a master sync worker fail, it will use its consensus 
protocol to elect a new leader.

You will need 3 nodes for a typical production set-up.  

Perform these steps on each of the three nodes: 



ubuntu@ip-10-237-244-116:~$ sudo apt-get install unzip -y1
2

#Get the latest:3
ubuntu@ip-10-237-244-116:~$ wget https://releases.hashicorp.com/consul/1.04

5
#Unzip -6
ubuntu@ip-10-237-244-116:~$ unzip consul_1.0.5_linux_amd64.zip7

8
#Move the binary9
ubuntu@ip-10-237-244-116:~$ sudo mv consul /usr/local/bin10

11
#Now we will create the unit file for systemd12
ubuntu@ip-10-237-244-116:~$ sudo vi /etc/systemd/system/consul.service13

14

Paste the following into your unit file: 

consul.service

[Unit]1
Description=consul agent2
Requires=network-online.target3
After=network-online.target4

5
[Service]6
EnvironmentFile=-/etc/sysconfig/consul7
Environment=GOMAXPROCS=28
Restart=on-failure9
ExecStart=/usr/local/bin/consul agent -config-dir=/etc/consul.d10
ExecReload=/bin/kill -HUP $MAINPID11
KillSignal=SIGINT12

13
[Install]14
WantedBy=multi-user.target15

Now we will create the Consul Configuration File: 

ubuntu@ip-10-237-244-116:~$ sudo mkdir -p /etc/consul.d1
ubuntu@ip-10-237-244-116:~$ sudo vi /etc/consul.d/config.json2



Paste in the following: 

config.json

{1
  "datacenter": "HUMAN READABLE NAME FOR CONSUL CLUSTER",2
  "data_dir": "/var/lib/consul",3
  "log_level": "INFO",4
  "server": true,5
  "bind_addr": "{{ GetInterfaceIP \"eth0\" }}",6
  "client_addr": "0.0.0.0",7
  "retry_join": [8
    "IP ADDRESS OF HOST IN CLUSTER",9
    "IP ADDRESS OF HOST IN CLUSTER",10
    "IP ADDRESS OF HOST IN CLUSTER"11
  ],12
  "bootstrap_expect": NUMBER OF ITEMS IN retry_join,13
  "ui": true14
}15

Then run: 

ubuntu@ip-10-237-244-116:~$ sudo mkdir /var/lib/consul1
ubuntu@ip-10-237-244-116:~$ sudo systemctl daemon-reload2
ubuntu@ip-10-237-244-116:~$ sudo systemctl enable consul3
ubuntu@ip-10-237-244-116:~$ sudo systemctl start consul4

Validating your setup

Finally, once all the nodes are set up, run this on any node to validate the cluster:

ubuntu@ip-10-237-244-116:~$ consul members

Your output will look like this, though names and addresses will be different: 



Consul Dashboard

Node       Address              Status  Type    Build  Protocol  DC   Segm1
consul-01  10.247.245.117:8301  alive   server  1.0.5  2         dc1  <all2
consul-02  10.169.254.231:8301  alive   server  1.0.5  2         dc1  <all3
consul-03  10.157.13.237:8301  alive   server  1.0.5  2         dc1  <all>4

You can also open the Consul Web UI at http://ADDRESS_OF_NODE_IN_CLUSTER:8500  and 

see if all the nodes are accounted for. The consul service should show up green in the 
dashboard with all the nodes reporting healthy.

Realm Object Server Enterprise Installation

 

This guide will assume that we are installing our sync workers on the same hosts as each 
consul node. While this is fine for smaller deployments, in larger production deployments 
the recommendation is to have a dedicated consul cluster where each consul node lives in 
a fault zone or Availability Zone in AWS parlance. You can read more on these topics here: 



Consul Architecture 
AWS Console Architecture Guide

You will always want to start at least two sync workers (master and slave).  You 
may also start a third which will server as a spare.  

Services: What are they? 

First,  we'll start with some background of the services in the Realm Cluster. The Realm 
Object Server (ROS) has a service architecture where there is an outer shell that is the Server
which then coordinates X number of services. The Server does things like start all the 
services up, route networking to endpoints defined in a service, aggregate logs across 
services, etc. 

So when you start “Core Services” you start a Server with various core services within it: 
Permissions, Auth, SyncProxy, Realms (Realm Directory), Welcome, Health, etc.

The Server has its own port that it listens to because it has to route connections to 
endpoints defined in a service such as /auth in the Auth service to handle REST login 
requests.

Auth Service

The AuthService is for authentication users on a Realm mobile sync client and giving them 
an access token if the authentication is successful. Realm provides pre-built auth providers 
like username/password or JWT but the class can also be subclassed and your own 
authentication system injected. 

SyncProxyService

The SyncProxyService is for proxying or directing inbound connections to the appropriate 
backend sync worker that holds the realm the client has requested.

https://www.consul.io/docs/internals/architecture.html
https://aws.amazon.com/quickstart/architecture/consul/


RealmDirectoryService

The RealmDirectoryService keeps track of the location of the realm files on the sync 
worker(s). You can only have 1 because you need to ensure a Realm file is recorded as 
being on 1 sync worker in the Enterprise Cluster because a realm is only ever served from 
one master sync-worker at a time (in order to merge conflicts) If there were two 
RealmDirectory services running in parallel, this could result in the same Realm file being 
recorded in two locations when clients initially connect. This is due to the nature of how 
synced Realms are eventually consistent and you need a consistent data store for Realm 
locations.

PermissionsService

The PermissionsService controls access to all Realms on the cluster. It keeps an entry of 
each realm, the default permissions for this realm, and which users have access to this 
realm via read, write, or admin permissions. A user is given an internal Realm access token 
with the permissions for the realm the user is trying to access.

LogService

The LogService collects logs from the Server process and outputs them to a specific stream 
or file location, more configuration parameters can be found here.

HeathService

The HealthService brings up /health endpoint used to check the health of the server. This is 
useful to query as part of a monitoring system which could then trigger a redeployment in 
the case of health failure. Health services should be deployed on each sync worker and if 
all health services go down on a sync worker group and not return a success code then the 
health service on the proxy will return failure. This is useful for trigger a DR failover. 

WelcomeService

The WelcomeService displays a webpage at the configured server port that directs the user 
to download Studio for their various platform. Studio is an electron app that allows for 
administrative capabilities of the Realm Enterprise Cluster. See here for more information:

GraphQLService



The GraphQLService allows for web integration into Realm Enterprise Cluster, allowing a 
REST query to retrieve or manipulate data using the GraphQL query language. It is pulled in 
by a separate NPM package and is deployed as part of the Core Services app. See here for 
more information.

ReplicatedSyncService

The ReplicatedSyncService is the workhorse of the Realm Enterprise Cluster and is 
colloquially known as a sync worker. This service stores the Realm data for sync clients, 
serves sync Websocket connection, and if data conflicts are detected; merges the changes. 
The ReplicatedSyncService must be deployed in groups of 2 to allow for failover and 
replication but the best practice is to deploy with 3 sync workers in a single group.

Installing the Sync Workers 

Now let’s set-up your sync worker group, ssh  to your first consul node. It is assumed that 

you have followed the instructions to install the Realm prerequisites here

However, we will proceed assuming that none of the Realm related packages are installed 
globally, instead they will be part of the local node packages. This is more analogous to 
Enterprise servers which may have global packages locked down and root access 
prohibited.

ubuntu@consul-01:~$ mkdir syncWorker11
ubuntu@consul-01:~$ cd syncWorker1/2
ubuntu@consul-01:~/syncWorker1$ vi syncWorker.js3

Now take the SyncWorker JS App and paste in the code, fill in any variables specific to your 
environment, then save the changes.

SYNC_ADDRESS  is used by the proxy and other workers to connect to the worker, 

so this cannot be 127.0.0.1  or 0.0.0.0 , use the real address at which the 

worker is to be found on the network.

https://github.com/realm/realm-server-side-samples/blob/master/07-enterprise-architecture-manual-deployment/syncWorker.js


SYNC_LABEL  defines the sync worker group which serves as a single shard for 

load balancing. Should be default  in the unbalanced case.

SYNC_ID  uniquely identifies a sync worker among its worker group.

Now create a package.json  file in the same folder and put in your dependencies, it should 

look like this:

package.json

{ 1
    "dependencies": 2
    { 3
        "realm-object-server-enterprise": "^3.0.2",4
        "realm-object-server": "^3.1.0"5
    } 6
}7

You’ll notice in the JS app code that we need a public-private key pair, this generates a 
token that is used across the cluster to authenticate the various Realm servers and services.
The key pair must be the same across all nodes for the cluster to communicate effectively. 
We will use OpenSSL to generate a token on the first node but consult your security team 
for their best practices.

ubuntu@consul-01: mkdir-p data/keys1
ubuntu@consul-01: cd data/keys2
# First generate the private key3
ubuntu@consul-01:~/syncWorker1/data/keys$ openssl genpkey -algorithm RSA -4
# Then pull a public key out of it5
ubuntu@consul-01:~/syncWorker1/data/keys$ openssl rsa -pubout -in auth.key 6
# Now install the dependencies7
ubuntu@consul-01:~/syncWorker1$ npm install8

Now go to each other Consul node and repeat the same steps. You will need to copy the 
auth.pub  and auth.key  from the first sync worker to all other realm services - you can 

use rsync, scp, or a NFS/NAS to distribute the keys.



You can now start each sync worker with the command:

ubuntu@consul-01:~/syncWorker1$ node syncWorker.js

You should see a “Server Started” message and then you should go check the consul UI by 
going to the IP on port 8500 in a web browser. The sync service should show up green and 
healthy. This will bind the node process to the terminal window, to run the process in the 
background you could set up a Unit file or use a tool like pm2

Now we will setup the final piece of our cluster: the CoreServices node. SSH  to this new 

node and install the Realm prerequisites like you did with the sync workers.

ubuntu@coreServices-01:~$ mkdir coreServices1
ubuntu@coreServices-01:~$ cd coreServices/2
ubuntu@coreServices-01:~/coreServices$ vi coreServices.js3

Now take the CoreServices JS App and paste in the code, fill in any variables specific to 
your environment, then save the changes. 

You will need to fill in the advertiseAddress  with IP or DNS address of the NATed address 

of CoreServices if you are behind a NAT. The consulHost should be an IP or DNS address of 
the cluster of Consul hosts. Generally, you would use a Consul agent deployed on the 
localhost and point coreServices to 127.0.0.1  If you are unable to deploy a Consul Agent 

onto the coreServices host then you can use a load balancer round-robin scheme or a DNS 
name with all three Consul hosts. If you only place one IP in there then you will not have 
failover if one Consul host fails. 

Now create a package.json  file in the same folder and put in your dependencies, it should 

look like this:

package.json

https://github.com/realm/realm-server-side-samples/blob/master/07-enterprise-architecture-manual-deployment/coreServices.js


{ 1
    "dependencies": 2
    { 3
        "realm-object-server-enterprise": "^3.0.2",4
        "realm-object-server": "^3.1.0"5
    } 6
}7

You will need to copy the auth.pub and auth.key from any of the sync worker to the core 
services.

# Now install the dependencies1
ubuntu@coreServices-01:~/coreServices$ npm install2
# And start the process3
ubuntu@coreServices-01:~/coreServices$ node coreServices.js4

You should see in the logs something like:

info: Realm Object Server has started and is listening on http://0.0.0.0:91
Your server is started at 0.0.0.0:90802

Be sure to add your sync workers and core services to the server's startup boot 
process. It is recommended to use a process monitor like pm2 to restart the 
process should it ever go down. If using pm2 then the commands to add the 
process to startup would be:

pm2 startup 

pm2 save 

You can then check the Consul UI to see that all the services are showing as green:



Consul Success

Login to validate your setup

The last and final test would be to connect using Studio to the IP and port of the Core 
Services node using the adminToken  which can be found in the data/keys/admin.json 

Not what you were looking for? Leave Feedback 

https://realm3.typeform.com/to/A4guM3


Upgrading

Migrating from ROS 1.x

There is a built-in migration tool in the CLI which converts the old ROS (1.x) metadata into 
the new schema and (optionally) copies the user Realms to the new location. The user 
Realms are not converted by this tool, because ROS itself performs the necessary low-level 
conversion of the Realms when it starts.

In the examples we assume that the old server is running in a root dir 
/srv/old-root  and is using keys /srv/keys/auth.key  and 

/srv/keys/auth.pub  .

Migration consists of the following steps.

1. Stop ROS 1.x
2. Run the migration tool

mkdir -p /srv/new-root # should be an empty dir1
2

ros migrate --from /srv/old-root --to /srv/new-root/ --copyrealms3

If you use custom paths in the ROS 1.x configuration then omit --copyrealms and 

copy the user Realms manually since the CLI doesn’t support configuring the custom 
path.

3. Copy the keys
Skip this if you intend to store the keys in a different place and point to them with 
--private-key  and --public-key  flags.

KEYDIR=/srv/new-ros/keys # ROS 2.x uses 'keys' subdir by default1
mkdir -p /srv/new-ros/keys2



cp /srv/keys/auth.{key,pub} /srv/new-ros/keys/3

4. Start ROS 2.x

ros start -d /srv/new-ros

Compatibility With 1.x

The 2.0 server is not backwards compatible with 1.x-compatible client SDKs. This means 
that if you upgrade your server in production, apps running 1.x-compatible SDKs will stop 
syncing until they are updated to 2.0-compatible SDKs.

What is the cause of the backwards compatibility?

The unique capability of Realm Platform is our ability to sync data changes that occurred 
offline seamlessly. The algorithms powering this functionality are novel and we identified a 
way to drastically improve the performance when merging out-of-order operations. These 
optimizations required that we add a unique and stable identifier to every object. This 
identifier is internal (we might expose in the future given that applications could utilize it), 
so it doesn’t change the outward experience at all, but at a protocol-level this is where the 
lack of backwards compatibility comes from.

Upgrading Deployed 1.x app

These instructions are subject to change but are provided for reference.

The general steps include:

Deploy a new version of the app using a 1.x-compatible SDK that has logic to react to 
an error callback triggered when the app connects to a 2.0 server. This logic should 
display UI to inform the user to upgrade the app.



Allow the user base to upgrade to this new version.
Submit a new version of the app using a 2.0-compatible SDK to the App Store, but 
prevent it from immediate public release.
Once the 2.0-compatible version of the app is available for public release, plan the 
upgrade of the Realm Object Server to 2.0 alongside the public release of the 2.0 
compatible app in the App Store.

The resulting user experience should be that a user on the 1.x version of the app will 
connect to the newly upgraded 2.0 server and receive visual instructions in the app to go to 
the App Store to update to continue syncing. Because the 2.0 app in the App Store was 
made available publicly alongside the upgrade, the user should be able to immediate 
update and connect to the new server.

For apps deployed through enterprise App Stores that can control when the app gets 
updated, this process will be simpler. The complicated nature is due to the fact that 
developers of apps on the public App Stores have less control over their users’ upgrade 
process.

Finally, we can provide custom workarounds to enable running two Realm Object Servers in 
parallel to further ease the upgrade experience for end-users for paid customers.

Upgrading from ROS 2.x to 3.x

 

The upgrade process from ROS 2.x to 3.x is fairly straight forward.  Additionally, any of the 
2.x client SDKs will continue to function with a 3.x server though it will not be as full 
featured.  To upgrade, it is just a matter of upgrading like any other npm package

There are a number of things that changed between 2.x and 3.x.  Most notably 
the way that permissions are handled if you used our partial sync beta.  You'll 
want to take a look at how permissions are handled here 

npm install realm-object-server@latest

https://docs.realm.io/platform/~/edit/primary/using-synced-realms/access-control


Not what you were looking for? Leave Feedback 

https://realm3.typeform.com/to/A4guM3


Security



Security Recommendations

The Realm Database can be configured to encrypt data at rest when using Realm on the 
mobile device. Enabling encryption of a realm file is as simple as adding a single line of 
code to the realm configuration. iOS, macOS, tvOS and watchOS versions of Realm use the 
CommonCrypto library whereas the Windows uses the built-in Crypto library and Android 
platforms use OpenSSL. Once a realm file has been created with an encryption key, that key 
will then be required every time that file is subsequently opened. If any attempts are made 
to open the file with the incorrect key (or no key at all), Realm will simply return an error 
stating that the database was ‘invalid’.

The User supplies a 64 byte encryption key. We recommend that this key is stored in the 
secure keychain or keystore of the device, of which most newer devices provide APIs 
backed by dedicated secure hardware (see Apple’s security white paper or Android’s security 
white paper for more information). The first 32 bytes are used for encryption. The next 24 
bytes are used for the signature, with the remaining 8 bytes not used currently. In terms of 
how specifically we approach encryption: each 4KB block of data is encrypted with AES-
256 using cipher block chaining (CBC) mode and a unique initialization vector (IV) which is 
never reused within a file, and then signed with a SHA-2 HMAC.

This strategy covers most attack vectors. The only option left for an attacker is to try to 
gain access to the pieces of decrypted data that is temporarily cached in-memory. On non-
jailbroken devices there are operating system safeguards against this and in general this 
issue exists irrelevant of where the data originated from. In order to combat devices that 
can be jailbroken or rooted, giving an actor root-level privileges to the device, several Mobile 
Device Management (MDM) software providers or 3rd party libraries can be used. These 
give the ability to detect this level of corruption and remove sensitive data and apps from 
the device as well as flag the individual. The app developer can choose to employ a 3rd 
party library to detect if the device has been rooted or jailbroken, and refuse the user access 
to the app.

https://www.apple.com/business/docs/iOS_Security_Guide.pdf
https://static.googleusercontent.com/media/enterprise.google.com/en//android/static/files/android-for-work-security-white-paper.pdf


Swift

// Generate a random encryption key1
2

var key = Data(count: 64)3
4

_ = key.withUnsafeMutableBytes { bytes in5
6

  SecRandomCopyBytes(kSecRandomDefault, 64, bytes)7
8

}9
10

// Open the encrypted Realm file11
12

let config = Realm.Configuration(encryptionKey: key)13
14

do {15
16

  let realm = try Realm(configuration: config)17
18

  // Use the Realm as normal19
20

  let dogs = realm.objects(Dog.self).filter("name contains 'Fido'")21
22

} catch let error as NSError {23
24

  // If the encryption key is wrong, `error` will say that it's an i25
26

  fatalError("Error opening realm: \(error)")27
28

}29



Java

byte[] key = new byte[64];

1
new SecureRandom().nextBytes(key);2

3
RealmConfiguration config = new RealmConfiguration.Builder()4

5
  .encryptionKey(key)6

7
  .build();8

9
Realm realm = Realm.getInstance(config);10

11
Realm Object Server12

13
Coupled with the Realm Database, the Realm Object Server is the othe14

15
proxy: 16

17
https: 18

19
enable: true 20

21
listen_address: ‘192.168.0.2' 22

23
certificate_path ‘/etc/realm/myCert.pem`24

25
private_key_path ‘/etc/realm/myKey.pem`26

27
http: 28

29
enable: false30

Because this is for syncing with mobile devices you cannot use a self-signed certificate and 
because this certificate will also be used for the ROS dashboard you should make sure that 



you install your certificate in your web browser. Be sure to allow only read and execute 
permissions on the certificates, for instance:

sudo chmod 500 myCert.pem

For more details on how to generate and set-up these certificates see Securing with Let's 
Encrypt.  

Network security is the foundation of any security posture. You may have noticed that the 
listen_address was filled in with an IP address in the above HTTPS proxy setting. This will 
tell the realm process to listen on a specific interface attached to the server rather than the 
default :: or 0.0.0.0  which will listen on all interfaces. It is recommended that the 

interface you specify is placed in a DMZ subnet which is locked down and behind a 
network firewall.

Network security should also be applied on the host server. On an Ubuntu server you can do 
this by using ufw, such as:

sudo apt-get install ufw1
2

sudo ufw enable3
4

sudo ufw deny http5
6

sudo ufw allow ssh7
8

sudo ufw allow 9443/tcp9
10

At this point you can further lock it down by setting up a default deny rule that will drop 
traffic that has not been specifically allowed. Be careful not to lock yourself out of your own 
server by blocking access! Take note of all known services and ports including statsd and 
ssh when setting up your linux firewall.



SSH is the most common method to access the command line of your server and should be
treated with the utmost protection. It is recommended to use a public/private key pair to 
login, to change the default port, and to disable root access. As an example to do this on 
Ubuntu open /etc/ssh/sshd_config and change the following parameters:

Port 26751
2

Protocol 2 3
4

PermitRootLogin no5
6

Then restart the ssh service. It is also recommended to lock down sudo with a secure auth 
service and explicitly control who can perform actions on the server with role based access 
control. There are many more server side recommendations for security such as disabling 
shared memory, enabling SELinux, further hardening of network settings around DNS and 
IP spoofing, and not least of which is enabling disk encryption. For Ubuntu, eCryptfs is the 
recommendation.  

Your application stack and server exposure will determine how much security hardening 
you need. Adding an intrusion detection and prevention system as well as denial of service 
protection can be a costly task but will pay off in the unlikely event you are subject to one 
of these attack vectors. Feel free to contact Realm to discuss what your risk tolerance is 
and what level of security investment is needed.

Not what you were looking for? Leave Feedback 

https://help.ubuntu.com/lts/serverguide/ecryptfs.html
https://realm3.typeform.com/to/A4guM3


Securing with Let's Encrypt

So, you've developed an app with the Realm Platform, and you're ready to go live. Before 
you hit the publish button though, consider the fact that it's the 21st century---your users 
expect that their data is secure and not being snooped on. Imagine how much a privacy 
scandal would hurt the adoption of your app! The good news is that it takes only 10--15 
minutes to setup proper encryption.

Let's Encrypt is free and automated---no need to deal with email reminders, copying 
certificates, or paying fees. What's not to like?

Before we begin

These instructions apply to setting up a Realm Object Server on a Ubuntu instance. For self-
sufficiency's sake, I'll include all commands needed to make it work there, but will also link 
to the official docs if you have a different setup.

To obtain a certificate, you'll need to have a domain name registered. If you're hosting your 
server on a public cloud, Let's Encrypt won't let you register a certificate for a DNS with the 
cloud provider's top-level domain (e.g., myserver.something.azure.com ).

Finally, this guide will assume you have a very basic understanding of Linux. If you know 
what ls  does and how to quit vim, you're good to go. (If you know how to recompile the 

kernel, then I'm afraid you'll get bored with these instructions rather quickly.)

Installing the Realm Object Server

If your server is hosted in a cloud environment, you'll probably need to open ports 9080  

and 9443 ; those are used by Realm for http  and https  traffic respectively. 

Additionally, you'll need to open 443 , as it will be used by Let's Encrypt to verify domain 

ownership. If you're self-hosting, you may need to open them in the built-in firewall:

sudo ufw allow 9080/tcp1
sudo ufw allow 9443/tcp2
sudo ufw allow 443/tcp3

https://realm.io/products/realm-mobile-platform/
https://letsencrypt.org/
https://stackoverflow.com/questions/11828270/how-to-exit-the-vim-editor


sudo ufw reload4

Instructions for other Linux distributions can be found under Troubleshooting

After this, setting up ROS is fairly straightforward.  You can find the instructions here.  

You should now be able to connect to your ROS instance via Realm Studio to create an 
admin user.  

Now that the server is installed, let's configure it---fire up your favorite editor (which clearly is 
vim) and edit /src/index.ts . There are a bunch of useful configuration options there, but 

what we care about is the proxy:https  section, which is roughly in the middle of the file. 

Let's uncomment the settings and set the certificate paths.  The https  section of your 

index.ts  will look roughly like the following:

        // Enable the HTTPS Server.1
        // https?: boolean = false2
        https: true,3

4
        // The port on which to listen for HTTPS connections.5
        // httpsAddress?: string = '0.0.0.0',6
        // httpsAddress: '0.0.0.0',7

8
        // The address on which to listen for HTTPS connections.9
        // httpsPort?: number = 944310
        // httpsPort: 9443,11

12
        // The path to your HTTPS private key in PEM format. Required if H13
        // httpsKeyPath?: string14
        httpsKeyPath: '/etc/realm/keys/privkey.pem',15

16
        // The path to your HTTPS certificate chain in PEM format. Require17
        // httpsCertChainPath?: string18
        httpsCertChainPath: '/etc/realm/keys/fullchain.pem',19

If you restart the server now with npm start , you'll notice that it fails to start due to 

configuration errors---the certificate paths are invalid. We'll fix them in a bit.

http://www.viemu.com/a-why-vi-vim.html


Obtaining certificates

There are a gazillion ACME clients for Let's Encrypt out there, but we'll use the 
recommended one, Certbot. Let's install it and fire it up:

# install certbot1
sudo apt-get install software-properties-common2
sudo add-apt-repository ppa:certbot/certbot3
sudo apt-get update4
sudo apt-get install certbot5

6
# fire it up in certonly mode7
sudo certbot certonly8

(Instructions for other Linux flavors can be found on the Certbot website.)

Now, you should be presented with a question---do you want to spin up a temporary server, 
or use webroot? Unless you already have a web server running on that box, you should 
probably choose the former.

Next you'll be asked for domain name(s). Since Let's Encrypt won't issue wildcard 
certificates and you probably don't want to host your website on that box, you can setup a 
DNS record for something like ros.myserver.com  and point it to your server. If everything 

goes well, certbot will negotiate with Let's Encrypt and place your certificates in 
/etc/letsencrypt/live/ros.myserver.com/ .

Providing the certificates to the Object Server

Now we have ROS and our certificates, but there are a few more things to do before being 
able to relax and enjoy our secure communication. By default, certbot will apply severe 
restrictions on who can read the certificates folder---and that's a good thing---but those 
restrictions will prevent ROS from accessing that folder, too. We don't want to mess with 
certbot's permissions structure, so instead we'll copy relevant certificates to the 
/etc/realm/keys  folder.

First, let's create the directory:

https://letsencrypt.org/docs/client-options/
https://certbot.eff.org/
https://certbot.eff.org/


sudo mkdir /etc/realm/keys1
sudo chown realm:realm /etc/realm/keys2
sudo chmod 500 /etc/realm/keys3

This creates the folder, changes the owner to realm  (the user under which ROS runs), and 

sets the permissions to read and execute so ROS can access files within.

At this point we could copy the files manually inside the folder, but that's not future-proofed-
--Let's Encrypt certificates are relatively short-lived (90 days), so you'd need to not only 
renew sooner rather than later, you'd have to remember to copy the files, which is error-
prone. Instead, we'll prepare a certbot renew hook script that will be executed after 
successful renewal:

#!/bin/sh1
2

set -e3
4

for domain in $RENEWED_DOMAINS; do5
        case $domain in6
        ros.myserver.com) # <- Update this with your own server7
                realm_cert_root=/etc/realm/keys8

9
                # Make sure the certificate and private key files are10
                # never world readable, even for an instant, while11
                # we're copying them into realm_cert_root.12
                umask 07713

14
                cp "$RENEWED_LINEAGE/fullchain.pem" "$realm_cert_root/full15
                cp "$RENEWED_LINEAGE/privkey.pem" "$realm_cert_root/privke16

17
                # Apply the proper file ownership and permissions for18
                # Realm to read its certificate and key.19
                chown realm:realm "$realm_cert_root/fullchain.pem" \20
                        "$realm_cert_root/privkey.pem"21
                chmod 400 "$realm_cert_root/fullchain.pem" \22
                        "$realm_cert_root/privkey.pem"23

24
                # restart ROS25
                systemctl restart realm-object-server26
                ;;27
        esac28
done29

https://unix.stackexchange.com/questions/21251/execute-vs-read-bit-how-do-directory-permissions-in-linux-work/21252#21252
https://certbot.eff.org/docs/using.html#renewing-certificates


Here's the human-readable explanation of the various steps:

1. Check that we're copying the correct certificate ( ros.myserver.com ) and avoid 

touching unrelated certificates.
2. Copy the new certificates to /etc/realm/keys .

3. Set the owner of the copied file to the realm  user.

4. Set permissions to "read" just for the file owner, and "none" for everyone else.
5. Restart ROS to make sure it picks up the new certificate.

Drop that in a non-public folder (e.g., /etc/realm/keys/ ) and make sure to make it 

executable ( chmod 500 /etc/realm/keys/post-renew.sh ).

Now, it's time to make sure everything works as expected:

sudo certbot renew --renew-hook /etc/realm/keys/post-renew.sh --force-renewa

This will force renewal and, upon success, execution of the renewal script. If everything 
goes according to plan, we should see the new certificates in the /etc/realm/keys  folder, 

and restarting the ROS service should be able to pick them up. Head over to the browser 
and verify that you can open https://ros.myserver.com:9443 .

The final step is to automate the renewal so we don't have to worry about the certificate 
expiring. Since we've verified that our post-renew script works as expected, we can safely 

setup a cron job to run the renew command:

sudo crontab -e1
2

# choose your favourite editor and paste this at the bottom of the file3
0 4 * * * certbot renew --renew-hook /etc/realm/keys/post-renew.sh --quiet4

Certbot will only renew certificates nearing expiration, so running it daily is perfectly fine.



Finale

That's it. We now have a secured Realm Object Server instance that will renew and pick up 
new certificates without user interaction. It's a one-time setup that is definitely worth the 
effort to ensure that your users' data is not tampered with along the wire.

Not what you were looking for? Leave Feedback 

https://realm3.typeform.com/to/A4guM3


Command-line Interface for ROS

General Usage

The Realm Object Server command-line utility provides additional functionality as well as a 
means to configure your server:

$ ros --help1
  Usage: ros [options] [command]2

3
4

  Options:5
6

    -V, --version  output the version number7
    -h, --help     output usage information8

9
10

  Commands:11
12

    start [options]               Start Realm Object Server13
    migrate [options]             Migrate data from Realm Object Server 1.14
    backup [options]              Create a backup of the Realm Object Serv15
    init [options] <projectName>  Create a new ROS project16

17
  Help for individual commands:18

19
    ros init --help20
    ros start --help21
    ros migrate --help22
    ros backup --help23

init

 

The ros init  command will create a Javascript or Typescript project that includes Realm 

Object Server for you.



When running a ros init  you will receive the latest version of the Realm 

Object Server even if your ROS cli is an older version.  If you need to use a 
specific version of ROS, you can make these adjustments via NPM within your 
newly created project folder.  



TypeScript

Let's say you want to create a project named MyServer . You can then run:

ros init MyServer

You'll now have a project directory structure that looks like this:

MyServer1
│   package.json2
└───src3
│   │   index.ts4

With TypeScript 2.5.3, you'll have a few more scripts that you can run:

npm build  which will build all the src/**/*.ts  files into equivalent 

dist/**/*.js  files

npm clean  which will clean all the js artifacts from dist/ 

npm start  which will build the .ts  files and run node dist/index.js 

To start MyServer:

1. go into the working directory by cd MyServer 

2. run npm start 

To run this in a production enviroment see the "Going Into Production" 
documentation.

You can configure the server by editing the index.ts  file which inclues comments 

on the available configuration options:

import { BasicServer } from 'realm-object-server'1



import * as path from 'path'2
3

const server = new BasicServer()4
5

server.start({6
        // This is the location where ROS will store its runtime dat7
        dataPath: path.join(__dirname, '../data')8

9
        // The address on which to listen for connections10
        // Default: 0.0.0.011
        // address?: string12

13
        // The port on which to listen for connections14
        // Default: 908015
        // port?: number16

17
        // Override the default list of authentication providers18
        // authProviders?: IAuthProvider[]19

20
        // Autogenerate public and private keys on startup21
        // autoKeyGen?: boolean22

23
        // Specify an alternative path to the private key. Otherwise24
        // privateKeyPath?: string 25

26
        // Specify an alternative path to the public key. Otherwise,27
        // publicKeyPath?: string28

29
        // The desired logging threshold. Can be one of: all, trace,30
        // Default: info31
        // logLevel?: string32

33
        // Enable the HTTPS Server.34
        // https?: boolean35

36
        // The port on which to listen for HTTPS connections.37
        // Default: 0.0.0.038
        // httpsAddress?: string39

40
        // The address on which to listen for HTTPS connections.41
        // Default: 944342
        // httpsPort?: number43

44
        // The path to your HTTPS private key in PEM format. Require45
        // httpsKeyPath?: string46

47
        // The path to your HTTPS certificate chain in PEM format. R48
        // httpsCertChainPath?: string49

50
        // Specify the length of time (in seconds) in which access t51
        // Default: 600 (ten minutes)52



        // accessTokenTtl?: number53
54

        // Specify the length of time (in seconds) in which refresh 55
        // Default: 3153600000 (ten years)56
        // refreshTokenTtl?: number57
        58
        // Specify the largest size of changes considered for log co59
        // Default: 16000000 (16MB)60
        // maxDownloadSize?: number61
    })62
    .then(() => {63
        console.log(`Your server is started `, server.address)64
    })65
    .catch(err => {66
        console.error(`There was an error starting your file`)67
    })68



Javascript

If you prefer to use Javascript then you can create a JS Realm Object Server 
template with:

ros init MyServer --template js

You'll now have a project directory structure that looks like this:

MyServer1
│   package.json2
└───src3
│   │   index.js4

To start MyServer :

1. go into the working directory by running cd MyServer 

2. run npm start 

To run this in a production enviroment see the "Going Into Production" 
documentation.

You can configure the server by editing the index.js  file which inclues comments 

on the available configuration options:

const BasicServer = require('realm-object-server').BasicServer1
const path = require('path')2
const server = new BasicServer()3

4
server.start({5
        // This is the location where ROS will store its runtime dat6
        dataPath: path.join(__dirname, '../data')7

8
        // The address on which to listen for connections9
        // Default: 0.0.0.010



        // address?: string11
12

        // The port on which to listen for connections13
        // Default: 908014
        // port?: number15

16
        // Override the default list of authentication providers17
        // authProviders?: IAuthProvider[]18

19
        // Autogenerate public and private keys on startup20
        // autoKeyGen?: boolean21

22
        // Specify an alternative path to the private key. Otherwise23
        // privateKeyPath?: string 24

25
        // Specify an alternative path to the public key. Otherwise,26
        // publicKeyPath?: string27

28
        // The desired logging threshold. Can be one of: all, trace,29
        // Default: info30
        // logLevel?: string31

32
        // Enable the HTTPS Server.33
        // https?: boolean34

35
        // The port on which to listen for HTTPS connections.36
        // Default: 0.0.0.037
        // httpsAddress?: string38

39
        // The address on which to listen for HTTPS connections.40
        // Default: 944341
        // httpsPort?: number42

43
        // The path to your HTTPS private key in PEM format. Require44
        // httpsKeyPath?: string45

46
        // The path to your HTTPS certificate chain in PEM format. R47
        // httpsCertChainPath?: string48

49
        // Specify the length of time (in seconds) in which access t50
        // Default: 600 (ten minutes)51
        // accessTokenTtl?: number52

53
        // Specify the length of time (in seconds) in which refresh 54
        // Default: 3153600000 (ten years)55
        // refreshTokenTtl?: number56
        57
        // Specify the largest size of changes considered for log co58
        // Default: 16000000 (16MB)59
        // maxDownloadSize?: number60
    })61



    .then(() => {62
        console.log(`Your server is started `, server.address)63
    })64
    .catch(err => {65
        console.error(`There was an error starting your file`)66
    })67

start

 

This command is meant for demo purposes only

The start  command will start the Realm Object Server and listen for connections. This 

mode is perfect for demoing or quickly starting the server. However, it will be tied to your 
terminal window and isn't recommended for production (use ros init ). By default, no 

arguments are needed. However, if you would like to adjust some behavior of Realm Object 
Server, you can provide some configuration options:

CLI Option Default Description

--data <path>  ./data 
This is the location where ROS will store its 
runtime data

--address <address>  0.0.0.0 
The address on which to listen for 
connections

--port <port>  9080  The port on which to listen for connections

--loglevel <level>  info 

The desired logging threshold. Can be one of: 
all , trace , debug , detail , info , 

warn , error , fatal , off) 



--logfile <path> 
Log to the specified file instead of the 
console

--no-auto-keygen 
Do not autogenerate public and private keys 
on startup

--private-key <path> 

Specify an alternative path to the private key. 
Otherwise, it is expected to be under the data 
path.

--public-key <path> 

Specify an alternative path to the public key. 
Otherwise, it is expected to be under the data 
path.

--refresh-token-ttl 
<seconds> 

3153600000 

(ten years)

Specify the length of time (in seconds) in 
which refresh tokens are valid.

--access-token-ttl 
<seconds> 

600  (ten 

minutes)

Specify the length of time (in seconds) in 
which access tokens are valid.

--auth 
<provider1[,provider2 
...]> 

password 

Override the default list of authentication 
providers. Multiple auth providers may be 
specified by separating them with a comma.

--https  Enable the HTTPS Server.

--https-key <path> 
The path to your HTTPS private key in PEM 
format. Required if HTTPS is enabled.

--https-cert <path> 
The path to your HTTPS certificate chain in 
PEM format. Required if HTTPS is enabled.

--https-address 
<address> 

0.0.0.0 
The address on which to listen for HTTPS 
connections.

--https-port <port>  9443 
The port on which to listen for HTTPS 
connections.



Not what you were looking for? Leave Feedback 

https://realm3.typeform.com/to/A4guM3


Server Side File Growth

Background

Realm's conflict resolution algorithm utilizes transaction logs to allow clients who have 
been offline for extended periods of time to come back online and properly synchronize 
their data without conflicts. However, this benefit comes with an added overhead of larger 
file sizes on the server side. To fully support all offline clients, the transaction logs need to 
be kept around. You can read more about this process in detail in our documentation on log 
compaction. To help manage this file growth, there are a number of solutions which are 
detailed below:

History TTL Setting 

 

Over time as your app has had many, many sync transactions you may determine that it is 
no longer necessary to support very old clients (i.e. a user who has been offline for months 
because they have uninstalled the application). As a result, the server may discard some of 
these older transaction logs which will help minimize the overhead of the server's file 
storage size. This functionality is exposed by the historyTtl  setting which can be 

configured from your server's index.ts  file. This setting takes the maximum number of 

seconds which you want the transaction logs to live for. For example, if you only need to 
support clients which have connected and synced within the last week, you would set this 
setting to 604800 (60 seconds * 60 minutes * 24 hours * 7 days). If a client has synced 
within the last week, they will be unaffected by the now discarded transaction logs. 
However, clients which have not connected and synced within the last week may experience 
a client reset which will need to be handled by your application logic. 

Vacuum Utility

 

Realm stores its transactions within files on the server. Over time, these files can become 
fragmented as new transactions are too large to fit into previously allocated space in the 



file. When this happens, the file allocates more free disk space for the transaction and as a 
result a small amount of space may go unused in the original file. Over time, this unused 
space can add up and be wasteful as well as decrease performance. As a result, we offer a 
"vacuum" utility in ROS version 3.6.0 and newer. This utility removes the unused space and 
effectively compacts the transaction logs and state. 

Using the utility:

1. The tool is located within your working ROS directory such as:
./node_modules/realm-sync-server/compiled/{darwin-x64|linux-x64}/bin/realm-
vacuum 

2. Before running the tool, make sure to backup your server files. 
3. Stop the Realm Object Server process 
4. You can start by performing a dry run with the utility.  This will give you an estimate of 

how much space might be saved by running the utility via the terminal: 
realm-vacuum --dry-run <path-to-your-big-server-file> 

5. You can then run the utility itself like:
realm-vacuum <path-to-your-big-server-file> 

You should see an output like the following: 

File:   /home/ubuntu/rosdata/sync/user_data/path/myrealm.realm1
Type:   Sync Server2
Before: beforesize bytes ( beforesize GB )3
After:  aftersize bytes ( aftersize GB4
Change: -delta% (dry run; no modifications made)5



Troubleshoot



Installation Errors

While our install script typically provides a smooth install experience, we have seen a few 
issues that can arrive depending on your operating environment.  If you continue to run into 
issues after going through this guide, please contact us via our forums.  

ros: Command not found.

 

 ros: Command not found.  Indicates that your terminal is not able to locate our CLI.  We 

find that this is most often caused by using an incompatible version of nvm 

Before running a ros  command try running: nvm use 8  in your terminal.  

error: [sync] Your feature token does not allow 
synchronization

 

Starting with the release of Realm Object Server 3.5.0, a feature token is required for 
operation.  Depending on when your feature token was generated, it may not be compatibly 
with the new tokening system.  If you receive this error, please contact us, and we will 
generate a new token for your usage.  

Not what you were looking for? Leave Feedback 

https://forums.realm.io/c/rmp-feedback
https://support.realm.io/support/home
https://realm3.typeform.com/to/A4guM3


Viewing your server logs

Where can I find the server logs? 

While debugging your application, you'll fine the server logs to be very useful.  In 3.x 
versions, logging is enabled by default and is output to a log.txt file within the working 

directory of your ROS project.   If this file is not created, you can easily enable a logger by 
editing your server's index file like so: 

index.ts

import { BasicServer, FileConsoleLogger } from 'realm-object-server'1
import * as path from 'path'2

3
const server = new BasicServer()4

5
server.start({6
    .7
    .8
    logger: new FileConsoleLogger(path.join(__dirname, '../log.txt'), 'all9
                file: {10
                    timestamp: true,11
                    level: 'debug'12
                },13
                console: {14
                    level: 'info'15
                }16
            }),17
    .18
    .19
})20

How do I increase the verbosity of my server logs? 

 

You can easily increase the verbosity of your server logs by editing the level property.  

When troubleshooting, we typically recommend the debug  level.  



In rare situations, it may help to increase your logging as high as trace but the 

sheer volume of output can quickly consume disk space.  

Levels include: 

fatal 

error 

warn 

info 

detail 

debug 

trace 

Not what you were looking for? Leave Feedback 

https://realm3.typeform.com/to/A4guM3


Verify Port Access

RHEL/CentOS 6

RHEL/CentOS 7

Ubuntu 16.04

Certain factors may impact external (non- localhost ) access to the Realm Object Server’s 

synchronization facility, and the Realm Dashboard. In order to enable access, it may be 
necessary to open port 9080 on your server(s).

Using the standard Linux tools, these commands will open access to the port:

sudo iptables -A INPUT -p tcp -m tcp --dport 9080 -j ACCEPT1
sudo service iptables save2

Please refer to the CentOS 6 
Documentation for more information regarding how to configure your firewall.

sudo firewall-cmd --get-active-zones1
sudo firewall-cmd --zone=public --add-port=9080/tcp --permanent2
sudo firewall-cmd --reload3

sudo ufw allow 9080/tcp1
sudo ufw reload2

https://wiki.centos.org/HowTos/Network/IPTables


If your environment does not use your distribution's standard firewall, you will have to 
modify these instructions to fit your environment.

Not what you were looking for? Leave Feedback 

https://realm3.typeform.com/to/A4guM3


Operational Errors

Occasionally it can be useful for debugging purposes to check the Realm Object Server 
logs.  Realm Object Server produces two specific classes of error and warning diagnostics 
that may be useful to system admins and developers.

Error Message Solution

Failed to accept a 
connection due to the file 
descriptor limit, consider 
increasing the limit in your 
system config

Increase the file descriptor limit on your machine.  
Instructions on how to do this can be found here.  In general, 
you'll want to set this well above the number of realms on 
your server (3-5x the number of realms is typically a good 
place to start).

mmap() failed: Cannot 
allocate memory 

Consider increasing the amount of memory available on 
your server.  If you believe that your server has ample 
resources, please contact us.  

https://www.tecmint.com/increase-set-open-file-limits-in-linux/
https://support.realm.io/


Guides



Integrate with a Message Queue

Example Architecture for Dequeueing Messages from a Message Queue 

The Dequeuer: Push data into the Realm Object Server 
using a Message Queue 

Objective

 

The aim of this exercise is to create a basic test application that follows the dequeuer 
architecture pattern for the Realm Platform. Upon completion, you will be able to write a 
message to Apache Kafka, consume the message via node.js, and respond to this 
consumed message by creating a new object in the Realm Object Server.

Prerequisites 

Realm Object Server 2.x (or higher) or Realm Cloud



An admin user for your object server or cloud instance. The username and password 
will be used in step 4

Looking to get started right away?  You can find our code here, but you'll still 
need your own Kafka server.  Follow steps 1-3 below to do that!  

Step 1: Download Kafka

The syntax of the terminal commands assumes you are working in a Linux 
environment.

Download the 1.1.0 release and un-tar it

#you may need to install wget if you don't already have it1
ubuntu@kafka-server:~$ wget http://apache.mirrors.pair.com/kafka/1.1.0/kaf2

3
ubuntu@kafka-server:~$ tar -xzf kafka_2.12-1.1.0.tgz4

5
ubuntu@kafka-server:~$ cd kafka_2.12-1.1.06

Step 2: Start the Server

The following section requires java to be installed. This can be done via the terminal with:

ubuntu@kafka-server:~/kafka_2.11-0.11.0.1$ sudo apt-get update1
2

ubuntu@kafka-server:~/kafka_2.11-0.11.0.1$ sudo apt install default-jre -y3

Kafka uses ZooKeeper, so you first need to start a ZooKeeper server. Kafka includes a script 
to get a quick single-node ZooKeeper instance running.

https://github.com/realm/realm-server-side-samples/tree/master/12-kafka-integration
https://www.apache.org/dyn/closer.cgi?path=/kafka/0.11.0.1/kafka_2.11-0.11.0.1.tgz
https://zookeeper.apache.org/


ubuntu@kafka-server:~/kafka_2.11-0.11.0.1$ bin/zookeeper-server-start.sh 
config/zookeeper.properties &

Now, start the Kafka server:

ubuntu@kafka-server:~/kafka_2.11-0.11.0.1$ bin/kafka-server-start.sh 
config/server.properties &

If you run receive the error: Unrecognized VM option 'PrintGCDateStamps  see 

the issue and fix here.

Step 3: Create a topic

In a new terminal window, create a Kafka topic

You can change the topic name to whatever you desire. We have chosen 
"kafkaTest"

ubuntu@kafka-server:~/kafka_2.11-0.11.0.1$ bin/kafka-topics.sh --create --
zookeeper localhost:2181 --replication-factor 1 --partitions 1 --topic 
kafkaTest 

You can print out all of your existing topics via the following command:

ubuntu@kafka-server:~/kafka_2.11-0.11.0.1$ bin/kafka-topics.sh --list --
zookeeper localhost:2181 

Step 4: Create a consumer that ingests Kafka and writes to ROS

Next, we need to create a Kafka consumer to take messages from the Kafka queue and 
write them to the ROS. We are going to do this via node.js.

https://issues.apache.org/jira/browse/KAFKA-6855


This relies on realm-js  and kafka-node  npm packages being installed in the working 

directory. You will need to install npm:

ubuntu@kafka-server:~/kafka_2.11-0.11.0.1$ sudo apt install npm -y 

Now we can install the dependencies for the consumer via npm. 

ubuntu@kafka-server:~/kafka_2.11-0.11.0.1$ npm install realm1
2

ubuntu@kafka-server:~/kafka_2.11-0.11.0.1$ npm install kafka-node3

You can find the code for our consumer here.

Within this code, you will need to edit a few things such as the ROS Address, your login 
credentials for Realm, and the name of your Kafka topic:

//Params to edit1
const ROS_Address      = 'INSERT_ROS_ADDRESS_HERE'; //i.e. "localhost:90802
const username         = 'INSERT_USERNAME_HERE';    //i.e. "info@realm.io"3
const password         = 'INSERT_PASSWORD_HERE';    //i.e. "password"4
const realmPath        = 'INSERT_REALM_PATH_HERE';  //i.e. "/kafkaRealm"5

6
const kafkaHost        = 'INSERT_ADDRESS_HERE';     //i.e. "localhost:21817
const kafkaTopic       = 'INSERT_TOPIC_HERE';       //i.e. "kafkaTest"8

Once you’ve done this, save the code as consumer.js  to a convenient location on your 

Kafka server.

ubuntu@kafka-server:~/kafka_2.11-0.11.0.1$ node consumer.js 

Step 5: Create a producer to send messages to Kafka

We first need to create a producer where we can generate messages for Kafka

https://github.com/realm/realm-server-side-samples/tree/master/12-kafka-integration


You can do this via the terminal window with the following command:

ubuntu@kafka-server:~/kafka_2.11-0.11.0.1$ bin/kafka-console-producer.sh --
broker-list localhost:9092 --topic kafkaTest 

You can then just type messages into the terminal window to write them to your topic.  

You can find the code for our producer here.

This relies on no-kafka  being installed in the working directory. If you are 

using the same directory as your consumer, this dependency was already 
installed.

The script will produce messages to kafka. You can change the content of these messages 
by changing the messageBuffer variable.

Once you are happy with the script, save it as producer.js on your Kafka server. It can then 
be run via the terminal with:

ubuntu@kafka-server:~/kafka_2.11-0.11.0.1$ node producer.js 

Step 6: View the results via Realm Studio

Download and installation instructions for Realm Studio can be found here.

Not what you were looking for? Leave Feedback 

https://github.com/realm/realm-server-side-samples/blob/master/12-kafka-integration/producer.js
https://realm3.typeform.com/to/A4guM3


Convert a Local Realm to a Synced Realm

As your application grows to take advantage of more Realm features, you may add 
synchronization backed by the Realm Object Server---and this may require converting a 
locally-stored Realm file to a synchronized Realm. While the Realm Platform doesn't offer 
an automatic solution to this, it doesn't require a lot of code to accomplish. Theses example
are for small applications to perform this task; the code could be easily integrated into an 
existing application.

Currently, Javascript is the recommended language to perform this migration. 
We aim to have more code samples available in the future. If you are 
experiencing issues, please submit a ticket here.

https://support.realm.io/


Objective-C

AppDelegate.h

#import <UIKit/UIKit.h>1
2

@interface AppDelegate : UIResponder <UIApplicationDelegate>3
4

@property (strong, nonatomic) UIWindow *window;5
6

@end7

AppDelegate.m

#import "AppDelegate.h"1
2

@import Realm;3
@import Realm.Dynamic;4
@import Realm.Private;5

6
@interface AppDelegate ()7

8
@end9

10
@implementation AppDelegate11

12
- (BOOL)application:(UIApplication *)application didFinishLaunchingW13

14
    NSString *sourceFilePath = [[NSBundle mainBundle] pathForResourc15

16
    RLMRealmConfiguration *configuration = [[RLMRealmConfiguration a17
    configuration.fileURL = [NSURL URLWithString:sourceFilePath];18
    configuration.dynamic = true;19
    configuration.readOnly = YES;20

21
    RLMRealm *localRealm = [RLMRealm realmWithConfiguration:configur22

23
    RLMSyncCredentials *creds = [RLMSyncCredentials credentialsWithU24
    [RLMSyncUser logInWithCredentials:creds authServerURL:[NSURL URL25
        dispatch_async(dispatch_get_main_queue(), ^{26
            [self copyToSyncRealmWithRealm: localRealm user:syncUser27
        });28
    }];29

30
    return YES;31



}32
33

- (void)copyToSyncRealmWithRealm:(RLMRealm *)realm user:(RLMSyncUser34
{35
    RLMRealmConfiguration *syncConfig = [[RLMRealmConfiguration allo36
    syncConfig.syncConfiguration = [[RLMSyncConfiguration alloc] ini37
    syncConfig.customSchema = [realm.schema copy];38

39
    RLMRealm *syncRealm = [RLMRealm realmWithConfiguration:syncConfi40
    syncRealm.schema = syncConfig.customSchema;41

42
    [syncRealm transactionWithBlock:^{43
        NSArray *objectSchema = syncConfig.customSchema.objectSchema44
        for (RLMObjectSchema *schema in objectSchema) {45
            RLMResults *allObjects = [realm allObjects:schema.classN46
            for (RLMObject *object in allObjects) {47
                RLMCreateObjectInRealmWithValue(syncRealm, schema.cl48
            }49
        }50
    }];51
}52

53
@end54



Javascript

// Copy local realm to ROS1
2

const Realm = require('realm');3
4

// UPDATE THESE5
const realm_server = 'localhost:9080';6
const username     = 'myuser@realm.io'; // this is the user doing th7
const password     = 'mypassword';8
const source_realm_path = './myLocalRealm.realm'; // path on disk9
const target_realm_path = '/~/myRemoteRealm'; // path on server10

11
var copyObject = function(obj, objSchema, targetRealm) {12
    const copy = {};13
    for (var key in objSchema.properties) {14
        const prop = objSchema.properties[key];15
        if (!prop.hasOwnProperty('objectType')) {16
            copy[key] = obj[key];17
        }18
        else if (prop['type'] == "list") {19
            copy[key] = [];20
        }21
        else {22
            copy[key] = null;23
        }24
    }25

26
    // Add this object to the target realm27
    targetRealm.create(objSchema.name, copy);28
}29

30
var getMatchingObjectInOtherRealm = function(sourceObj, source_realm31
    const allObjects = source_realm.objects(class_name);32
    const ndx = allObjects.indexOf(sourceObj);33

34
    // Get object on same position in target realm35
    return target_realm.objects(class_name)[ndx];36
}37

38
var addLinksToObject = function(sourceObj, targetObj, objSchema, sou39
    for (var key in objSchema.properties) {40
        const prop = objSchema.properties[key];41
        if (prop.hasOwnProperty('objectType')) {42
            if (prop['type'] == "list") {43
                var targetList = targetObj[key];44
                sourceObj[key].forEach((linkedObj) => {45
                    const obj = getMatchingObjectInOtherRealm(linked46



                    targetList.push(obj);47
                });48
            }49
            else {50
                // Find the position of the linked object51
                const linkedObj = sourceObj[key];52
                if (linkedObj === null) {53
                    continue;54
                }55

56
                // Set link to object on same position in target rea57
                targetObj[key] = getMatchingObjectInOtherRealm(linke58
            }59
        }60
    }61
}62

63
var copyRealm = function(user, local_realm_path, remote_realm_url) {64
    // Open the local realm65
    const source_realm =  new Realm({path: local_realm_path});66
    const source_realm_schema = source_realm.schema;67

68
    // Create the new realm (with same schema as the source)69
    const target_realm = new Realm({70
        sync: {71
            user: user,72
            url:  remote_realm_url,73
        },74
        schema: source_realm_schema75
    });76

77
    target_realm.write(() => {78
        // Copy all objects but ignore links for now79
        source_realm_schema.forEach((objSchema) => {80
            console.log("copying objects:", objSchema['name']);81
            const allObjects = source_realm.objects(objSchema['name'82

83
            allObjects.forEach((obj) => {84
                copyObject(obj, objSchema, target_realm)85
            });86
        });87

88
        // Do a second pass to add links89
        source_realm_schema.forEach((objSchema) => {90
            console.log("updating links in:", objSchema['name']);91
            const allSourceObjects = source_realm.objects(objSchema[92
            const allTargetObjects = target_realm.objects(objSchema[93

94
            for (var i = 0; i < allSourceObjects.length; ++i) {95
                const sourceObject = allSourceObjects[i];96
                const targetObject = allTargetObjects[i];97



98
                addLinksToObject(sourceObject, targetObject, objSche99
            }100
        });101
    });102
}103

104
105

// Login to server106
Realm.Sync.User.login("http://" + realm_server, username, password, 107
    if (error) {108
        console.log("Login failed", error);109
        return;110
    }111

112
    const remote_realm_url = "realm://" + realm_server + target_real113

114
    copyRealm(user, source_realm_path, remote_realm_url);115

116
    console.log("done");117
});118

Not what you were looking for? Leave Feedback 

https://realm3.typeform.com/to/A4guM3


Building a Field Worker Application in Swift

This tutorial was designed for Realm Object Server 2.x 
If you are running a newer version of the server or Realm Cloud, it may take a 
few small configuration changes to build and function 

Overview

 

Teamwork is a Realm demo-app that represents an idealized, distributed customer services 
application. This is the kind that might be used by a power company, a cable company, or 
even a distributed mobile sales force. Its world-view is that of one or more central 
"manager" users who create and assign tasks to field workers/agents who are either 
members of teams or are individual agents carrying out their various assigned 
tasks.Interested in learning more about reactive, offline-first apps for the mobile workforce?

Watch the webinar 

Teamworks models

One of the goals in Teamwork was to show the principles behind the design of a multi-user, 
multi-Realm application, not necessarily to create a complete field service application. 
Nonetheless, Teamwork contains all the elements need to show how a basic version of 
such a system might be constructed and could even be used as the basis for building a full-
blown field services application.

Teamwork is built upon 4 basic models:

https://www2.realm.io/webinar/reactive-offline-first-for-mobile-workforce-registration


Teamwork Models Diagram

Person

This is in effect a user profile object. It allows the application to store/show a little more 
about it’s users than just a user identity string. It manages the basics - first name, last 
name, and avatar/profile image and stores what role the use plays in the system (typically 
a manager or a worker).

Task

Tasks are the central objects in the system. They represent some unit of work that needs to 
be done and assigned to someone if the field who can actually accomplish the work. The 
properties of a task are pretty straightforward and include such things as:



Task name
Task Description
Creation and Due Dates
Team name (which is optional)
An assignee (a Teamwork user)
References to a location where the task must be performed

Tasks exist inside TeamWork in two forms: A Master Task list that is owned and managed 
by admin users; admin users create tasks, fill in their details and assign them to either 
individuals or to Teams (where they can be free-floating - not assigned to a specific person) 
or assigned to a specific team-member

The second use of the Team model is in the creation of Team Task lists that represent 
copies of the tasks that are assigned to specific teams. This second form is realized in the 
form of specific Realms of tasks for each team. These as called “TaskTeamRealms” in the 
parlance of the Teamwork application.

Team

Teams represent collections of users. User can be members of 1 or more teams, and Tasks 
can be assigned to teams generically, or to individuals on a specific team.

Teams have some pretty generic and obvious properties:

Team name
Team Description
Creation/Modification Dates
List of Members
A URL that can be used to access the Team Task Realm that contains all of the tasks 
that have been assigned to this team

Team Task Realms

These are stand alone Realms that contain copies of tasks assigned by admin users to a 
specific team. Each team has its own team Task Realm which is opened by team members 
and kept in sync by the Realm Object Server to the team members device.



Team members open these Realms when accessing their own task assignments inside the 
Teamwork app and can view tasks assigned to them individually or to the team as a whole. 
As tasks are marked “completed” the back-end Realm event listeners notice the update to 
the items in the Team Task Realm and mark the master copy of the task as “completed” 
and update any other relevant metadata.

Locations

The location model serves double duty: it holds info on a person’s location (so they can be 
seen on a map inside the application), and it represents the location where some task 
needs to be performed.

Locations have several properties including:

Latitude/Longitude and various street address components
Creation and last updated dates
A person ID - used if this location object represents the last known location of a 
Teamwork user
A Task ID - used if this location represents a place where a task is to be performed
A Team ID - used if this location represents a task assigned to a specific team

The location object, if it represents a task, will also contain which team that task is 
assigned to (if any); this allows the map and team components to display locations of 
tasks and filter the map display based on which team is being viewed.

Designing the Realms

 

Realms are databases, but they also represent groupings of information that can be used to
manage access to and distribution of information in a mobile context.

In Teamwork there are 3 main pools of information:

Common info accessed by all users that need to be synchronized to all users
Info created and managed by only admin users
Info consumed by Teams of individual workers



Looking at the available models described above we can see that these pretty clearly break 
down into pretty well defined groupings:

1. Common info everyone needs includes: People, Teams and Locations
2. Manager-only info: the Master Task List
3. Team-Member-only info includes groups of tasks for each team they are members of 

(which are represented by separate Realms per team which contain copies of the tasks 
assigned to that team)

These groupings help us meet some design challenges in multi-user mobile apps, 
specifically:

Only give users data they need
Maintaining access separation is good data hygiene and good security
Data Model Clustering - grouping commonly accessed models into Realms keep the 
number of Realms that the programmer must interact with to perform any given 
operation down to a reasonable number.



Teamwork Realm Architecture

Management and Access to Multiple Realms

Many apps can get along quite well with a single Realm, and accessing a single sync’d 
Realm is a one line call:

let defaultRealm = try! realm()

Accessing Realms in a multi-Realm application is slightly more involved, but can be 
reduced to 2 simple patterns:

1. Decide how your data models form common data usage clusters



2. Create accessors that describe the Realm configuration that encompass those clusters

Clustering Your Models

This is actually the most challenging part - it requires understanding the potential linkages 
between models and seeing which linkages are truly required versus those that can be 
inferred.

Required linked are those where you application needs to be able to reference one set of 
model objects from another model by following a Realm List reference or a backlink.

In Teamwork’s case Teams, Persons and Locations are all strongly bound together; this 
allows all users to see teams, teams to reference people, and the map to show both people 
and tasks from one shared Realm without requiring that all users be able to open every 
TeamTask Realm or the master tasks list. The referential elements -- tasks IDs are used as 
literal foreign keys to find objects in either the master Task list or user-appropriate 
TeamTask Realm as needed.

Creating Accessors

Accessing multiple Realms is a reflection in code of your the layout and linkage of your 
models into Realms. Dealing with multiple tables or DBs in any framework can be daunting-
-Teamwork tries to make this easier by reducing the access mechanisms to static properties
that can be passed to Realm instances.

This example is in Apple’s Swift, but the same principles apply in any of the language 
bringings that Realm supports; here we’re treating the construction of various elements 
much like macros.

static let syncHost                = "127.0.0.1"1
static let ApplicationName          = "TeamworkMR"2
static let syncRealmPath           = "teamwork"3
 4
 5
// this is purely for talking to the RMP auth system6
static let syncAuthURL = NSURL(string: "http://\(syncHost):9080")!7
    8
// The following URLs and URI fragments are about talking to the9
// synchronization service and the Realms it manages on behalf of your10



// application:11
static let syncServerURL = NSURL(string: "realm://\(syncHost):9080/\(Appli12
    13
// Note: When we say Realm file we mean literally the entire collection of14
// models/schemas inside that Realm... So we need to be very clear what Mo15
// that are represented by a given Realm.  For example:16
    17
// This is the master list of People, Teams and Locations - Opened by ever18
static let commonRealmURL = URL(string: "realm://\(syncHost):9080/\(Applic19
func commonRealmConfig(user: SyncUser) -> Realm.Configuration  {20
    let config = Realm.Configuration(syncConfiguration: SyncConfiguration(21
    return config22
}23
 24
func managerRealmConfig(user: SyncUser) -> Realm.Configuration  {25
    let config = Realm.Configuration(syncConfiguration: SyncConfiguration(26
    return config27
}28
// Lastly, this is a partial path to directories that hold individual29
// TeamTaskRealms that are opened on demand, usually when the user opens a30
// particular view into a team they're a member of: i.e., "Red Team", "Tea31
// Bonzai!" etc32
static let TeamTasksPartialPath = "realm://\(syncHost):9080/\(ApplicationN33

This accessor mechanism allow you to open Realms as needed rather than trying to open 
all possible Realms.

Only one Realm--the common Realm--is opened when non-admin users log in. This is used 
to display any tasks the user may have outstanding on the map view (note that the 
locations--which track both users and tasks) are stored in this common Realm:



Viewing a task pop-up within the app

If the user has selected a default team it is opened, or the user can go to the Teams tab to 
see a list of available teams and switch to any of of these teams:



Viewing a list of teams within the app



Adding and removing team members from the teams menu

Not what you were looking for? Leave Feedback 

https://realm3.typeform.com/to/A4guM3


Sample UI for Login

Swift

The LoginKit can be pulled into your app to prompt the user for credentials and then use 
those credentials to open a synced Realm. User credentials are required to open a synced 
realm although they could be hardcoded into your app if your app does not require users to 
log in.

Example Code

 

// Create the object1
let loginController = LoginViewController(style: .lightTranslucent) 2

3
// Configure any of the inputs before presenting it4
loginController.serverURL = "localhost"5

6
// Set a closure that will be called on successful login7
loginController.loginSuccessfulHandler = { user in8
 // Provides the successfully authenticated SyncUser object9
}10



Objective-C

// Create the object1
RLMLoginViewController *loginController = [[RLMLoginViewController a2

3
// Configure any of the inputs before presenting it4
loginController.serverURL = @"localhost";5

6
// Set a closure that will be called on successful login7
loginController.loginSuccessfulHandler = ^(RLMSyncUser *user) {8
 // Provides the successfully authenticated RLMSyncUser object9
};10

Features

 

Light & dark themes for light apps like Realm Draw, and dark apps like Realm Tasks.
Fully adaptive to both smartphone, and tablet screen sizes.
Easy swapping between 'log in' and 'sign up' modes.
Optional settings to hide the server URL and 'remember me' form fields.
The ability to remember username and passwords on subsequent app launches.

Get Realm LoginKit

Xcode 8.0 and up
iOS 9.0 and up

Not what you were looking for? Leave Feedback 

https://github.com/realm-demos/realm-loginkit/tree/master/RealmLoginKit%20Apple/
https://realm3.typeform.com/to/A4guM3


Designing an Architecture with Multiple
Realms

Multiple Realm architectures will become less common after the GA release of 
Query-based sync which will allow finer grain (object-level) permissions.

Intro

 

The design of databases can be challenging in the best of circumstances, designing for 
mobile even more so since there's a constant tug of war between the desire to have as 
much info available on the end-user's device as possible and being respectful of both the 
disk space on the end-user's device and the amount of over-the-air bandwidth being 
consumed

Realm Design

 

The simplest design principle when dealing with multiple Realms is to decide what 
everyone needs access to versus what only specific groups need access to. Which sounds 
trivially simple but really requires a rather good understanding of the interaction between 
the models in your application. And which models truly need to be connected via hard links 
(in Realm these would be <List> types or backlinks) versus which can be accessed by using 
record identifiers that are used as foreign keys (foreign in that their definition is in a model 
in another, separate Realm).

The Realm Platform's primary goal is the fast, efficient synchronization of shared data 
between large numbers of mobile clients. Part of any DB design should take into account 
the fact that data will be moving around the device ecosystem and to be respectful of both 



the user's storage and data plans only relevant data should be in motion into or out of the 
end-user's device.

Realm recommends breaking up data into at least two basic kinds of Realms:

A Common Realm for things that are required upon log in by every user - these might 
be

Minimal profile data for all users (if your users need to be able to find each other 
inside your app)
Roles/Permissions that the app needs to make decisions about access 
checking/setting
Team models or other mechanisms for grouping users/processes/etc
Common data models that all users will need access to

On-Demand Realms for things that are restricted on a user/team/project or other 
discrete unit-of-work level basis and that should not be synchronized to every user's 
device.

Accessing Realms

 

A very clean way to keep your various Realms straight is to code them with explicit 
accessors for the Realm configurations that includes the models of interest for any given 
Realm. This way when a connection a realm is instantiated, it is merely a matter of 
providing the right configuration.

The examples here make reference to models in a Realm example app called "Realm 
Bingo," available from the Realm Demos GitHub account.

Here we break the construction of our Realm accessors into their principal components to 
make it easier to compose them depending on our needs.

This first set of constants describes the primary host we are going to talk to and the root 
path names for both public (common) and individual (private) Realms. As you will see, we 
reuse the defaultSyncHost for both talking to our authorization service and our sync server 
(the Realm Object Server). In a large production environment your auth service may be a 

http://github.com/realm-demos/realm-bingo


different host---you may even have multiple sync-servers, all of which will work perfectly 
well. This example uses one host for both authorization and synchronization.

static let defaultSyncHost = "1.2.3.4"1
static let syncRealmPath   = "RealmBingo"2
static let personalCards   = "myCards"3
static let ApplicationName = "RealmBingo"4

5
6

// this is purely for talking to the RMP auth system7
static let syncAuthURL    = URL(string: "http://\(defaultSyncHost):9080")!8

9
// The following URLs and URI fragments are about talking to the 10
// synchronization service and the Realms it manages on behalf of your app11
static let syncServerURL    = URL(string: "realm://\(defaultSyncHost):908012

13
// Note: When we say Realm file we mean literally the entire collection 14
// of models/schemas inside that Realm...15
// So we need to be very clear what models that are represented by a given 16
// For example:17

18
static let commonRealmURL = URL(string: "realm://\(defaultSyncHost):9080/\19

20
func commonRealmConfig(user: SyncUser) -> Realm.Configuration  {21
    let config = Realm.Configuration(syncConfiguration: SyncConfiguration(22
    return config23
}24

25
26

// This is the private realm in every user's home path - it's where we kee27
static let privateRealmURL   = URL(string: "realm://\(defaultSyncHost):90828

29
30

func privateRealmConfig(user: SyncUser) -> Realm.Configuration  {31
    let config = Realm.Configuration(syncConfiguration: SyncConfiguration(32
    return config33
}34

For example, if we look at a model collection of Realms that might represent a simplified 
team-oriented application:



Example Realm architecture

This diagram represents both a multi-Realm system and one that would likely be governed 
by a specialized role-based permission system. In the common Realm we see information 
that would be useful to all participants in the system: profile info, roles that can be used at 
run-time by the application logic to make decisions about permissions, and descriptions of 
teams and team membership used by the app to allow people to open projects they are 
assigned to

If we start with the basic definitions we described above for the RealmBingo app, we can 
adapt this into the following 2 classes of Realms:

1. The common, shared Realm
2. Project Realms

The common Realm can be defined the same way as in the example above---define the 
component parts of the Realm descriptors (the hostname or IP address, the path to the 
common Realm, as well as the collection of models that define the Realm configuration), 
e.g:



static let commonRealmURL = URL(string: "realm://\(defaultSyncHost):9080/\(A

Once the common URLs and other constants are defined we can create a function that 
returns an appropriate Realm configuration:

func commonRealmConfig(user: SyncUser) -> Realm.Configuration  {1
    let config = Realm.Configuration(syncConfiguration: SyncConfiguration(2
    return config3
}4

For on-demand Realms things can be a lot more variable---and it is really up to the 
programmer to define either well-known static end-point names for each Realm, or 
composed common Realms.

Accessing Records Across Multiple Realms

Having multiple Realms does beg the next logical question: How do you access info across 
Realms since Realm does not support cross realm queries? The easiest solution is we need 
a stand-in for identifying values in the common realm (such as SyncUser ID's) that we'd 
normally use as part of a Realm for querying across models. For example if we wanted to 
get a list of user's ID based on what team they are on, we could execute a Realm query like 
this:

let teamMemberIDs = try! someRealm.objects(Person.self).filter(NSPredicate(f

This would return a collection of IDs of users that met the filter criteria (using the Links in 
our Person model scribed above to match against the linked-to Teams model in the 
common Realm). In a single-Realm example we could then use these IDs to query other 
models in the same Realm to gather up other objects of interest and them operate on them.

So, the only functional difference in a multi-Realm application is that we would use these 
user IDs as foreign keys to access values in another Realm.



Example Realm Architecture for Team Specific Realms

One can envision a larger scenario, perhaps in the form of a centralized client services 
application where there are multiple teams into which managers can assign tasks and 
team members are able to open only the Team specific realms in which they are assigned 
as members:

Here we have 3 distinct kinds of Realms:

1. The "common Realm" that all users have access to---data that includes information 
about roles (worker, admin, etc); user profile info, locations (to visualize task/work 
locations and people on a map) and, lastly, a listing of all of the available teams. The 
Teams model tracks team assignment as well as which stand-alone Realm of Team 
Task holds the work list for



2. An Admins-only "task" Realm where admins/managers create tasks that will be 
assigned to teams; as part of the creation of tasks, the business logic also copies task 
records to the individual Team Task Realms as needed.

3. Individual Team Task Realms. This is where copies of work for each team reside. Here 
the record IDs (primary keys) for each task as the same as in the source/master task 
list as created by the Admin/Manager when creating the task.

Here the "foreign keys" we make use of are the ID field from the the Admin-Only Tasks 
Realm---they map the the ID values for Tasks in the Task Team Realms.

Similarly, if one wanted to determine who a task was assigned to based only on the data in 
a task record inside a Team Task Realm, using the assignee field value and performing a 
query against the common Realm the assignee ID is the same value as the primary key ID 
for the Person model objects.

Managing Permissions

Realm has a very simple permission structure: Permissions of Read, Write, or Manage may 
be applied to any Realm, and each higher permission level includes the the other less 
permissive permissions as part of its permission grant. For example, a read-only Realm can 
be created by granting a READ permission, but if WRITE is granted then it is also possible 
for the writer to also READ anything in the target Realm (this does preclude the creation of 
an anonymous write only system). Having MANAGE permission gives all-access to the 
Realm. These permissions may be applied as a wildcard to all users, or individually on a 
user by user bases. However, it should be noted that if a high level permission is granted as 
a wildcard to the Realm the highest level permission grant wins.

Managing permissions on Realms is usually done either on a user by user basis (i.e., a 
privileged user explicitly grants a privilege to another user) or by programmatically 
assigning privileges based on some kind of triggering event (for example a user being 
added to or removed from some kind of team or group) that causes an event handler to be 
triggered on the Realm Platform back-end event service. Either way works equally well, it 
depends on the needs of the application and if the overall app architecture deals with a 
large enough user-base or permission complexity to need an automated system.

Setting permissions manually



We could change permissions from inside an app using:

let permission = SyncPermissionValue(realmPath: team1Path,1
              userID: theId, // The SyncUser.identity value for the grante2
              accessLevel: .write)   // .read, .write, or .manage3
user.applyPermission(permission) { error in4
  if let error = error {5
    // handle error6
    return7
  }8
  // permission was successfully applied9
}10

Reading permissions

Finding out who has what permissions is slightly different. Here we are asking Realm on a 
user-by-user bases what they have access to. For example, to found what your own 
permissions are to all of the Realms on a given server, you would use:

SyncUser.current?.retrievePermissions { permissions, error in1
  if let error = error {2
    // handle error3
    return4
  }5
  // success! access permissions6
}7

The permission objects returned would each represent a Realm to which you has some kind 
of access rights. However, this does not include Realms for which you have permissions by 
virtue of a wildcard permission available to all users.

Not what you were looking for? Leave Feedback

https://realm3.typeform.com/to/A4guM3


Learn Realm Sync and Integrate with a Proxy

The Sync Protocol

Central to the Realm Platform is the Realm sync protocol which carries the operations of 
any changes to or from the Realm sync enabled client to the Realm Object Server. Opening 
a sync connection is a two step process.

First, the client will make a login  API call as described here

This is a POST to the Realm Object Server HTTP/HTTPS /auth  endpoint containing the 

credentials of a the user or a valid user token. If the credentials or token are valid then the 
user is approved and the Realm Object Server issues its own token which contains the 
user’s Realm identity and their access within the Realm system. From here on out, the user 
is issued Realm internal access and refresh tokens and as long as the user is active the 
Realm system will continue to issue new refresh tokens until the initial authentication 
expires or the user goes inactive and must re-login again. 

After the initial authentication, the Realm client will have a valid Realm authorization token 
that it will use to initiate the Realm Sync connection which will enable bidirectional data 
flow build on a standards based Websocket. The first connection will be a GET to the Realm
Object Server root endpoint which is a HTTP upgrade request in an attempt to establish a 
Websocket. If you took a look at the packet it would look like this:

GET /realm-sync/%2Fb920bd7068ef2b470ff4226e0e85716a%2Ffoo HTTP/1.11
Authorization: Realm-Access-Token version=1 token="..."2
Connection: Upgrade3
Host: myROS.internal.com4
Sec-WebSocket-Key: FBeULDToSQx6zW+pXf8+Jw==5
Sec-WebSocket-Protocol: io.realm.sync.226
Sec-WebSocket-Version: 137
Upgrade: websocket8

Adding a Custom Proxy

 

https://docs.realm.io/platform/using-synced-realms/user-authentication


You will notice that the Authorization Header has the Realm Access Token embedded. This 
could pose a problem for proxies that may be expecting their own access token in this 
header. If this is the case you can use these APIs in Swift to change where the tokens are 
embedded.

To add your custom proxy token for your environment make a call like this to the 
SyncManager singleton:

SyncManager.customRequestHeaders = [ "Authorization": myProxyToken ]

Now your Realm client traffic can flow unfettered through your already existing proxies, 
gateways, and firewalls. But the Realm system still needs to have a token to ensure that the 
connection is a valid Realm client and has permissions to a particular Realm. To do this we 
can add a new header onto the connection request like so:

SyncManager.authorizationHeaderName = ‘X-Realm-Auth’

This will add an extra non-default header to the connection request so that the Realm 
system can continue to function in a secure manner. X-Realm-Auth  is just a sample name 

for the header we chose but it can be whatever you choose to name it and be sure to 
configure your proxy not to strip this extra header or your Realm authentication will fail.

We also need to instruct the Realm Object Server on where to look for this Auth token that 
we configured the client to send in a new custom header. The ServerConfig  in your 

index.js  which runs the Realm Object Server gained a new property called 

authorizationHeaderName  

Set it to whatever you set the client header name to and pass it into the server 
startConfig  like so:

const startConfig = {1
    services: [2



        new ros.SyncProxyService(),3
        authService,4
        new ros.RealmDirectoryService(),5
        new ros.PermissionsService(),6
        new ros.LogService(),7
    ],8
    authorizationHeaderName: ‘X-Realm-Auth’,9
    dataPath: path.join(__dirname, 'data'),10

11
};12

13
server.start(startConfig).then(() => {14
    console.log(`Your server is started at ${server.address}`);15
})16
.catch(err => {17
    console.error('There was an error starting your server');18
    console.error(err);19
});20

The last thing you may need to integrate with your network is to format the GET request 
string.  In the above example it looks like this:

/realm-sync/%2Fb920bd7068ef2b470ff4226e0e85716a%2Ffoo

You may have noticed that /realm-sync/  has been prepended to the connection string 

which may break your proxy or API gateway that has whitelisted all url patterns after a 
certain point. After /realm-sync/  comes the realm URL encoded path that tells ROS which

Realm this client is trying to access, shown here: 

%2Fb920bd7068ef2b470ff4226e0e85716a%2Ffoo

For instance your proxy may be set-up to allow connections to this URL:

http://myCompany.org/my/url/prefix/<URL encoded path to Realm>



Custom URL prefixes

To accommodate your environment which may have custom URL prefixes you can add 
urlPrefix to your SyncConfiguration like so:

let syncConfiguration = SyncConfiguration(user: user!,1
                                          realmURL: realmURL!,2
                                          enableSSLValidation: true,3
                                          isPartial: false,4
                                          urlPrefix: "/my/url/prefix")5



Firebase Authentication with Realm Cloud

Firebase provides a safe and secure authentication system. Firebase even have ready built 
UI components you can use which will save you many developer hours. This guide will 
show you how to connect your existing Firebase-powered Authentication system to use 
with Realm Cloud.  

Prerequisites: 

 

This guide assumes you are already using Firebase Authentication in your app. A detailed 
guide on how to set it up can be found in the Firebase documentation. It will use Firebase 
Cloud Functions and this assumes that you are familiar with node/javascript

Configuring the Backend

 

Generate a public/private key pair

This can easily be done by following this SSH guide.  These will be needed to generate 
secure JWTs. 

Enable JWT Authentication on your Realm Cloud Instance

Head over to your cloud dashboard.  After logging in, select the instance for your project.  
Select Settings  and then enable JWT authentication.  You will need to paste in the public 

key which you generated above in the pem format.  

Create a Firebase Cloud Function to generate a JWT for the user

Firebase cloud functions allows your mobile apps to call functions in the cloud without 
even having a server. To get started with firebase cloud functions a detailed guide can be 

https://firebase.google.com/docs/auth/
https://www.ssh.com/ssh/keygen/
https://cloud.realm.io/
https://firebase.google.com/docs/functions/get-started


found here. If you aren't already familiar, you may want to follow their hello world example 
to get started. Once you have familiarized yourself with Firebase Cloud Functions, you can 
add a new function that will generate JWT for the signed in user. This function can then be 
called by using the firebase client libraries for Android/iOS/Javascript. A firebase cloud 
function for generating a JWT that can be used to sign in to realm cloud cloud look like 
this:

const functions = require("firebase-functions");1
const jwt = require('jsonwebtoken');2
const fs = require('fs');3
const key = fs.readFileSync('pathToMyPrivateKeyFile');4
exports.myAuthFunction = functions.https.onCall((data, context) => {    5
    const uid = context.auth.uid; 6
    const payload = { userId: uid };    7
    const token = jwt.sign(payload, { key: key, passphrase: "your-passphra8
    return { token:token };9
});10

Within your package.json , you will need to add firebase-admin, firebase-functions, fs, and 

jswonwebtoken as dependencies. 

Deploy the cloud function 

This is all you need on the server side. Now it’s time to connect your client to Realm Cloud! 

Connecting your client to Realm Cloud

 

This guide assumes you are using Android, but the process will be similar on 
iOS/Javascript. 

Add Firebase Auth to your Project 

https://firebase.google.com/docs/functions/get-started


The easiest way to get started adding the Firebase sign in is by following their guide here.  

Add Firebase Cloud Functions to your project 

Next you simply need to add cloud functions to your project so that you can sign in.  Here is 
their getting started guide.  

Connect to Realm Cloud to sign in a user 

When signed in you need to call your firebase cloud function that generates a jwt to be used
with Realm Cloud. This can be done using the cloud functions client libraries. 

The following example assumes Kotlin for Android, but it can be easily modified for other 
mobile clients: 

FirebaseFunctions.getInstance().getHttpsCallable(”myAuthFunction").call(ar1
    if (it.isSuccessful) {        2
        val result = it.result.data as Map<String,String>        3
        val realmToken = result.get("token")        4
        val syncCredentials = SyncCredentials.jwt(realmToken)5
        doAsync (exceptionHandler = {            6
            // Handle error        7
        }) {            8
            val user = SyncUser.logIn(syncCredentials, AUTH_URL)           9
            // Done! You now have a sync user on Realm Cloud!        10
            }11
    } else {        12
        // Failed to get sign in token    13
    }}14
}) 
 

15

https://firebase.google.com/docs/auth/android/firebaseui
https://firebase.google.com/docs/functions/get-started


Have a Question?


